
 

  



The magician and society 

How the AI debate distracts us from the questions we should be asking 

 

1. The trick 

Everyone is watching the same hand 

The public conversation about artificial intelligence has become remarkably predictable. 
Government reports, boardrooms, universities, conferences, consulting presentations, and 
media interviews keep returning to the same words. We hear about missing the boat, falling 
behind, innovation, competitiveness, implementation, adoption, and responsible AI. 

These words sound practical and serious. They give the impression that society is having a 
careful debate about technology and its consequences. Yet the direction of the conversation 
has already been accepted before the discussion begins. 

The central question has quietly shifted. Earlier debates still left room for a prior question: 
should certain AI systems receive this role in public life? Today the dominant question is 
narrower: how should implementation occur? 

That shift is decisive. A society that asks how to implement a technology has already moved 
away from asking whether that technology deserves such a position. Execution has replaced 
legitimacy as the starting point. 

This is the magician’s first move. Attention is directed toward models, capabilities, investments, 
productivity gains, market competition, and future opportunities. The audience watches the 
movement, while the frame of the debate has already been set. 

The trick succeeds when the narrowing of the debate becomes invisible. People still argue, 
regulate, criticise, and advise. Yet most of them now do so inside a question whose answer has 
already been assumed. 

 

2. What the magician is really hiding 

The shift of power 

The most important change brought by AI is not the emergence of more powerful models. The 
centre of gravity is not the chatbot, the assistant, the search interface, or the automated 
workflow. Those developments deserve attention, but they are not the deepest transformation. 

The deeper shift concerns knowledge itself. Power increasingly moves toward those who shape 
the conditions under which reality becomes visible. Influence now belongs to those who 
organise information, determine relevance, rank importance, frame interpretation, and structure 
the pathways through which institutions understand the world. 

This is why the popular description of AI as a digital colleague is misleading. A colleague 
participates in a relationship. A colleague can be questioned, corrected, challenged, and held 
responsible. 



AI occupies a different position. It increasingly functions as a layer between human beings and 
reality. It helps decide which signals appear important, which disappear into the background, 
and which categories become normal. 

This changes the character of power. Formal authority may remain human, and that makes the 
shift harder to see. A physician may still diagnose, a civil servant may still assess, and a 
university may still evaluate. 

Yet the conditions under which those judgments arise increasingly depend on technical 
systems. Those systems organise information before human interpretation begins. They shape 
the field before anyone claims to decide. 

Knowledge becomes infrastructure. Attention becomes infrastructure. Interpretation becomes 
infrastructure. The result is a gradual transfer of influence away from visible decisions and 
toward the architecture that precedes them. 

Public debate often focuses on outputs. The deeper transformation takes place upstream, 
where categories, assumptions, priorities, and forms of visibility are constructed. That is where 
the real shift of power occurs. 

 

3. Why even sensible criticism falls short 

The trap of responsible implementation 

Many critics of AI recognise real risks. They raise concerns about governance, ethics, alignment, 
transparency, accountability, human oversight, bias, privacy, and responsible use. These 
concerns are necessary, and they deserve serious attention. 

Societies need safeguards. Institutions need public accountability. Powerful systems require 
scrutiny, limits, and correction. 

The limitation lies in the timing. Most of these discussions begin after the decisive question has 
already been settled. They ask how a powerful technological infrastructure should be governed, 
while the prior question of dependency has already moved out of view. 

This creates a strange situation. A society may spend years debating ethical implementation 
while never examining whether the underlying trajectory remains desirable. The result is 
responsible acceleration. 

The same pattern appears across sectors. Universities discuss responsible AI integration. 
Healthcare organisations discuss responsible AI deployment. Governments discuss responsible 
AI adoption. Corporations discuss responsible AI transformation. 

The missing question is more basic. Which human capacities, public functions, and institutional 
responsibilities should never become dependent on this infrastructure? That question arrives 
before governance, before implementation, and before adoption. 

The widespread focus on responsible implementation can therefore become part of the 
distraction. Governance is not unnecessary. It becomes inadequate when it manages the 
consequences of a decision whose legitimacy has already been assumed. 

This reveals the deeper institutional problem. The central challenge is not whether machines 
become ethical. Machines do not possess conscience, responsibility, or moral agency. 



The more pressing question is whether our institutions still possess the strength to carry those 
qualities themselves. An institution that has weakened its own capacity for judgment cannot 
solve that weakness through better technology. It may become more efficient, productive, and 
accurate in some tasks, yet efficiency does not restore wisdom, and automation does not 
restore responsibility. 

 

4. The conversation we are not having 

Does society have the right to say no? 

Most public discussions about artificial intelligence begin from a shared assumption. The 
technology is coming, adoption is inevitable, and institutions must prepare. The remaining task 
is to determine how implementation should occur and which safeguards should accompany it. 

That assumption deserves far more scrutiny than it currently receives. A democratic society 
does not merely decide how to integrate a new technology. It also decides whether that 
technology should occupy a particular place in public life at all. 

The difference is important because implementation and legitimacy are not the same thing. A 
society may become highly skilled at implementing a system that it never seriously examined in 
the first place. It may develop governance frameworks, ethical guidelines, and regulatory 
standards while avoiding the prior question of whether the underlying direction is desirable. 

This is where the public conversation becomes surprisingly thin. We hear extensive debate 
about AI in healthcare, education, public administration, scientific research, and defence. We 
hear much less discussion about whether some domains should remain partially protected from 
technological dependency. 

Healthcare offers a useful example. Most discussions focus on how AI can improve diagnosis, 
increase efficiency, or reduce administrative burdens. Those goals may be worthwhile. Yet a 
prior question remains largely untouched: which parts of care depend on human presence, 
professional judgment, and relational responsibility in ways that cannot be reproduced through 
computational systems? 

The same pattern appears in education. Discussions often focus on AI literacy, classroom 
integration, and personalised learning. Much less attention is given to a deeper question. Which 
aspects of education exist precisely because human beings learn through attention, struggle, 
dialogue, and interpretation rather than optimisation? 

The same tension is now emerging in government. Public institutions increasingly explore AI for 
assessment, classification, prediction, and administrative support. Yet democratic societies 
rarely ask which public functions should remain visibly human because they involve judgment, 
accountability, and the exercise of authority in the name of citizens. 

Defence raises the question in its sharpest form. Military AI does not merely support 
administration or analysis. It may enter the chain through which threats are classified, targets 
are prioritised, decisions are accelerated, and force is authorised. 

This cannot be treated as a specialist exception. Warfare is shaped by uncertainty, deception, 
time pressure, and irreversible consequences. If AI begins to structure the field in which military 
judgment forms, the issue is no longer only whether humans remain formally involved. 



The prior question is whether democratic societies can still justify the use of force when the 
knowledge pathway behind that force becomes too fast, too distributed, or too opaque to 
reconstruct. A human may remain in the loop while the conditions for judgment have already 
been narrowed. In that setting, the right to delay, interrupt, refuse, and reassess is not a 
technical safeguard, but a constitutional necessity. 

These questions lead to a broader concern. Not every form of knowledge should become 
platform dependent. Not every public function should become computational infrastructure. 
Not every human capability should be treated as inefficient simply because it is slower than a 
machine. 

The right to say no is therefore not a rejection of technology. It is a democratic capacity to 
determine where technology belongs and where it does not. A society that loses that capacity 
does not become more innovative. It becomes less capable of governing its own future. 

 

5. The dissolution of judgment 

When systems begin to think for us 

The most common fear surrounding AI is that machines will eventually make decisions on behalf 
of human beings. That fear attracts attention because it is easy to understand. It presents a clear 
image of automation replacing human responsibility. 

The deeper problem begins much earlier. Human judgment rarely disappears in a single step. It 
is gradually narrowed, guided, and reshaped long before formal decision making changes. 

This process has been developing for decades. Modern institutions increasingly rely on 
indicators, classifications, models, procedures, and performance systems. These tools often 
improve consistency and coordination. At the same time, they can weaken the human capacity 
to interpret situations that do not fit established categories. 

Artificial intelligence accelerates this trend. It does not simply generate answers. It helps define 
which questions appear relevant, which signals deserve attention, and which options seem 
reasonable before deliberation begins. 

This is why the central risk does not emerge when AI decides. The risk emerges when AI shapes 
what still appears decidable. At that point, the human being remains formally present while the 
field of judgment has already been organised elsewhere. 

The examples are becoming familiar. A manager receives a performance summary that already 
frames an employee through predefined indicators. A physician encounters an AI generated 
assessment before meeting the patient. A public official reviews a case that has already been 
ranked, categorised, and prioritised by technical systems. 

In each situation, human responsibility remains visible. The manager still approves, the 
physician still diagnoses, and the official still signs the document. Yet the position from which 
they judge has already been influenced by prior layers of interpretation. 

This is the concern I explored in earlier work. The question is no longer whether a human 
remains in the loop. The question becomes whether a human still has the opportunity to form an 
independent judgment before the frame hardens around a particular interpretation. 



The same concern appears in other discussions. Human judgment requires context, memory, 
plurality, and the freedom to reopen a question. It cannot survive indefinitely if systems 
determine relevance before human interpretation begins. 

The problem is therefore epistemic before it becomes technological. Institutions may continue 
to function while losing the ability to see what lies outside the categories they have created. 
Decisions still occur, but the space in which genuine judgment can arise becomes progressively 
smaller. 

 

6. Why leaders go along 

Not because they are bad people 

It is tempting to explain this development through greed, ambition, or technological enthusiasm. 
Those factors certainly exist. They do not explain why so many intelligent and well intentioned 
leaders embrace the same trajectory. 

A different explanation is more convincing. Many leaders have been educated, promoted, and 
rewarded within systems that already speak the language of optimisation, measurement, risk 
management, and control. 

For decades, managerial thinking has shaped how institutions understand success. Leaders are 
taught to measure performance, reduce uncertainty, improve efficiency, manage risk, and 
demonstrate accountability through indicators and reporting structures. 

These practices did not emerge from bad intentions. They often produced genuine benefits. 
Organisations became more transparent, more predictable, and easier to coordinate. Yet every 
management philosophy also carries assumptions about what counts as knowledge. 

The hidden assumption of managerialism is that reality becomes more understandable when it 
is translated into measurable categories. Dashboards, metrics, performance indicators, and risk 
models become the preferred language of institutional life. 

Artificial intelligence enters precisely this environment. It speaks the same language. It promises 
better predictions, richer datasets, faster analysis, and more refined classifications. From within 
the existing logic of management, the next step appears almost self evident. 

This explains why resistance is often weaker than expected. Leaders do not encounter AI as 
something fundamentally different. They encounter it as an extension of habits they already 
trust. 

The challenge therefore runs deeper than technology. It concerns the forms of perception that 
institutions have cultivated over many years. Leaders increasingly learn to see through 
dashboards, models, and performance systems. Gradually they lose contact with forms of 
knowledge that emerge through presence, conversation, context, experience, and relational 
awareness. 

This is why leadership transformation must precede system transformation. Institutions will not 
become more human merely because better governance frameworks are introduced. Leaders 
themselves must recover the ability to perceive what existing systems tend to overlook. 



That requires a different understanding of leadership. Leadership becomes less about control 
and more about judgment. It becomes less about optimisation and more about discernment. It 
requires the ability to recognise when the categories are wrong, when the metrics no longer 
capture reality, and when the institution is losing sight of the people it exists to serve. 

The deepest challenge is therefore not technological. It is human. The future depends on 
whether leaders can place human judgment back at the centre of institutional life before 
increasingly sophisticated systems make that task even more difficult. 

 

7. What is really at stake 

Not AI, but human sovereignty 

The public debate often treats AI as the central issue. Discussions revolve around models, 
capabilities, regulation, innovation, and competition. These topics deserve attention, but they 
can obscure the deeper question. The real issue is whether human beings and public 
institutions remain able to understand reality without becoming dependent on systems they 
cannot fully govern. 

Human sovereignty begins with the capacity to know, judge, and act from within a shared world. 
It requires more than access to information. It requires public knowledge, professional 
judgment, democratic control, scientific integrity, and human presence. 

Public knowledge is one of the first foundations under pressure. Universities, journalism, 
libraries, archives, courts, and scientific institutions do more than process information. They 
preserve the conditions under which claims can be tested, challenged, corrected, and trusted. 

Professional judgment is under similar pressure. Physicians, teachers, judges, researchers, civil 
servants, and engineers are not valuable because they process data. Their authority comes from 
their ability to interpret situations, weigh competing considerations, recognise context, and 
carry responsibility for consequences. 

Democratic control also changes when essential public functions move into opaque technical 
systems. Citizens may formally retain political rights while losing practical influence over the 
infrastructures that shape public choices. A democracy cannot remain strong if the conditions 
of knowledge move outside public scrutiny. 

Scientific integrity offers a clear example. The crisis in academic publishing is often described as 
a problem of AI generated manuscripts, weak peer review, paper mills, or retractions. Those 
problems are real, but the deeper question concerns the institutional conditions under which 
knowledge becomes trustworthy. 

A scientific article is more than a text. It is a public claim that asks others to trust that something 
has been observed, tested, argued, and reviewed with care. When publication becomes 
detached from reliability, science keeps its outward form while losing part of its inner authority. 

A retraction may correct the record after damage has begun. It does not answer how the claim 
first received scientific standing. It does not restore trust if the system that certified the claim 
remains unclear about what failed. 



This is why automation cannot be the main answer. Automated checks may help detect errors, 
plagiarism, image manipulation, or statistical anomalies. They cannot replace the human and 
institutional responsibility to judge whether a claim deserves public authority. 

Human presence is therefore not a sentimental concern. It is a structural condition of 
trustworthy knowledge. Without people and institutions capable of attention, doubt, 
interpretation, and answerability, public truth becomes vulnerable to imitation. 

The real issue is not whether AI becomes more capable. The real issue is whether societies can 
protect the institutions and practices that allow truth to remain public. Human sovereignty 
begins where knowledge, judgment, and responsibility remain answerable to human beings in a 
shared world. 

 

8. The question before all AI governance 

Who gave permission? 

Most discussions about AI governance begin too late. They start with regulation, transparency, 
accountability, oversight, ethics, and safeguards. These questions are necessary, but they 
already assume that the main direction has been accepted. 

A prior question receives far less attention. Who decided that our societies should become 
dependent on these infrastructures? That question is democratic, moral, and institutional before 
it becomes technical. 

Who decided that healthcare should rely on systems owned by a small group of technology 
companies? Who decided that education should reorganise itself around computational 
platforms? Who decided that public institutions should depend on external infrastructures for 
knowledge production, interpretation, and decision support? 

In many cases, no clear decision was ever made. The transition happens through many local 
steps that each appear reasonable on their own. A hospital pilots a tool, a university 
experiments with a platform, a ministry invests in automation, and a company builds AI into its 
workflow. 

Each step may look responsible in isolation. Together they create a new dependency. Entire 
sectors can become reliant on infrastructures that were never publicly debated as foundational 
elements of social life. 

This is where the language of inevitability becomes dangerous. It tells citizens that resistance is 
unrealistic, hesitation is irresponsible, and adaptation is the only rational response. Once that 
story becomes dominant, democratic choice begins to shrink. 

The question then changes before people notice. Society no longer asks what future it wants to 
build. It asks how quickly it can adjust to the future others have already designed. 

A free society requires a different starting point. Citizens must retain the right to distinguish 
useful tools from public infrastructures. They must also retain the right to decide which domains 
should remain under democratic control. 



The question before AI governance is therefore direct. Who gave permission for this 
transformation, and through which public process was that permission granted? Until that 
question receives a serious answer, discussions about implementation remain incomplete. 

 

9. The magician wins when we keep watching 

The debate about artificial intelligence presents itself as a debate about technology. That 
framing is too narrow. Something larger is taking place in the background. 

The deeper issue concerns the conditions under which human beings perceive reality, form 
judgment, share knowledge, and govern themselves. AI has become the focal point because it 
accelerates tendencies that were already present in modern institutions. It makes weak systems 
faster, smooths over poor categories, and gives technical form to older habits of control. 

The magician’s strongest move is not the invention of a powerful model. His strongest move is 
convincing society to focus on implementation while avoiding questions of direction. The 
audience becomes fascinated by capability while the deeper transfer of influence takes place 
elsewhere. 

This is why technological literacy is not enough. Societies also need civic discernment. They 
need the ability to recognise which functions can be delegated and which must remain human, 
public, and answerable. 

They also need the confidence to distinguish assistance from dependency. A tool may support 
human judgment without replacing it. An infrastructure can quietly reshape the conditions under 
which judgment can still form. 

The future will not be decided only by the quality of our AI systems. It will also be shaped by the 
quality of our institutions, the strength of public knowledge, and the resilience of collective 
judgment. A society that cannot protect those conditions will become dependent before it 
understands what it has surrendered. 

Perhaps the most important question of our time is not how to implement AI responsibly. The 
stronger question is whether we can still recognise which human capacities, public functions, 
and forms of truth should never be outsourced. That question remains urgent, no matter how 
impressive the trick becomes. 

At that point the discussion is no longer primarily about technology. It becomes a discussion 
about whether human beings remain capable of perceiving reality together, judging it together, 
and carrying responsibility for it together. 
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