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Introduction 

This booklet brings together three essays written from a single concern, though not from a single 
angle. That concern is the growing gap between technical capability and responsible judgment 
in an age increasingly shaped by AI-mediated decision environments. The essays gathered here 
do not argue against technological development as such. Nor do they defend a nostalgic return 
to older forms of command, expertise, or control. Their claim is narrower and, for that very 
reason, more demanding. They ask what must be preserved if judgment, responsibility, and 
meaningful human authority are not to be thinned out precisely where technical systems 
become most powerful. 

The Ʊrst essay, From Ethical Alignment to Epistemic Stewardship, begins within the Ʊeld of 
military AI. It starts from a now familiar premise: that ethically aligned AI, human oversight, and 
appropriate control arrangements are necessary conditions of responsible design and 
deployment. Yet it also argues that these conditions are not suƯicient. In adversarial and time-
critical environments, the deeper problem is not exhausted by ethics understood as the 
embedding of rules, constraints, or values into a system. The problem is epistemic. Responsible 
action depends on how knowledge is formed, interpreted, stabilized, and acted upon under 
conditions of uncertainty, deception, and operational pressure. When probabilistic outputs 
acquire unwarranted authority, when uncertainty is compressed into decision-ready signals, and 
when responsibility diƯuses across data pipelines, models, operators, and command 
structures, ethical alignment risks becoming a language of reassurance more than a suƯicient 
basis for judgment. The move toward epistemic stewardship begins there. 

The second essay, From Cognitive Assemblages to Epistemic Stewardship, broadens the 
argument beyond the military domain while deepening its conceptual basis. Drawing on N. 
Katherine Hayles and Mikhail Bakhtin, it explores how AI-mediated environments change the 
conditions under which responsibility can still be sustained. Hayles helps make visible how 
cognition is redistributed across human and technical actors within assemblages that shape 
relevance, salience, and response before conscious reƲection begins. Bakhtin restores another 
dimension: that responsibility is not merely a property of individual intention but depends on 
answerability, on whether words and acts remain open to response, return, and renewed 
assessment. Taken together, these lines of thought suggest that the crisis of contemporary 
institutions is not simply one of technical malfunction or ethical noncompliance. Institutions 
may continue to function while losing interpretive depth, public intelligibility, and answerable 
character. On that reading, epistemic stewardship comes to mean the governance of 
interpretive conditions themselves: the preservation of uncertainty where it matters, the 
protection of revisability, the maintenance of interruption, and the safeguarding of human 
interpretive agency in environments increasingly organized by computation. 

The third essay, From Stewardship to System Architecture, takes a further step. It asks what 
epistemic stewardship must become if it is to matter not only as a governance vocabulary but as 
a principle of design. Here the focus returns to military AI, but at a diƯerent level. The question is 
no longer only whether institutions recognize the importance of judgment. The question is how a 
military AI system must be architected if judgment is to remain possible, traceable, and capable 
of binding action. The essay argues that military AI cannot be reduced to a Ʊnal human gate 
inserted at the end of an otherwise optimized chain. The real issue lies in the architecture of the 
chain itself: in sensing, fusion, classiƱcation, recommendation, review, escalation, interruption, 
and after-action reconstruction; in the distribution of responsibility across supply chains and 
external dependencies; in the preservation of ambiguity, contestability, and refusal under speed; 
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and in the institutional and constitutional conditions under which force may be mediated by 
technical systems at all. Stewardship, in this sense, becomes architectural. It concerns the 
design of systems that can still preserve meaningful human control because they preserve the 
conditions under which judgment can still occur. 

Taken together, these essays trace a movement. The Ʊrst identiƱes the limits of a prevailing 
vocabulary. The second reconstructs the wider epistemic and moral terrain within which those 
limits become visible. The third translates that terrain into the design problem of military AI 
architecture. The movement is therefore not linear in the usual sense, but layered. It moves from 
the critique of ethical suƯiciency, to the recovery of answerability, to the question of what kinds 
of systems and institutions might still be capable of responsible action under conditions of 
computational mediation. 

A common thread runs through all three texts. It is the conviction that the central diƯiculty of our 
time is not merely that technical systems are becoming more capable. It is that institutions 
increasingly risk losing the conditions under which they can still know what they are doing, on 
what grounds they act, and in whose name those actions can still be justiƱed. That loss does not 
necessarily appear as collapse. Often it appears as Ʋuency. Systems become faster, smoother, 
and more integrated. Decisions become easier to process. Governance becomes more 
procedural. Yet at the same time, uncertainty may become less visible, interpretive depth may 
thin out, and responsibility may survive only in formal terms. The problem, then, is not simply 
the rise of automation. It is the erosion of those intervals in which doubt, hesitation, 
reinterpretation, and refusal can still enter the process meaningfully. 

That is why the phrase epistemic stewardship remains central across the booklet, even as its 
meaning develops. In the Ʊrst essay it names the responsibility to preserve epistemic integrity 
under adversarial conditions. In the second it becomes the governance of interpretive 
conditions in AI-mediated environments more broadly. In the third it is translated into system 
architecture, where the question becomes whether a military AI system has been designed in 
such a way that human judgment retains not only formal presence but operative force. The term 
therefore marks a trajectory rather than a slogan. It gathers together the preservation of doubt, 
the visibility of uncertainty, the traceability of authority, the possibility of interruption, and the 
maintenance of answerable action. 

The military domain gives these questions particular sharpness. Not because it is the only high-
stakes setting, but because it places under pressure almost every weakness discussed here. 
Adversarial deception is normal. Time for review may be compressed. ClassiƱcation and 
authorization can be tightly coupled. Errors may become lethal. Escalation risk may exceed the 
local tactical frame. And the constitutional burden of force ensures that the question is never 
only technical. Yet the military case is not oƯered here as an isolated exception. It functions as a 
revealing instance of a wider historical transition, one in which technical systems increasingly 
shape the conditions under which institutions perceive, decide, and act. 

This booklet is therefore not a handbook and not a manifesto. It does not oƯer a Ʊnished 
doctrine for AI governance, nor does it assume that one conceptual framework will settle the 
matter. Its purpose is more modest and, perhaps for that reason, more exacting. It seeks to 
clarify a shift that is already underway: from ethics understood mainly as alignment, to 
responsibility understood as answerability, and from stewardship understood as posture, to 
stewardship translated into architecture. If the essays succeed, they do so by helping make that 
shift more visible, more speakable, and more diƯicult to evade. 
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The deeper wager behind them is simple. Technical power does not remove the human question. 
It intensiƱes it. The more technical systems shape perception, recommendation, and action, the 
more important it becomes to ask what must still remain human, not in the sentimental sense, 
but in the institutional and moral sense: judgment, interruption, responsibility, and the capacity 
to answer for what is done. The pages that follow are oƯered in that spirit. 
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1. Introduction: The epistemic limits of ethical AI in adversarial contexts 

Autonomous military systems operate in environments deƱned by uncertainty, time pressure 
and deliberate deception. These conditions interfere with standard control models and weaken 
assumptions about stable rules of engagement. Defence innovation programmes nevertheless 
continue to rely on the idea of ethically aligned AI. The premise is straightforward. If moral and 
legal constraints are embedded in system design, responsibility can be preserved. 

That premise becomes fragile in adversarial settings. Decision authority shifts under 
probabilistic conditions. Human oversight is compressed by operational tempo. Opponents 
actively probe system assumptions and exploit predictable safeguards. Mechanisms that 
appear robust in controlled testing may create exposure when facing adaptive actors. Additional 
rules or more reƱned explainability do not resolve this gap. They often reinforce conƱdence in 
systems whose operational environment has already outpaced their design assumptions. 

The problem therefore concerns the conditions under which knowledge is formed and applied. 
Ethical conduct presupposes the ability to recognise what is happening, to interpret signals 
reliably and to reassess judgments when circumstances change. AI systems do not operate with 
neutral or complete knowledge. Their outputs depend on data selection, modelling choices and 
contextual framing. In military operations this limitation is ampliƱed. System classiƱcations are 
frequently treated as decisive at moments when uncertainty would call for restraint. 
Probabilistic assessments begin to displace situated judgment. Models trained on relatively 
stable datasets are applied in volatile conƲict dynamics they were never built to interpret. 

This Essay proceeds from a diƯerent starting point. Ethical responsibility in military AI cannot be 
secured through control mechanisms alone. It depends on epistemic stewardship. This refers to 
the institutional and operational capacity to preserve judgment under uncertainty. Design 
constraints remain necessary, but they are insuƯicient. Deployment decisions must therefore 
include an explicit assessment of epistemic degradation. Such an assessment addresses when 
sensor data, model outputs or human supervision lose reliability. 

These evaluations cannot be delegated to the system itself. Accountable actors must document 
when uncertainty remains manageable and when authority should be limited, delayed or 
withdrawn. Doubt becomes an operational criterion rather than an afterthought. Suspension of 
automated authority must be treated as a legitimate outcome within system governance. 

This shift changes the focus of debate. The central question concerns how knowledge, 
uncertainty and responsibility are governed in adversarial systems. Moral action becomes fragile 
when infrastructures cannot recognise their own limits. 

This perspective speaks to a wider debate on responsible defence AI. Current approaches often 
emphasise ethics by design. Yet a complementary focus on knowledge integrity, situated 
authority and resilience is equally necessary. Responsible defence AI depends on careful 
stewardship of how knowledge and action interact under conditions where mistakes may have 
irreversible consequences. 

1.1 Military AI in time-critical, uncertain and adversarial environments 

Military operations confront a distinct epistemic challenge. Warfare is marked by uncertainty, 
high stakes and intentional deception. Opponents aim to distort perception and provoke 
premature responses. Information becomes part of the conƲict itself. 
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AI systems in this domain function under compressed timelines. Human deliberation may be 
reduced to seconds. In some cases it disappears from the loop. Systems detect, classify and 
prioritise under pressure. Each output rests on uncertain inputs. Theoretical clarity does not 
survive intact in operational conditions. Michael Walzer has long noted how moral certainty 
dissolves in war. 

Recent conƲicts illustrate these pressures. AI-enabled drone systems assist with target 
identiƱcation and strike coordination in environments where communication links are 
contested. Machine learning components Ʊlter sensor data and accelerate engagement cycles. 
These systems operate amid signal interference and adversarial manipulation. VeriƱcation is 
often limited. Machine-generated classiƱcations inƲuence lethal decisions under structural 
uncertainty. 

Adversaries adapt. They study system behaviour and exploit recurring patterns. An apparent 
anomaly in sensor data may represent deliberate interference. Closed-world benchmarks oƯer 
little guidance in such settings. Systems designed without attention to epistemic vulnerability 
become brittle in practice. 

Under these conditions, epistemic humility strengthens operational judgment. Recognising 
limits reduces exposure. Operationalising doubt can support both ethical and tactical discipline. 

1.2 The dominance of the ethically aligned AI paradigm 

Defence policy has responded to these risks through the framework of ethically aligned AI. 
International guidelines promote embedding legal and moral constraints in design, deployment 
and oversight. The approach promises preventable harm and safeguarded values through 
technical means. 

The appeal lies in its apparent manageability. Alignment can be speciƱed, tested and audited. 
Ethical uncertainty is translated into design requirements and compliance metrics. This 
approach Ʊts established engineering methods of risk management. 

Yet alignment discourse can function as a stabilising instrument rather than a reƲective practice. 
When ethical concerns are converted into predeƱned criteria, underlying disagreements and 
contextual judgments may be sidelined. Ambiguity is compressed into performance indicators 
and conƱdence scores. In adversarial environments this compression creates exposure. Ethical 
settlement at design stage does not guarantee reliable judgment in operation. 

1.3 Core claim: The ethical problem is epistemic in nature 

The central thesis is direct. The primary limitation of ethically aligned AI in military contexts 
concerns knowledge conditions. 

Ethical agency presupposes awareness of stakes, context and uncertainty. Adversarial 
environments weaken these foundations. The challenge extends beyond system behaviour. It 
includes how systems construct representations of reality and how operators interpret them. 

Thinkers such as Shannon Vallor, Cansu Canca and Michael Polanyi have emphasised that 
responsible action depends on context-sensitive judgment. When probabilistic outputs are 
treated as authoritative, or when complexity is reduced to narrow categories, moral capacity 
narrows accordingly. The issue is not limited to compliance. It concerns whether the conditions 
for ethical judgment remain intact. 
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The decisive question therefore becomes whether systems preserve the space in which 
responsible deliberation remains possible. 

1.4 Why an epistemic lens matters for defence AI governance 

This Essay broadens the analytical frame of current debates on responsible military AI. Value 
alignment, legal compliance and human–machine coordination remain important. Epistemic 
stewardship complements these aims by focusing on how AI systems generate, condition and 
stabilise knowledge in high-stakes contexts. It addresses the reliability of representations, the 
limits of models and the institutional handling of uncertainty. The proposed shift does not 
replace ethical design. It deepens the foundation on which ethical claims rest. Alignment 
becomes a consequence of systems that remain open to doubt and subject to accountable 
review. Decision authority, explainability and fail-safes are therefore reconsidered in terms of 
knowledge integrity rather than control optimisation. Responsible defence AI depends less on 
reƱning automation alone and more on strengthening institutional practices that preserve 
human judgment under pressure. 

2. The prevailing paradigm: ethical alignment as a design problem 

Over the past decade, defence AI policy has converged around a clear assumption. Moral 
constraints can be translated into system requirements and embedded through design. 
Responsible architecture, procedural safeguards and institutional oversight are expected to 
secure lawful and value-consistent behaviour. The concept of ethically aligned AI reƲects a 
serious attempt to convert normative principles into operational standards. In military contexts, 
where automated systems aƯect lives and political legitimacy, ethical robustness is treated as a 
design obligation. 

This approach has produced tangible results. Ethical review frameworks, red teaming exercises, 
human control conƱgurations and explainability requirements have strengthened transparency 
and traceability. Alignment strategies aim to prevent violations even under operational pressure. 
Systems are structured to remain within legal and institutional boundaries. 

At the same time, this paradigm rests on assumptions that require examination. Translating 
ethics into constraints does not eliminate uncertainty. Nor does it ensure that responsibility 
remains intact when context shifts or authority is dispersed across technical and organisational 
layers. Stabilising ethics at design stage may narrow attention to compliance questions while 
leaving open how judgment is exercised in practice. 

The sections below analyse the core elements of this paradigm. The aim is clariƱcation, not 
dismissal. The value of alignment becomes clearer when its scope and limits are deƱned 
precisely. 

2.1 Embedding moral constraints in adaptive AI systems 

Ethically aligned AI seeks to formalise moral commitments within system architecture. Just war 
principles, discrimination criteria and proportionality thresholds are expressed as 
computational parameters. In adaptive systems these parameters are updated as environments 
change. The working assumption is that moral knowledge can be rendered in machine-readable 
form and enforced through constraints or learning rules. 

Two diƯiculties arise. 
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First, moral principles are subject to interpretation. They operate within contested contexts and 
often require balancing competing considerations. Encoding them as Ʊxed parameters risks 
simplifying the deliberation they presuppose. Ethical judgment frequently concerns tensions 
that rules alone do not resolve. 

Second, adaptive models learn statistical patterns from data. They do not grasp meaning in a 
human sense. When asked to internalise ethical limits, they approximate them through proxies. 
These proxies may function adequately within expected scenarios. Outside those parameters, 
they may misclassify or generalise in unintended ways. 

Ethics and performance become closely coupled. As long as the operational environment 
resembles training conditions, alignment appears stable. When confronted with ambiguity or 
adversarial manipulation, embedded constraints may fail without clear warning. New dilemmas 
may arise from the interaction between optimisation routines and rule-based limits. 

2.2 Ethical reliability through architectures, oversight and constraints 

Designers often reinforce embedded ethics through structural safeguards. Decision thresholds, 
layered authorisation, logging systems and simulation testing aim to prevent undesirable 
outcomes. Reliability is framed as a function of control. If behaviour is suƯiciently constrained 
and monitoring is robust, deployment is considered defensible. 

This approach resembles safety engineering in other high-risk sectors. However, military AI 
introduces a distinct challenge. Mechanical failures are often observable and bounded. 
Epistemic failures in AI systems may remain undetected. Outputs can be internally consistent 
while misaligned with situational reality. 

Oversight mechanisms face similar pressures. Time constraints and information asymmetries 
limit the capacity of human operators to reassess system outputs. VeriƱcation may become 
procedural rather than substantive. Complex models tend to command deference, particularly 
when their internal reasoning is diƯicult to interpret. Responsibility remains formally assigned, 
yet practical agency shifts toward system framing. 

Work on AI ethics principles has clariƱed an important distinction. Core principles such as 
autonomy or justice express substantive commitments. Instrumental principles such as 
transparency or accountability support their implementation. Embedding technical safeguards 
addresses the instrumental level. Their eƯectiveness presupposes stable knowledge conditions. 
In adversarial and time-compressed settings, those conditions may deteriorate. The limitation 
lies less in the principles themselves than in the fragility of the knowledge structures that sustain 
them. 

2.3 Human–machine decision authority as a control allocation problem 

Debates on defence AI frequently focus on distributing decision authority. ConƱgurations range 
from human-in-the-loop to human-on-the-loop and, in extreme cases, human-out-of-the-loop. 
These models are evaluated through risk allocation and control theory. Ethical assurance is 
expected to follow from assigning Ʊnal authority to the appropriate actor. 

This framing treats responsibility as a design variable. If a human retains formal decision power, 
the system is considered ethically anchored. Formal authority, however, does not guarantee 
substantive agency. When operators rely exclusively on system-generated representations, their 
role may be reduced to conƱrmation rather than judgment. 
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A further tension follows. Human action depends on how the system frames the situation. That 
framing is shaped by probabilistic models trained on limited datasets. When representations 
Ʊlter complexity or suppress uncertainty, human assessment narrows accordingly. Authority 
may remain formally human, while eƯective agency resides in the model’s structuring of 
information. 

This shift constrains meaningful judgment. Ethical control weakens when interpretive space 
contracts. 

2.4 Hidden assumptions about knowledge, responsibility and stability 

The alignment paradigm presumes several background conditions. It presumes that relevant 
information can be rendered visible, that ethical standards remain stable across contexts and 
that system behaviour is traceable. In adversarial military environments, these premises are 
unstable. 

Information may be incomplete, manipulated or strategically distorted. Responsibility is 
distributed across engineers, operators and commanders. Behavioural stability is undermined 
when opponents actively probe system regularities. 

Technological systems are embedded in social and institutional arrangements. Meaning and 
authority are negotiated within these arrangements. When alignment strategies overlook these 
dynamics, they risk assuming clarity where ambiguity persists. Apparent control may exceed 
justiƱed conƱdence. 

2.5 Why alignment remains necessary 

The critique developed here does not render alignment obsolete. Embedding principles such as 
proportionality and accountability into system requirements establishes shared baselines. 
Alignment frameworks introduce procedural friction and create a common vocabulary for 
oversight. They contribute to legitimacy and constrain purely instrumental optimisation. 

Alignment therefore remains necessary. 

Its eƯectiveness, however, depends on conditions that cannot be taken for granted. Behavioural 
constraints and compliance procedures presuppose reliable classiƱcation, credible situational 
awareness and meaningful oversight. When these foundations degrade, systems may operate 
within formal parameters while misƱring in substance. 

Proportionality depends on accurate threat identiƱcation. Oversight depends on intelligible 
outputs. Transparency depends on representations that correspond to operational reality. If 
these links weaken, alignment persists as structure but loses normative force. 

The argument advanced here is that alignment must be complemented by epistemic 
stewardship. Constraints deƱne limits. Stewardship preserves the knowledge conditions that 
allow those limits to function. 

Alignment is necessary. Without institutional practices that sustain interpretive capacity under 
uncertainty, it risks becoming procedural compliance detached from judgment. 

-\- 

This chapter has examined the alignment paradigm on its own terms. It has acknowledged its 
normative ambition and institutional relevance while identifying its epistemic assumptions. 
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Ethical design remains important. Responsible action, however, depends on how uncertainty is 
constructed and managed in practice. The next chapter addresses that question directly. 

 

3. Epistemic overload in military AI operations 

Military operations are increasingly shaped by machine sensing, automated processing and 
algorithmic recommendation. As a result, the conditions under which judgment is formed are 
changing. Tasks that once required human interpretation under ambiguity are now partly 
delegated to systems that classify signals, infer intent and suggest or initiate action. These 
systems function in adversarial and time-critical settings where veriƱcation is limited and 
uncertainty is structural. 

The central issue is not automation under uncertainty. It concerns how uncertainty itself is 
processed. Contemporary systems tend to convert ambiguity into probabilistic outputs 
designed to support immediate action. The emphasis shifts from sustained interpretation to 
decision readiness. 

Much of the discussion frames this as a technical challenge. Improve models, fuse more data, 
increase situational awareness. The deeper issue concerns knowledge formation. It concerns 
how information is constructed, validated and operationalised. When ambiguity is reformatted 
into conƱdence scores, the demand to understand may give way to the demand to act. 

3.1 Radical uncertainty, adversarial asymmetry and time compression 

Military AI operates in environments shaped by deception and strategic manipulation. 
Adversaries study classiƱcation systems and adapt accordingly. They mimic civilian behaviour, 
distort signals or introduce misleading data. Uncertainty is therefore produced as part of the 
conƲict itself. 

Operational tempo further intensiƱes this condition. Missile defence, cyber response and air 
interception compress decision windows to seconds. Systems are trained to generate 
determinate outputs despite incomplete or unstable inputs. ConƱdence metrics function as 
practical substitutes for deliberation. 

This development follows existing doctrine. Contemporary strategy deƱnes advantage in terms 
of speed. Christian Brose describes modern warfare as a race to shorten the sensor-to-shooter 
chain. Paul Scharre shows how autonomous systems are introduced to manage tempo beyond 
unaided human capacity. Historical cases already revealed strain. NATO’s air campaign in 
Kosovo exposed the vulnerability of targeting decisions made under political constraints and 
limited intelligence. The epistemic pressure predates advanced autonomy. AI accelerates and 
standardises it. 

The result is epistemic overload. Systems are expected to infer beyond what available 
information can securely justify. Operators must rely on outputs they cannot fully reconstruct or 
independently conƱrm. 

3.2 From situational ambiguity to probabilistic authority 

To function in such conditions, military AI relies on probabilistic reasoning. ConƱdence scores, 
predictive classiƱcations and risk indicators guide operational choices. These tools can 
structure assessment. Over time they may acquire the status of authoritative judgments. 
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Probabilities are meaningful only within their epistemic context. That context includes training 
data limitations, vulnerability to manipulation and instability of categories. When this context 
recedes from view, estimates begin to function as determinations. A score becomes a trigger. 

Cathy O’Neil has shown that algorithmic systems can project conƱdence while concealing 
structural ignorance. In operational environments this dynamic intensiƱes. Uncertainty is 
reformatted as actionable certainty, even when the underlying basis remains fragile. 

3.3 The automation of doubt 

Judgment under uncertainty depends on recognising limits. Doubt signals that interpretation 
may require revision or restraint. In time-critical environments hesitation carries cost. Systems 
are therefore optimised to resolve ambiguity into decision-ready outputs. 

This process relocates doubt. Instead of remaining an explicit feature of human deliberation, it is 
absorbed into computational routines. Uncertainty is quantiƱed and translated into conƱdence 
levels. Operators receive the result rather than the contestation behind it. 

The capacity for epistemic humility can narrow under these conditions. In eƯiciency-driven 
settings, humility may appear as delay. In adversarial contexts, suppressing doubt increases 
exposure to manipulation and overconƱdence. 

3.4 When outputs become operational knowledge 

Military decision-making cannot always wait for full veriƱcation. Under urgency, AI-generated 
outputs are treated as knowledge because they are the available basis for action. Repeated use 
reorganises doctrine and procedure around system inferences. 

Probabilistic estimates become operational facts. They enter planning cycles, targeting 
decisions and post-action evaluation. The underlying uncertainty remains, yet it is encoded in 
forms that permit execution. 

The risk concerns conƲation. Inference is treated as knowledge. Knowledge is treated as 
suƯicient justiƱcation. Responsibility shifts toward system architecture and away from situated 
evaluation. The space for reƲective reassessment narrows, not because doubt disappears, but 
because it is reformatted as quantiƱed conƱdence. 

-\- 

This chapter has reframed uncertainty as a condition requiring governance rather than 
elimination. Systems that convert ambiguity into actionable outputs may enhance coordination 
and speed. Without mechanisms that preserve awareness of epistemic limits, they weaken the 
judgment they are intended to support. The task is to design institutions that can act under 
uncertainty without equating inference with certainty. 

 

4. The Ʊction of moral stability by design 

Ethically aligned AI rests on a clear premise. Moral constraints can be embedded in systems in a 
durable form. Once translated into code, values are expected to guide behaviour across 
contexts. This expectation oƯers reassurance to developers, commanders and oversight bodies. 
Military environments, however, do not remain stable. They evolve under strategic pressure, 
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political change and technological development. Ethical interpretation shifts accordingly. 
Stability at the level of design does not ensure stability at the level of meaning. 

Formalised constraints assume a relatively Ʊxed frame of reference. In practice, that frame 
changes. Judgments about proportionality, hostility or permissibility develop alongside shifting 
alliances and emerging tactics. Systems apply predeƱned parameters. When context shifts but 
parameters remain static, internal consistency persists while external legitimacy weakens. 
Compliance continues, yet normative adequacy may decline. 

This shift is diƯicult to observe. The system does not malfunction. Ethical constraints remain 
active. They simply no longer correspond to the evolving moral landscape. Apparent stability can 
therefore conceal substantive misalignment. 

4.1 The limits of Ʊxed constraints in moving contexts 

Operational theatres are marked by ambiguity and adaptation. Civilians and combatants may 
not be clearly distinguishable. Adversaries operate in legal grey zones. Intelligence remains 
partial and contested. Static rules introduce clarity. They also limit responsiveness. 

Systems built around Ʊxed thresholds execute them without interpretive adjustment. A rule 
designed to ensure restraint may later restrict necessary action. A classiƱcation category that 
once captured hostile intent may fail to reƲect new tactics. The system continues to apply its 
parameters as programmed. 

This produces rigidity. Rule adherence becomes detached from the evolving purpose those rules 
were meant to serve. Human oversight does not automatically resolve this. Under time pressure, 
operators may lack suƯicient overview or authority to recalibrate constraints. Gradually, 
consistency of rule application replaces attentiveness to moral change. 

4.2 Stability and epistemic overconƱdence: the missile defense analogy 

Debates on missile defense illustrate how formal validation can coexist with unresolved 
uncertainty. Ballistic missile defense systems underwent testing and certiƱcation within 
established technical frameworks. Performance indicators were documented. Oversight 
structures were implemented. 

Critics such as Lewis, Postol and Gronlund showed that these systems remained vulnerable to 
relatively simple countermeasures under realistic adversarial conditions. Controlled testing did 
not replicate the strategic environment in which systems would operate. 

Institutional conƱdence sometimes exceeded the robustness of underlying knowledge. 
CertiƱcation processes generated reassurance without eliminating uncertainty. Barry Posen has 
argued more broadly that technological ambition can foster overconƱdence in controllability. 

The relevance here lies in structure rather than technical detail. Formal validation can create the 
appearance of stability while epistemic conditions remain fragile. Ethical alignment frameworks 
may reproduce this pattern when compliance with design requirements is treated as evidence of 
enduring moral adequacy. 

4.3 Ethical alignment as reassurance under pressure 

Under operational strain, institutions seek conƱrmation that actions remain legitimate. 
Alignment frameworks oƯer that conƱrmation. They demonstrate that values have been 
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translated into constraints, safeguards and review procedures. This signalling performs an 
organisational function. It distributes responsibility and stabilises expectations. 

Design-level assurances, however, do not guarantee adequacy in changing circumstances. 
Systems may encounter situations for which no predeƱned rule was calibrated. When ethical 
features are present in architecture and documentation, institutions may infer continued 
alignment even when context diverges from original assumptions. 

Ethics then becomes associated primarily with implementation. The presence of constraints 
suggests suƯiciency. Attention shifts away from whether those constraints remain appropriate in 
the current environment. 

4.4 How moral loss is displaced into system logics 

When ethically troubling outcomes occur, they are frequently described in technical terms. 
Analysts refer to conƱguration errors, threshold adjustments or oversight gaps. The vocabulary 
of malfunction replaces the vocabulary of legitimacy. Moral concerns are reframed as 
performance issues. 

This reframing shapes institutional response. Evaluation concentrates on reliability metrics and 
optimisation targets. The more fundamental question, whether the system should have acted 
under those conditions, receives less emphasis. Ethical content becomes embedded in 
acceptable risk levels and compliance indicators. 

Moral loss does not disappear. It is absorbed into procedural categories where it becomes 
measurable but less recognisable as loss. Systems continue to operate. Oversight continues to 
function. The connection between rule execution and moral meaning weakens gradually rather 
than abruptly. 

-\- 

The claim advanced here concerns an assumption, not an accusation. Ethical design eƯorts 
remain important. The diƯiculty arises when formalisation is treated as a guarantee of enduring 
adequacy. In adversarial and dynamic environments, legitimacy cannot be Ʊxed at the moment 
of coding. It requires ongoing responsiveness to shifting knowledge conditions and operational 
realities. 

 

5. Distributed agency and the dissolution of responsibility 

AI-enabled military systems operate through layered technical and institutional arrangements. 
Data is gathered, Ʊltered, classiƱed and transmitted across sensors, models, operators and 
command levels. Decisions do not arise from a single moment of judgment. They emerge from 
coordinated interactions between algorithms, interfaces and procedures. 

This structure distributes agency across roles and across time. Responsibility, however, remains 
expected to be identiƱable. Legal and ethical frameworks presuppose traceable decision points. 
As system complexity increases, that presupposition becomes harder to sustain. 

The diƯiculty concerns knowledge conditions. When perception, interpretation and authority are 
segmented across subsystems, no single actor retains full visibility into how an outcome has 
been produced. Responsibility weakens because no participant possesses suƯicient epistemic 
overview. 
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Sensor-fusion targeting architectures illustrate this pattern. Satellite imagery, drone feeds and 
signal intelligence are combined into composite operational representations. A strike decision 
may depend on classiƱcations generated across multiple systems, none of which captures the 
full situational context independently. When such a decision is later challenged, it becomes 
diƯicult to determine where interpretive failure occurred. It may also be unclear whether any 
actor could realistically have reconstructed the chain of inference in real time. 

5.1 DiƯusion of agency across data pipelines, models, operators and command 

AI-enabled operations unfold in interdependent stages. Sensors produce raw data. 
Preprocessing systems Ʊlter and prioritise. Models classify and assign scores. Operators receive 
synthesised outputs under time pressure. Command structures validate or override in 
accordance with protocol. 

Each stage shapes the next. None contains the complete picture. Sensors do not interpret 
political context. Models do not understand strategic nuance. Operators rarely see full data 
provenance. Commanders do not inspect internal model weighting. Action results from 
cumulative mediation rather than singular judgment. 

Contemporary sensor-fusion networks intensify this conƱguration. Christian Brose describes 
integrated “sensor-to-shooter” systems designed to compress the time between detection and 
strike. Data from satellites, drones and cyber sources is fused into composite views intended to 
accelerate operational tempo. Interpretation arises from interaction between humans and 
computational systems. Paul Scharre similarly notes that autonomous technologies 
increasingly Ʊlter and prioritise information before it reaches human decision-makers. 

Michael Horowitz has shown that integrating such technologies requires organisational change. 
Doctrine, training and command hierarchies adapt to technologically mediated perception. 
When perception itself becomes networked, responsibility migrates from individual acts to 
systemic conƱgurations. 

Responsibility in these systems is not absent. It is structurally distributed. 

5.2 Epistemic capture in AI-enabled military architectures 

As AI systems become central to operations, institutions reorganise around them. BrieƱngs rely 
on model outputs. Command cycles follow data streams. Over time, system-generated 
representations deƱne how situations are understood. 

This development can produce epistemic capture. Decision-makers increasingly interpret 
events through system interfaces. Alternative interpretive pathways narrow. Deference becomes 
routine, not necessarily because systems are accurate in all cases, but because organisational 
processes align with their outputs. 

Epistemic capture redistributes authority. Those who design, conƱgure and maintain systems 
inƲuence how reality is framed. As dependence on mediated representations grows, embedded 
assumptions gain structural weight. The issue extends beyond technical performance. It 
concerns which perspectives become privileged when alternative modes of knowing recede. 

This shift is institutional rather than psychological. Authority gravitates toward systems that 
aggregate and present information. Human roles move toward supervision and conƱrmation. 
Contestation becomes more diƯicult because the system determines what appears relevant 
and actionable. 
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5.3 The limits of conventional accountability 

Traditional accountability models presuppose identiƱable decisions and reconstructable 
reasoning. AI-enabled operations challenge these premises. 

First, decisions are cumulative and probabilistic. Outputs reƲect statistical correlations rather 
than discrete reasons. Second, explanations are often partial. Even when explanatory tools 
exist, they may not disclose the full causal structure behind an output. Third, intervention points 
are limited by time and process constraints. 

When harmful outcomes occur, responsibility disperses. Operators relied on system outputs. 
Designers did not control operational deployment. Commanders lacked insight into model 
internals. Each contributed. None exercised comprehensive control. This diƯiculty is structural. 
Distributed decision-making architectures do not align neatly with accountability frameworks 
built around individual intent. 

5.4 From individual blame to structural conditions 

In such settings, asking who is responsible may miss the underlying issue. A more precise 
question concerns the conditions under which responsibility becomes diƯicult to trace. 

Responsibility erodes when knowledge is fragmented, when compressed timelines restrict 
interpretive space and when system outputs substitute for deliberation. It erodes when no actor 
can connect inference to context and when oversight concentrates on procedural compliance 
rather than epistemic adequacy. 

This erosion is not accidental. It follows from design choices and organisational arrangements. 
Restoring responsibility therefore requires attention to architecture and institutional practice. 
Individual roles alone cannot compensate for systemic opacity. 

Where perception and interpretation are technologically mediated, responsibility must be 
structured as a property of the system as a whole. It cannot simply be assumed to reside in 
isolated decision points. 

 

6. From ethical design to epistemic stewardship 

EƯorts to strengthen the ethical robustness of AI systems have largely concentrated on rules, 
safeguards and oversight mechanisms. Within this orientation, alignment is understood as 
behavioural constraint. Systems are expected to operate within predeƱned normative 
boundaries. In adversarial and high-tempo environments, behavioural constraints alone are 
insuƯicient when the knowledge conditions of action deteriorate. 

Ethical action presupposes the ability to interpret, question and justify decisions under 
uncertainty. When information is fragmented, distorted or prematurely converted into 
conƱdence metrics, the normative force of rules diminishes. The core issue concerns the 
integrity of perception and interpretation. It concerns how information is shaped, stabilised and 
rendered actionable. 

This chapter introduces epistemic stewardship as a structural orientation. Stewardship focuses 
on preserving institutional judgment under epistemic strain. Its purpose is to maintain 
conditions in which uncertainty remains visible, contestable and governable. 
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6.1 Epistemic integrity as a precondition for ethical action 

Ethical judgment requires contextual interpretation. Rules oƯer orientation, yet they do not 
replace discernment. When data is incomplete, categories unstable or conƱdence overstated, 
procedurally correct decisions may still lack moral grounding. 

Epistemic integrity is a systemic property. It extends across sensing, modelling, interpretation 
and execution. If knowledge conditions weaken, institutions may continue to comply formally 
while losing the capacity to assess whether constraints remain appropriate. 

Contemporary conƲict environments amplify this vulnerability. Hybrid warfare treats information 
as a domain of contestation. InƲuence operations and narrative manipulation are designed to 
destabilise interpretive frameworks. Historical analyses of technological ambition demonstrate 
recurring patterns of overconƱdence. Strategic objectives can outpace reliable knowledge. In 
such settings, epistemic degradation is often deliberate. 

Stewardship serves as a safeguard for responsible judgment when informational stability cannot 
be assumed. Its function is to preserve the capacity to act without equating probabilistic 
inference with warranted certainty. 

6.2 Doubt, judgment and situated responsibility under uncertainty 

Uncertainty is inherent in adversarial contexts. It must be governed rather than removed. Doubt 
plays a constructive role in that governance. It signals the provisional character of knowledge 
and the potential need for restraint. 

AI systems are frequently optimised to compress ambiguity into determinate outputs. 
ConƱdence indicators replace visible uncertainty. Interfaces present conclusions rather than 
alternative interpretations. Organisational routines adjust to this structure, reinforcing reliance 
on system outputs while reducing scrutiny of their epistemic basis. 

Maintaining space for doubt requires deliberate design and institutional measures. Training 
must emphasise interpretive responsibility. System architectures must expose uncertainty 
instead of absorbing it. Procedures must legitimise hesitation when ambiguity exceeds deƱned 
thresholds. Judgment cannot be automated, yet design can either support or undermine its 
exercise. 

If doubt disappears from operational practice, responsibility narrows toward execution. When 
doubt remains institutionally recognisable, moral agency retains depth. 

6.3 Stewardship versus control: a shift in institutional posture 

Governance centred on control prioritises predictability through rules and enforcement. 
Stewardship concentrates on sustaining the conditions under which rules retain meaning. 
Control stabilises outputs. Stewardship protects interpretive capacity. 

Institutions organised around auditability may infer reliability from properly implemented 
constraints. Experience in other high-stakes domains advises caution. Regulatory frameworks 
and oversight bodies have coexisted with distorted knowledge environments. Formal 
compliance did not prevent selective data practices or strategic framing. 

The structural implication extends beyond those cases. Compliance can function eƯectively 
while deeper vulnerabilities in interpretation remain unaddressed. Stewardship directs attention 
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to the quality of interpretation itself. It requires continuous examination of whether embedded 
assumptions remain aligned with evolving circumstances. 

Institutions must therefore evaluate not only system performance, but also the epistemic 
premises on which performance metrics depend. 

6.4 Slowness, observability and moral presence in high-stakes systems 

High-tempo environments often demand rapid response. Stewardship does not prescribe 
uniform deceleration. It requires diƯerentiation between contexts where automation is 
appropriate and contexts where interruption is necessary. 

Slowness refers to structured intervals for reassessment. Observability concerns system 
features that make uncertainty, data provenance and model limitations visible. Together they 
enable intervention before consequences become irreversible. 

Moral presence concerns epistemic engagement. It involves awareness of what the system 
registers, how it processes information and where its interpretive limits lie. In practice this may 
include explicit uncertainty indicators, escalation protocols for ambiguous classiƱcations and 
checkpoints requiring active reaƯirmation of responsibility. 

Such measures sustain justiƱed judgment under pressure. In their absence, automation 
gradually reduces interpretive space. When institutionalised, stewardship acquires operational 
relevance. 

6.5 Minimal conditions for epistemic stewardship 

Epistemic stewardship requires speciƱcation. Three interrelated conditions can be identiƱed: 
epistemic visibility, institutional interruptibility and responsibility traceability. 

Epistemic visibility concerns whether uncertainty, assumptions and data limitations remain 
perceptible within system outputs. Operational architectures often compress ambiguity into 
conƱdence metrics. Stewardship requires that inferential limits remain legible. 

Institutional interruptibility refers to the organisational capacity to pause, recalibrate or override 
automated processes when interpretive strain intensiƱes. Conventional fail-safes address 
technical malfunction. Epistemic interruption addresses shifts in meaning or reliability that may 
not trigger technical alarms. 

Responsibility traceability concerns the ability to reconstruct how decisions were formed across 
layered architectures. Traceability does not reduce responsibility to blame assignment. It 
preserves the link between inference, action and justiƱcation. 

These conditions deƱne a structural baseline. Without visibility, uncertainty recedes from 
awareness. Without interruptibility, judgment lacks leverage. Without traceability, responsibility 
disperses beyond recovery. 

Stewardship introduces its own risks. Mechanisms intended to preserve doubt may become 
procedural formalities. Interruptibility may slow cycles beyond operational feasibility. 
Continuous reassessment may generate hesitation where decisiveness is required. The tension 
between vigilance and eƯectiveness cannot be removed. 

Calibration is therefore required. Stewardship should not evolve into an additional compliance 
layer. Its function is to sustain interpretive capacity where uncertainty and consequence 
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converge. If reduced to administrative expansion without improving epistemic quality, it would 
replicate the displacement it seeks to address. 

 

7. Rethinking design questions through an epistemic lens 

Design debates in military AI typically emphasise functionality, reliability and regulatory 
compliance. These concerns remain necessary. In environments shaped by uncertainty, 
adversarial adaptation and compressed timelines, technical robustness does not by itself 
secure responsible action. System design also inƲuences how knowledge is formed, interpreted 
and relied upon. 

Viewing engineering questions through an epistemic lens does not discard safeguards or 
explainability. It reframes them. The relevant question extends beyond whether a system meets 
speciƱcations. It includes how architectural choices shape human judgment and institutional 
awareness. Design becomes a locus of epistemic responsibility. 

7.1 Moral constraints as epistemic commitments rather than static rules 

Ethical constraints are often implemented as Ʊxed parameters within code. Examples include 
no-Ʊre zones, proportionality thresholds and embedded legal Ʊlters. These mechanisms remain 
essential. When morality is treated primarily as boundary enforcement, however, it can be 
reduced to parameter compliance. Once encoded, constraints may operate without systematic 
reassessment of the assumptions that support them. 

From an epistemic standpoint, constraints embody interpretive judgments. They reƲect prior 
decisions about threat identiƱcation, harm calculation and proportionality assessment. Such 
judgments are context-sensitive. Operational environments evolve through new tactics, altered 
civilian patterns and revised rules of engagement. When these changes occur, embedded 
assumptions may no longer hold, even though formal compliance continues. 

Sustaining ethical adequacy therefore requires architectures that make assumptions visible and 
revisable. Institutions must be able to trace value trade-oƯs, examine classiƱcation criteria and 
apply contextual overrides where necessary. The objective is not constant modiƱcation of rules. 
It is the preservation of interpretive responsiveness as conditions change. 

7.2 Human–machine authority as calibration of epistemic trust 

Human–machine collaboration is frequently framed as a matter of control allocation. Debates 
centre on who decides, who can override and who bears liability. Authority is treated as a 
conƱgurable permission. 

An epistemic perspective shifts attention to justiƱcation. Authority depends on whether the 
actor, human or system, has suƯicient grounding in the relevant knowledge conditions. Trust 
requires calibration. It must reƲect context, uncertainty and the visibility of underlying 
processes. 

Governance typologies, including classiƱcations of autonomy and risk, oƯer useful structure for 
assigning permissions. They do not resolve the asymmetries introduced by high-speed sensor-
fusion architectures. Contemporary military systems compress perception and decision cycles 
in pursuit of tempo advantage. Under these conditions, operators rely on outputs they cannot 
independently reconstruct. 
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Authority therefore becomes relational. It concerns whether reliance on system outputs remains 
warranted in the speciƱc context. Governance must address not only what systems are 
authorised to do, but whether dependence on them remains justiƱed under adversarial 
pressure. 

7.3 Explainability as situational sense-making 

Explainability is widely recognised as a governance requirement. It is often approached as a 
technical problem of revealing internal model logic. Feature attribution methods or rule 
approximations may clarify computational pathways without strengthening operational 
judgment. 

An epistemic orientation treats explainability as support for situational understanding. The 
relevant questions extend beyond how an output was produced. They include how it should be 
interpreted in context, what uncertainties surround it and which alternative readings remain 
plausible. 

Designing for situational explainability requires interfaces that present uncertainty, data 
limitations and classiƱcation boundaries in a legible manner. Explanations must assist decision-
makers in assessing reliability and relevance. Transparency of mechanics matters, yet the 
primary goal is preservation of interpretive capacity. 

7.4 Fail-safes as epistemic interruption 

Fail-safes are often designed as shutdown mechanisms triggered by predeƱned thresholds. This 
model assumes that failure appears as a discrete event. In adversarial environments, 
deterioration of knowledge conditions may occur gradually and remain technically undetected. 

An epistemically oriented safeguard architecture introduces structured interruptions. These 
mechanisms highlight ambiguity, surface anomalous data patterns and prompt reassessment 
when contextual drift becomes likely. Intervention need not take the form of complete system 
halt. It can operate as calibrated pause aligned with operational tempo and risk. 

Embedding such moments within decision architectures preserves space for judgment. 
Safeguards then serve not only to limit damage, but to sustain epistemic vigilance. They create 
institutional opportunity to reconsider whether action remains justiƱed under evolving 
informational conditions. 

 

8. Governance and design implications for military AI 

When AI systems structure perception, accelerate decisions and narrow interpretive space, 
technical optimisation alone cannot contain ethical risk. Governance becomes decisive. Not 
only as oversight after deployment, but as a forward-looking orientation embedded in design, 
use and institutional posture. 

Epistemic concerns reshape responsibility. Designers, commanders, institutions and advisors 
are accountable not only for compliance, but for the quality of the knowledge on which action is 
based. The objective is not to guarantee certainty. The objective is to preserve discernment 
when certainty is unavailable. 

The proposals below indicate a shift. From boundary-enforcing control systems to institutional 
arrangements that preserve the conditions for judgment. From embedding values in code to 
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sustaining ethical practice in operation. From relying on automated inference to maintaining the 
capacity to question it. 

8.1 Designing for epistemic resilience 

Governance debates often treat epistemic safeguards as procedural reƱnements. In 
environments shaped by hybrid tactics, contested narratives and technological acceleration, 
epistemic integrity becomes a strategic concern. Contemporary conƲict increasingly targets 
perception and data Ʋows. Institutions without mechanisms for recalibration risk amplifying 
strategic error. 

Systems are frequently designed for closure. They encode rules, deƱne thresholds and signal 
compliance. This creates clarity and supports decisiveness. In dynamic contexts, such closure 
can reduce interpretive Ʋexibility and accelerate action on fragile epistemic grounds. 

Designing for epistemic resilience requires openness to revision. Redundancy across data 
streams, interruptibility within interfaces and traceability of embedded assumptions are 
structural features that support this orientation. Systems should expose their limits under 
uncertainty rather than projecting unwarranted conƱdence. 

A system capable of signalling its own epistemic constraints is less likely to sustain conƱdent 
action when its knowledge base has degraded. Epistemic resilience strengthens institutional 
durability. EƯectiveness remains legitimate only when its limits remain visible. 

8.2 Institutional responsibilities beyond compliance 

Compliance frameworks assume that responsibility is discharged once predeƱned standards 
are met. This assumption fragments responsibility and privileges documentation over ongoing 
evaluation. 

Institutions must assume ownership of the epistemic premises underlying their actions. This 
includes systematic review of model assumptions, recognition of value tensions in operational 
contexts and protection of dissent within command structures. 

Responsibility is not fulƱlled merely because a system functions as intended. It is fulƱlled when 
institutions continue to assess whether that functioning remains justiƱed under changing 
conditions. 

8.3 Repositioning ethical and epistemic expertise 

Ethical expertise is often positioned downstream, as review, checklist or audit. This limits its 
inƲuence and isolates ethical concerns from core design and deployment processes. 

EƯective integration requires early and sustained involvement. Advisors should contribute to 
data practices, interface design and framing assumptions. Their role is not limited to approval. It 
includes identifying blind spots and surfacing implicit value commitments. 

Such expertise should be multidisciplinary. Legal, philosophical, operational and socio-
technical perspectives each address diƯerent dimensions of epistemic risk. The task is to 
ensure that systems remain open to what they omit, simplify or misrepresent. 

Ethical engagement must function as a condition of design, not as a reaction to outcomes. 
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8.4 Limits of automation in moral and epistemic decision-making 

Automation can assist decision-making. It can detect patterns, estimate probabilities and 
increase speed. Moral and epistemic judgment remain human responsibilities. 

Excessive reliance on automation reduces interpretive space. Increased information does not 
necessarily yield deeper understanding. Action may proceed at a velocity that exceeds its 
normative justiƱcation. 

Designers and commanders must deƱne clearly where automation supports judgment and 
where human deliberation remains decisive. Responsibility cannot be delegated to outputs. In 
situations of high moral consequence, restraint or refusal may be warranted. No automated 
system can assume that burden. 

8.5 Epistemic war rooms 

Operational structures such as tactical operations centres and intelligence fusion cells are 
designed for coordination and tempo. They are not typically structured to examine uncertainty or 
interrogate interpretive assumptions during ongoing operations. 

An epistemic reƲection function does not require a parallel chain of command. It involves 
integrating structured reƲective capacity within existing command and control architectures. 
This function can be embedded within intelligence teams, targeting review processes or 
planning units. Its role is to surface uncertainty, challenge framing and signal when model 
conƱdence exceeds evidentiary support. 

Personnel may include intelligence analysts, AI specialists, legal advisors and red-team oƯicers. 
Comparable adversarial functions already exist in military planning. The objective is not delay for 
its own sake, but identiƱcation of moments when reassessment is warranted. 

Initial implementation can occur in training environments, simulations or AI-enabled exercises. 
Protocols for uncertainty signalling, escalation thresholds and responsibility reaƯirmation can 
be tested without compromising operational tempo. 

Over time, reƲective functions can be integrated into regular review cycles. The aim is not 
bureaucratic expansion, but preservation of institutional capacity for doubt and recalibration 
within high-velocity systems. 

This proposal remains exploratory and requires further empirical development. 

 

9. Conclusion: From alignment to stewardship 

Aligning AI systems with ethical standards remains necessary. Alignment frameworks establish 
normative baselines, introduce safeguards and support institutional legitimacy. They express 
the commitment to anchor technological development in law and moral obligation. 

Alignment alone does not secure responsible military AI. It focuses on design, constraint and 
procedural compliance. It assumes that ethical conduct can be encoded and stabilised within 
system architecture. What it cannot guarantee are the knowledge conditions that enable 
meaningful judgment. 
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When knowledge becomes unstable, fragmented or manipulated, ethical constraints lose 
traction. Decisions may remain procedurally correct while lacking substantive grounding. In 
such settings, alignment can persist in formal terms while responsibility weakens in practice. 

This Essay has proposed situating alignment within a broader framework of epistemic 
stewardship. Ethical action depends on perception, interpretation and judgment. When these 
capacities erode, additional constraints do not restore adequacy. Stewardship addresses the 
vulnerability of knowledge in environments shaped by uncertainty and strategic deception. It 
asks whether institutions retain the ability to understand and justify actions carried out in their 
name. 

9.1 Why ethical AI cannot compensate for epistemic erosion 

Transparency, fairness and accountability remain important objectives. They presuppose 
reliable epistemic infrastructures. 

A system cannot discriminate reliably when classiƱcations are unstable. It cannot be 
accountable when decision pathways cannot be reconstructed. It cannot be transparent when 
uncertainty is absorbed into conƱdence metrics that conceal underlying fragility. 

Ethical features layered onto degraded knowledge conditions provide reassurance rather than 
robustness. Ethics reduced to compliance does not sustain responsibility. Alignment retains 
meaning only when uncertainty remains visible, interruption remains feasible and responsibility 
remains traceable. 

Military AI operates under persistent epistemic strain. Sensors degrade. Data is incomplete. 
Adversaries manipulate information. Operational tempo compresses interpretation. Under 
these conditions, stewardship becomes a requirement for legitimacy. 

This Essay has identiƱed three minimal conditions: epistemic visibility, institutional 
interruptibility and responsibility traceability. Together they establish thresholds for responsible 
deployment. 

Uncertainty must remain accessible to decision-makers. Institutions must retain the capacity to 
pause or override automated processes. Decision pathways must be reconstructable across 
technical and organisational layers. When one of these conditions fails, reliance on automated 
inference exceeds its epistemic basis. 

Responsible practice therefore requires criteria for both use and non-use. 

AI systems should not be deployed where uncertainty surpasses interpretive capacity, where 
adversarial manipulation generates persistent instability, where interruption is structurally 
removed or where accountability cannot be traced. The relevant boundary arises when 
epistemic opacity combines with irreversible or escalatory consequences. When lethal action 
depends on inferences that cannot be examined or reconstructed, justiƱcation shifts away from 
automation. 

Stewardship includes restraint. In deƱned circumstances, limiting or suspending automated 
authority protects institutional integrity. 
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9.3 Implications for research, design and defence governance 

Epistemic stewardship must inform institutional practice. 

Research should examine how knowledge is produced, Ʊltered and authorised within AI 
architectures. This includes data provenance, human–machine interaction and doctrinal 
assumptions. Design must treat uncertainty as an operational condition. Interfaces should 
render ambiguity visible and preserve interpretive space. Interruption mechanisms must 
function in practice, not merely in speciƱcation. 

Governance should extend beyond compliance certiƱcation. Deployment procedures should 
assess epistemic resilience, including visibility of uncertainty, eƯective interruptibility and 
traceability across decision chains. Ethical and epistemic expertise should be integrated within 
programmes. Oversight bodies should retain the authority to reassess appropriateness under 
changing operational conditions. 

Defence governance must cultivate the capacity for judgment under uncertainty. 

9.4 Responsibility in the age of automated action 

Responsibility in AI-mediated warfare extends beyond identifying a Ʊnal decision point. 
Automated systems shape perception, frame interpretation and condition action. They inƲuence 
what actors can know and how they respond. 

Responsible action requires preserving space for doubt and interruption, even when systems 
appear reliable. Technological capability does not create normative obligation. Acceleration 
does not ensure adequacy. ClassiƱcation does not guarantee understanding. 

In adversarial environments with irreversible consequences, the ethical challenge concerns 
knowledge conditions. Institutions must remain capable of knowing what they are doing and on 
what basis. That capacity requires structural protection. 

Without epistemic stewardship, alignment risks becoming procedural form. With stewardship, 
responsibility remains defensible. 

Epistemic resilience should therefore become a formal and independently assessable criterion 
in defence AI review and certiƱcation processes. 
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Prefatory note 

This essay emerged in part through an ongoing exchange with Owen Matson and through 
engagement with his published work on AI, cognition, answerability, and reƲective judgment. In 
particular, his synthesis of Hayles’s account of distributed cognition with Bakhtinian dialogism 
helped sharpen several of the questions pursued here, especially those concerning 
answerability, intracognition, and the diƯiculty of sustaining interruption and responsibility in AI-
mediated settings. The argument developed in these pages, including its extension toward 
epistemic stewardship, institutional architecture, and repair, remains my own. It has, however, 
been shaped in important ways by that dialogue and by the conceptual framework Matson has 
developed. This note acknowledges that relation of thought and oƯers the essay as a 
contribution to a conversation that may still have further to go.  
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Introduction 

Technology, governance, knowledge, and ethics no longer operate on separate tracks. They 
increasingly shape one another within the same institutional environment. Many institutions still 
classify, regulate, forecast, and decide with considerable technical competence. Yet 
competence no longer guarantees orientation. Procedures remain in place while meaning thins 
out, judgment weakens, and public trust becomes harder to sustain. The present diƯiculty is 
therefore not captured by the language of malfunction alone. The deeper question is whether 
institutions can still produce decisions that are intelligible, proportionate, and publicly 
defensible in a world increasingly organised through digital infrastructures and computational 
mediation (Peters, 2015; Crawford, 2021). 

This essay takes as one of its conceptual points of departure Owen Matson’s prior published 
synthesis of N. Katherine Hayles’s account of distributed cognition with Mikhail Bakhtin’s 
dialogism, developed in his work on the cognitive intraface. That framework clariƱes that in AI-
mediated environments the redistribution of cognition and the conditions of answerability are 
not separate problems but part of the same epistemic transformation. Within that synthesis, 
Hayles makes visible how cognition is distributed across human and technical assemblages, 
such that systems do not merely assist judgment but shape the Ʊeld of relevance before 
judgment begins. Bakhtin, in turn, clariƱes why meaning, understanding, and responsibility 
remain dependent on dialogic conditions of response, return, and renewed assessment rather 
than reducible to private intention or isolated cognition. Read through Matson’s framework, 
these lines of thought show that AI systems do not simply distribute judgment across actors and 
infrastructures. They also destabilise the temporal and reƲective conditions under which 
judgment can still be owned, revisited, and answered for (Matson, 2026; Hayles, 2017; Bakhtin, 
1981, 1986, 1990). 

The argument developed here extends that framework toward a theory of epistemic 
stewardship. The present crisis is epistemic and moral before it is technical. It begins when 
knowledge is treated as a detachable product rather than as a practice of perception, 
interpretation, and responsible judgment. It deepens when institutions substitute indicators for 
discernment and procedural control for public truth. It becomes acute when technical systems 
compress uncertainty into outputs that are fast, legible, and increasingly diƯicult to contest. At 
that point, descriptive accounts of distributed cognition are no longer enough. What is needed is 
a theory of epistemic stewardship, one concerned with the conditions under which 
interpretation remains revisable, judgment remains situated, and responsibility remains 
answerable in practice (Suchman, 2007; Polanyi, 2009; Bakhtin, 1986). 

Current debates on AI, literacy, and governance still tend to isolate one layer of the problem. 
Some remain focused on accuracy. Others remain focused on compliance. Others still assume 
a stable human subject standing opposite an external tool. That picture no longer holds. Human 
and technical systems now co-produce relevance, frame possible actions, and alter the time 
available for reƲection. As Matson has argued, AI literacy itself becomes inadequate when it 
continues to presume a bounded interpreter confronting discrete outputs rather than distributed 
processes unfolding across unstable temporal frames (Matson, 2026). Institutional decline can 
therefore continue even as systems become faster, more connected, and more capable. The 
deeper question is whether societies can still sustain forms of knowing and acting that remain 
answerable to reality, to others, and to the consequences they set in motion. 
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1. The dissolution of the modern order 

The modern order rested on the assumption that institutional stability, public reason, and 
political legitimacy could be bound together through knowledge and authority. That settlement 
is weakening. Its formal structures remain, but their supporting conditions are eroding. Authority 
weakens when decisions are accepted without being experienced as legitimate; meaning 
weakens when institutions continue to function while losing a convincing sense of purpose; 
rhythm weakens when system time no longer matches the time required for judgment; trust 
weakens when institutions appear remote, procedural, and diƯicult to answer back to. What is 
unfolding is not a temporary disturbance but a structural transition. 

The concepts inherited from late modernity do not fully capture this shift. Technical governance, 
managerial control, and procedural accountability were shaped for a world imagined as stable, 
bounded, and administratively legible. Contemporary institutions operate in diƯerent 
conditions: infrastructures are distributed, communication is accelerated, private platforms 
mediate public life, and computational systems participate directly in classiƱcation and control. 
Peters helps clarify this by treating media as environments of order rather than neutral channels, 
while Crawford shows that AI infrastructures are never passive supports but are shaped by 
labour, classiƱcation, extraction, and state power. Institutional strain is therefore not reducible 
to human error. It is built into the environments through which institutions now perceive and act 
(Peters, 2015; Crawford, 2021). 

Hayles sharpens the diagnosis from the side of cognition: technical systems do more than 
process information; they classify, prioritise, and anticipate, shaping relevance before reƲection 
catches up. Bakhtin does the same from the side of discourse: institutions depend on speech 
that remains responsive to a plural social Ʊeld, not merely on outputs that circulate eƯiciently. 
When institutional language loses that responsiveness, it may remain operational while thinning 
out as public speech. The modern order is weakening in part because the environments of 
cognition and response on which it relied have changed faster than its governing concepts 
(Hayles, 2017; Bakhtin, 1981, 1986). 

1.1 From institutional functioning to loss of meaning 

Institutional functioning and institutional meaning once stood in closer relation than they do 
today. A university did more than credential, a court more than process cases, and a ministry 
more than administer policy. Each operated within a broader grammar of public responsibility. 
That relation has weakened. Institutions still function, often with considerable technical 
sophistication, but they less often communicate the values they were established to serve. 
Operation persists while orientation declines. 

Bakhtin’s distinction between authoritative discourse and internally persuasive discourse helps 
explain what has been lost. Public language remains alive when it can be taken up, tested, 
contested, and made one’s own within a shared social Ʊeld. It becomes thin when it hardens 
into formulas that circulate as externally valid yet no longer generate conviction. Institutions 
may still sound precise under these conditions, but precision no longer guarantees direction. 
Their language retains force while losing public depth (Bakhtin, 1981; Dentith, 1995; Morson & 
Emerson, 1990). 
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Technical infrastructures intensify the problem. Computational systems sort, rank, and classify 
at scales no human actor can fully survey. Their outputs acquire the appearance of objectivity, 
even though they already embody prior selections, design choices, and institutional 
assumptions. A triage dashboard, risk score, or automated moderation system may function 
smoothly while narrowing what can be noticed, questioned, or discussed. The result is not a 
failure of operation but a failure of signiƱcance. Institutions continue to act, but with a weakened 
relation to the forms of judgment through which their action could still appear justiƱed (Hayles, 
2017; Peters, 2015; Crawford, 2021). 

A familiar institutional scene makes the point. Frontline staƯ, citizens, or professionals signal 
that a policy is causing harm. Dashboards remain green, thresholds are met, and no anomaly 
appears in the formal report. What is missing is rarely more data. More often, the institution can 
no longer register what matters when it falls outside the categories already in use. Meaning is 
then lost Ʊrst in perception, then in language, and Ʊnally in action (Suchman, 2007; Polanyi, 
2009). 

1.2 Control without orientation 

As meaning weakens, institutions often respond by expanding control. Metrics proliferate, 
protocols multiply, and predictive tools spread. The response is understandable: systems under 
pressure seek stability. Yet control secures repeatability, not direction. It standardises procedure 
without clarifying what procedures are for. Many institutions now know how to continue; fewer 
know what continuation serves. 

Suchman helps explain the persistence of this pattern. Plans, scripts, and instructions are 
resources for action, not substitutes for situated judgment. Their force depends on how they are 
enacted under concrete conditions. Once institutions begin to treat plans and representations 
as controlling structures rather than orienting devices, formal clarity is confused with practical 
adequacy. A school improves measured performance while losing educational depth; a public 
agency expands transparency while weakening trust; a military system increases targeting 
eƯiciency while shrinking the space for doubt and interruption (Suchman, 2007; Scharre, 2018). 

Bakhtin adds a second diƯiculty. Orientation depends on sustained contact with plural voices, 
competing contexts, and possible responses. Control mechanisms narrow that Ʊeld. They 
centralise categories, close ambiguity too early, and convert unresolved disputes into 
administrable variables. Yet social life remains heteroglot, and experience continues to press 
against oƯicial description. When institutions respond to complexity with closure alone, control 
begins to work against judgment (Bakhtin, 1981, 1986). 

Procedure remains necessary. It simply cannot bear the whole burden of judgment. Institutions 
require forms of inner governance, moral attention, and interpretive discipline that precede 
formal management and guide it. Without them, organizations can become highly regulated and 
deeply disoriented at the same time (Vallor, 2016). 

1.3 Epistemic erosion as a structural condition 

Epistemic erosion does not begin with falsehood. It begins when the environments that support 
reliable interpretation weaken. Modern institutions have increasingly displaced perception, 
interpretation, and moral discernment in favour of indicators, models, and technical 
procedures. This has expanded capacities for measurement and coordination while producing a 
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form of knowledge less able to grasp context, proportion, and signiƱcance. The issue runs 
deeper than data quality. It concerns the form of knowing itself. 

Polanyi is central here. Reliable judgment depends on tacit integration, on the capacity to 
recognise patterns and emerging problems that cannot be fully speciƱed in advance. His point 
remains basic and easily neglected: we know more than we can tell. EƯorts to formalise all 
knowledge fail precisely where diagnosis, discovery, and practical discernment matter most. 
Institutions that reward only what can be made explicit weaken the tacit capacities on which 
robust knowledge depends (Polanyi, 2009). 

Hayles extends the problem into technical environments. Once cognition is redistributed across 
human and technical actors, epistemic questions can no longer be conƱned to individual 
decision makers. They concern the arrangement itself, the movement of information through it, 
and the forms of interpretation already built into it. Distributed agency follows a prior 
redistribution of cognition. By the time responsibility is asked for, relevance has often already 
been shaped elsewhere. Crawford adds that these arrangements are not merely cognitive but 
infrastructural and extractive: classiƱcation, data capture, and platform power shape what 
institutions can know before deliberation begins (Hayles, 2017; Crawford, 2021). 

Bakhtin clariƱes what is lost when such environments dominate public interpretation. 
Understanding depends on discourse that can be inhabited, contested, and further developed. 
Once institutional and technical discourse hardens into categories that no longer support that 
movement, public meaning thins out. People still receive classiƱcations and explanations, but 
they can no longer work with them from within. Trust matters, but it is too shallow a term on its 
own. Trust declines because the conditions of shared understanding have already weakened 
(Bakhtin, 1981,  1986; Morson & Emerson, 1990). 

1.4 Why technical solutions no longer suƯice 

Technical solutions do not suƯice because the crisis they address is not technical at its core. 
More data, better dashboards, improved model performance, and additional oversight can solve 
local problems. They do not restore the conditions under which institutions can see clearly, 
judge proportionately, and speak in ways that remain publicly answerable. The damage is 
relational, interpretive, and moral before it is administrative. 

Suchman keeps the issue close to practice. Representations, plans, and interfaces orient 
action, but they do not settle what a concrete situation requires. Their value depends on how 
they are taken up under conditions that remain partly unrepresented. A technical patch can 
support judgment; it cannot replace it (Suchman, 2007). 

Hayles broadens the point. Once technical cognition is woven into public infrastructures, repair 
requires more than retroƱtted ethics or tighter control. It requires inquiry into how assemblages 
are arranged, how responsibilities are distributed, and how interpretive conditions are protected 
or damaged. Peters presses the argument further by treating media as environments rather than 
channels. Repair then becomes a matter of sustaining habitats for judgment, not merely 
improving tools within them (Hayles, 2017; Peters, 2015). 

Bakhtin adds a Ʊnal limit. Meaning does not arise inside a Ʊxed frame that can simply be 
administered once deƱned. It develops through encounters with other voices and through the 
possibility of return under changed circumstances. Institutions need that capacity as much as 
persons do. Once public action is reduced to rapid classiƱcation and immediate execution, 
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answerability contracts. A system may become more accurate and still become less responsible 
in any full sense. Repair therefore requires institutions that preserve interruption, re-
engagement, and revision as normal features of operation. 

 

2. The return of the human in knowing 

The return of the human in knowing does not mark a retreat into subjectivism. It begins from a 
narrower claim: knowledge loses reliability when it is detached from perception, interpretation, 
and lived responsibility. Modern epistemology often treated the human element as a source of 
distortion to be minimised through abstraction, quantiƱcation, and formal procedure. That shift 
brought real gains. It also narrowed what could count as relevant, especially where judgment 
depends on context, timing, tacit discernment, and moral weight. The argument here does not 
reject empirical method. It rejects the assumption that thinner human involvement necessarily 
produces stronger knowledge. 

This return must be stated carefully. It does not restore the sovereign subject of liberal 
modernity. Hayles shows why that Ʊgure no longer holds in environments shaped by distributed 
cognition. Bakhtin shows why understanding is never sealed within isolated interiority. Polanyi 
shows why knowing depends on tacit powers that exceed explicit formulation. The human 
returns here as a situated participant in a Ʊeld of interpretation, one whose presence remains 
necessary because meaning cannot be carried by technical or procedural operations alone 
(Hayles, 2017; Polanyi, 2009; Bakhtin, 1981,  1986). 

2.1 Beyond positivist reduction 

Positivist reduction identiƱes reliability with what can be measured, standardised, and 
externally veriƱed. That orientation still shapes many institutional settings. It privileges 
indicators, procedural consistency, and formal control. In some domains this remains 
indispensable. In others it creates false conƱdence. What cannot be stabilised as data begins to 
appear secondary or suspect. Perception becomes a problem, interpretation becomes residual, 
and moral discernment is recast as bias. 

Polanyi oƯers the sharpest correction. Recognition, diagnosis, and discovery depend on tacit 
powers of integration that cannot be fully reduced to explicit rules. We recognise a face, a 
disease pattern, or a fault in a situation before we can specify all the particulars involved. When 
institutions demand total formalisation, they weaken the very capacities on which robust 
knowledge depends. This is not a romantic objection to science. It is a claim about the 
conditions of reliable inquiry (Polanyi, 2009). 

Bakhtin deepens the point from the side of language. Public understanding cannot be reduced 
to the transfer of veriƱed content through a neutral channel. Words arrive already marked by 
prior uses, accents, and authority eƯects. Meaning depends on whether discourse can become 
internally persuasive within a concrete setting. Where that possibility is ignored, institutions may 
become formally clearer while growing less intelligible to those they address. Suchman reaches 
a parallel conclusion through situated action: plans and representations orient action, but their 
sense depends on the circumstances in which they are used. Knowledge therefore remains tied 
to context at the point of use, not only at the point of production (Bakhtin, 1981; Suchman, 
2007). 
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2.2 Truth as a temporal and relational process 

Truth is not a Ʊxed object waiting to be possessed. It develops over time, under pressure, and in 
sustained relation to what resists our categories. A claim proves itself by remaining corrigible, by 
orienting action without hardening into dogma, and by preserving meaning across changing 
circumstances. This view rejects relativism, but it also rejects Ʊnal closure. 

Bakhtin is decisive here. An utterance is oriented toward response. It enters a Ʊeld already 
populated by prior voices and anticipated replies. Understanding therefore takes shape between 
perspectives rather than inside a sealed mind. Truth is carried in acts of response, 
reinterpretation, and renewed address. When that movement remains possible, knowledge can 
deepen. When it is blocked, discourse becomes static and externally authoritative (Bakhtin, 
1981, 1986). 

Polanyi supports the same claim from another direction. To accept a discovery as true is already 
to commit oneself beyond what can be fully stated at the moment of discovery. Truth carries 
tacit implications of further consequences, tests, and disclosures. Knowledge remains temporal 
even at its strongest moments. Peters widens the frame: if media are part of the habitat in which 
judgment unfolds, truth also depends on whether institutions preserve environments in which 
return, revision, and consequence can still be tracked. A classiƱcation may be technically well 
supported and still become brittle if those aƯected by it cannot meaningfully re-enter the 
process through which it gains force (Polanyi, 2009; Peters, 2015). 

2.3 Human presence as an epistemic condition 

Human presence is relevant because some forms of knowledge depend on situated attention 
that cannot be formalised in advance. Presence is not a mystical supplement to objective 
procedure. It is a working condition of judgment. People perceive hesitation, inconsistency, 
moral strain, and contextual mismatch in ways that remain diƯicult to encode. They also bear 
consequences in a way technical systems do not. Human presence should therefore be treated 
as an epistemic condition. 

Polanyi makes the point more exact. Tacit knowing is not an obscure remainder left behind by 
explicit thought. It is built into skilled perception, diagnosis, and discovery. Suchman 
complements this by showing that action unfolds in circumstances richer than plans or 
representations can fully anticipate. Our body often registers a mismatch before formal 
reasoning catches up. In many domains that early registration is the Ʊrst sign that a model, 
category, or procedure is beginning to fail (Polanyi, 2009; Suchman, 2007). 

Bakhtin adds an important nuance. Presence is not only sensory. It is dialogic. A person is 
present as someone who can hear another voice, respond to it, and have their own words tested 
in return. Physical presence without any real capacity to aƯect categories, judgments, or 
outcomes does not preserve epistemic presence in the relevant sense. Hayles complicates the 
picture once more. Human cognition is now deeply embedded in distributed systems that 
externalise memory, reorder attention, and shape action in real time. Presence therefore cannot 
mean withdrawal from technical mediation. It means remaining interpretively active within it, 
able to perceive a system’s limits and intervene when its representation no longer Ʊts the reality 
at hand (Bakhtin, 1986; Hayles, 2017). 
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2.4 From certainty to responsibility 

If truth is temporal and relational, if judgment depends on tacit and embodied capacities, and if 
technical systems help shape the environments in which knowing occurs, certainty can no 
longer function as the primary ideal. The search for certainty pushes institutions toward 
premature closure. It rewards conƱdence and penalises disciplined hesitation. Responsibility 
asks something else: whether actors remain attentive to the limits of what they know, whether 
they can revise their judgments, and whether they can bear the consequences of action without 
hiding behind system outputs. 

Vallor’s account of technomoral wisdom is helpful here. Moral attention, prudential judgment, 
humility, and perspective are practical conditions for good action in environments marked by 
speed, opacity, and uncertainty. Scharre’s military examples make the point sharply. In time-
compressed systems, the human contribution often lies less in adding more calculation than in 
providing interruption, judgment, and the capacity to refuse an action that still appears 
operationally coherent. Responsibility therefore depends on institutional designs that preserve 
review, hesitation, and contestation where technical systems invite immediate execution (Vallor, 
2016; Scharre, 2018). 

Bakhtin gives this shift its strongest moral form. Responsibility endures where answerability 
remains possible. Acts and utterances must remain available for response, return, and renewed 
assessment in a shared duration. Once that condition weakens, institutions may continue to act 
while losing the grounds on which those actions can still be owned and defended. Responsibility 
then becomes formal. The movement from certainty to responsibility therefore concerns more 
than attitude. It concerns the design of epistemic environments in which judgments can still be 
revisited, readdressed, and answered for (Bakhtin, 1986,  1990). 

 

3. Hayles and the cognitive nonconscious 

Hayles shifts the discussion from tools to cognition itself. Her claim is broader than the familiar 
point that humans think with technical aids. She argues that cognition is not exhausted by 
conscious reƲection and is not conƱned to the human organism. It includes processes of 
interpretation, selection, and adaptive response that occur below awareness and, in some 
cases, within technical systems. That move changes the terms of the debate. It weakens 
anthropocentric accounts of knowledge and brings responsibility, agency, and literacy back into 
question in environments where systems actively shape sense making rather than merely 
execute commands (Hayles, 2017,  2025).  

Her framework avoids two common mistakes. It does not treat technology as a neutral channel, 
and it does not collapse every material process into cognition. Hayles reserves the term for 
processes that involve discrimination, selection, and response. That precision gives the concept 
analytic value. It also makes it useful for present purposes, because many AI mediated 
environments now inƲuence what human actors can notice, compare, decide, and defend 
before those actors have fully reƲected on the situation (Hayles, 2017; Suchman, 2007).  

3.1 Decoupling cognition from consciousness 

Hayles begins by separating cognition from consciousness. Consciousness is one mode of 
cognition, but not the most extensive one. Much human action depends on nonconscious 
processes that register patterns, orient attention, and prepare response before reƲective 
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thought arrives. Conscious awareness remains important, yet it is slower and narrower than the 
processes on which it depends. This weakens the assumption that conscious rationality is the 
primary site of knowledge (Hayles, 2017).  

The implications go beyond cognitive science. Once cognition is detached from consciousness, 
biological and technical forms of cognition can be discussed within a shared frame, without 
confusing them with instinct, impulse, or mere physical causation. That produces a more 
realistic picture of technical life. Humans are no longer the only cognizers in the setting, and 
consciousness is no longer the sole measure of intelligent activity. The shift is unsettling at Ʊrst. 
It is also clarifying. It directs attention to the actual environments in which people now work, 
decide, and communicate (Hayles, 2017,  2025).  

A further consequence follows. If much of what shapes judgment occurs outside awareness, 
reƲective self monitoring cannot by itself address current epistemic problems. Literacy and 
ethics therefore require a broader frame. It is no longer enough to ask whether individuals can 
inspect their own explicit reasoning. One must also ask how infrastructures, interfaces, and 
institutional routines prestructure salience before reƲection begins (Hayles, 2017; Peters, 2015).  

3.2 Technical systems as nonconscious interpretive actors 

Hayles argues that some technical systems qualify as cognizers because they interpret and 
select. The claim is carefully limited. It does not attribute consciousness or moral personhood 
to machines. It means that certain systems register information, distinguish among inputs, 
prioritise possible actions, and adapt to changing conditions. In that sense they are better 
understood as nonconscious interpretive actors than as passive instruments (Hayles, 2017,  
2025). 

The point is easiest to see in familiar cases. TraƯic systems regulate Ʋows through real-time 
feedback. Financial systems execute trades at speeds no human can inhabit directly. Drone 
systems combine sensors, models, and control routines in ways that shape how targets, routes, 
and risks appear. In each case the system does not merely implement a prior human judgment. 
It enters the situation as a participant whose operations alter what can follow. Technical 
mediation does not simply replace human agency. It reorganises the Ʊeld within which human 
agency must operate (Hayles, 2017; Scharre, 2018). 

Once technical systems are recognised as interpretive participants, ethical analysis cannot stop 
with user intention or downstream harm. It also has to address mediation itself: which 
distinctions a system stabilises, which uncertainties it suppresses, and which responses it 
accelerates or forecloses. These are epistemic questions before they become regulatory ones. 
Regulation remains necessary, but it cannot substitute for analysis of the interpretive work 
already being done by the system (Suchman, 2007; Crawford, 2021). 

3.3 Cognitive assemblages and distributed agency 

Hayles uses the term cognitive assemblage for shifting constellations in which human, 
technical, biological, and material elements interact through ongoing Ʋows of information and 
response. She prefers assemblage to network because such constellations are unstable. 
Components are added, removed, and reconƱgured as conditions change. This choice matters. 
It keeps analysis close to lived technical environments, which are rarely bounded systems with 
Ʊxed edges. Their center moves with the situation (Hayles, 2017; Suchman, 2007).  
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Agency in such assemblages is distributed. Hayles adds a point that is easy to miss. Before 
agency is distributed, cognition is redistributed. Devices do not merely support decisions made 
elsewhere. They participate in deƱning relevance, Ʊltering possibilities, and narrowing the range 
of plausible response. This is especially visible in high speed and high stakes environments such 
as drone operations, urban control systems, and Ʊnancial automation. By the time a human 
operator is asked to approve, override, or accept a result, the cognitive Ʊeld has often already 
been shaped through technical mediation (Hayles, 2017; Scharre, 2018).  

That has direct consequences for responsibility. Ethical models that begin with an individual 
chooser often begin too late. The decisive question is how responsibility can still be traced and 
carried when no single actor contains the relevant process. Hayles does not solve that problem 
on her own, but she places it where it belongs. The assemblage has to be analysed, not only the 
user. Crawford’s work strengthens the point by showing that such assemblages are also 
infrastructural and political. Data, labour, classiƱcation, and platform power are part of the Ʊeld 
within which cognition is organized (Crawford, 2021).  

3.4 Why AI literacy cannot remain individualist 

If cognition is distributed across assemblages, AI literacy cannot remain individualist. Prompt 
skill, source checking, and critical awareness remain important, but they are too narrow on their 
own. They still presuppose a bounded subject confronting a tool from the outside. That picture 
no longer captures the environments in which judgment is now formed. A more adequate 
literacy must include the capacity to recognise how relevance is produced, how technical and 
human actors interact, how institutional categories are stabilised, and how responsibility is 
displaced or preserved across those relations (Hayles, 2017; Suchman, 2007). 

Bakhtin sharpens this conclusion by showing that literacy is never merely a matter of decoding 
information. It is participation in a dialogic Ʊeld populated by competing discourses, inherited 
vocabularies, and anticipated responses. Every act of understanding involves taking up words 
that come from elsewhere and making them work in a new situation. Two implications follow for 
AI literacy. Technical outputs enter discourse with authority eƯects, whether they deserve that 
authority or not. And competent reading requires more than identifying those outputs as 
generated text. It requires placing them in relation to other claims, other contexts, and possible 
responses. In that sense, AI literacy is inseparable from institutional literacy and from a practical 
grasp of answerability (Bakhtin, 1981, 1986; Morson & Emerson, 1990). 

This is also the point at which Owen Matson’s synthesis becomes especially useful. His work 
suggests that AI literacy can no longer be modelled on an individual interpreter evaluating 
discrete outputs, because the relevant unit of analysis is not the isolated exchange but the 
distributed cognitive and dialogic Ʊeld in which outputs become actionable. Once prior inputs 
are continually reweighted and the conditions of return become unstable, literacy must include 
an awareness of how responsibility persists across systems that no single actor fully contains 
(Matson, 2026). 

A simple case makes the point. A professional receives an AI-generated summary of a complex 
case Ʊle and uses it to prepare a recommendation. Individual literacy asks whether the 
summary is accurate. That remains necessary. A fuller literacy asks which documents were 
privileged, which categories shaped the compression, what ambiguity disappeared, how the 
summary Ʊts institutional habits of decision-making, and whether those aƯected by the 
recommendation can still respond in a meaningful way. These questions move beyond personal 
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skill. They concern the cognitive and moral setting in which the output becomes actionable 
(Suchman, 2007; Bakhtin, 1986). 

AI literacy therefore has to widen into a literacy of cognitive assemblages. It must include 
temporal awareness, institutional awareness, and some practical sense of how answerability 
weakens when systems reweight prior inputs faster than people can return to them. That is a 
demanding standard. It is also a realistic one. A smaller ambition trains individuals for a world 
that no longer exists. 

 

4. Bakhtin and the structure of answerability 

Bakhtin remains indispensable because he locates meaning, subject formation, and 
responsibility in living exchange rather than inside an isolated mind. Language is social from the 
outset. Every utterance carries traces of prior use, anticipates response, and enters a Ʊeld 
already occupied by other voices. That changes epistemology and ethics at the same time. 
Meaning is not a private possession, and responsibility is not a supplement added after an act is 
completed. An utterance is already addressed. It takes shape under the pressure of possible 
replies, inherited accents, and competing social languages. If institutions and AI mediated 
systems reorganize the conditions under which utterances can be heard, returned to, and 
answered for, they also reorganize the conditions of responsibility (Bakhtin, 1981,  1986,  1990).  

Contemporary debates still rely on a narrow image of agency. They often presuppose a discrete 
actor who forms an intention, makes a choice, and can then be judged accordingly. Bakhtin 
begins elsewhere. The self comes to itself through the other. Subjectivity is formed in a Ʊeld of 
prior words, institutional discourses, and anticipated responses. That claim is often treated as a 
theory of language. It is more than that. It is a theory of situatedness. Every act of understanding 
and judgment remains entangled with relations that precede it. This is one reason Bakhtin 
remains so useful now. His dialogism names a condition in which interpretation and 
responsibility are inseparable from the structures of exchange in which they arise (Bakhtin, 
1981; Morson & Emerson, 1990).  

4.1 Dialogism beyond conversation 

Dialogism is often reduced to conversation. That misses the point. In Bakhtin, dialogue extends 
far beyond spoken exchange. It includes relations between author and text, institution and 
public, utterance and context, present speech and prior speech. Meaning emerges through 
responsive relation. Every utterance stands within heteroglossia, a world of professional idioms, 
social accents, inherited vocabularies, and contested meanings. It becomes intelligible only in 
relation to that Ʊeld (Bakhtin, 1981).  

This broader view is important for institutions. A policy report, legal ruling, medical 
recommendation, or AI generated summary does not gain signiƱcance through internal 
coherence alone. Its force depends on the Ʊeld in which it circulates, on the prior utterances it 
invokes, and on the responses it invites or blocks. Bakhtin’s distinction between centripetal and 
centrifugal forces is helpful here. Institutions often privilege closure, consistency, and 
normativity. Yet heteroglossia does not disappear. It returns through resistance, reinterpretation, 
situated use, and counter-description. Institutional speech is never fully closed, even when it 
tries to be (Bakhtin, 1981; Dentith, 1995).  
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This also clariƱes why technical systems are relevant. Once language and judgment are 
mediated through algorithms, the dialogic Ʊeld changes. Some responses are ranked, 
compressed, delayed, or rendered invisible. Some voices gain reach. Others recede. Dialogue 
does not vanish. Its medium changes, and with it the conditions of timing, relevance, and 
uptake. Bakhtin allows one to ask not only what a system says, but in what Ʊeld it says it, whose 
voices it ampliƱes, and which forms of response remain possible (Bakhtin, 1986; Peters, 2015).  

4.2 Utterance, return, and moral address 

An utterance does not end at the moment of expression. It enters a space of possible return. 
Others may respond to it, reinterpret it, challenge it, or carry it further. This temporal availability 
is easy to miss if language is treated as information transfer. Bakhtin’s view is stricter. Meaning 
develops because utterances remain open to uptake and response within shared time. This is 
where moral address begins. A statement or a decision acquires ethical weight because it 
persists in a world where others can be aƯected by it and answer it in turn (Bakhtin, 1986, 1990).  

The point is practical. A public statement can be answered because it remains available as 
something said. A ruling can be contested because its grounds remain intelligible enough to 
revisit. A decision can be owned because those involved can return to the conditions under 
which it was made. Return does not guarantee agreement. It preserves something more basic, 
the possibility that action remains within a shared duration where response still matters. Once 
that possibility weakens, moral address weakens with it. 

This is where the concept of utterance becomes particularly useful for current institutions. They 
increasingly issue outputs rather than utterances in the strong sense. Outputs are optimized for 
transmission, sorting, and execution. They often lack the temporal thickness that permits return. 
They circulate quickly, in compressed form, and become diƯicult to revisit once downstream 
action has followed. AI systems intensify that tendency. They recalculate prior inputs, reorder 
salience, and produce recommendations whose path is often hard to reconstruct. Opacity is 
part of the issue. The larger problem is that the act becomes thinner as moral address. It 
remains eƯective while becoming harder to answer (Bakhtin, 1986; Scharre, 2018).  

4.3 Answerability as a precondition of ethics 

Answerability should be treated as prior to ethics in any narrow sense of rules or principles. It 
names the condition under which an act can still be addressed as one’s own within a shared 
world. Without that condition, ethical language becomes formal. One may still speak of duty, 
compliance, or accountability. Yet the lived structure that allows an act to be borne, revisited, 
and responded to has already weakened. Bakhtin’s early work makes this clear. Ethical life 
begins between noncoinciding consciousnesses. It begins where an act remains exposed to 
another and to one’s own possible return to it (Bakhtin, 1990, 1993). 

Many current ethical frameworks begin too late. They assume that a decision already exists as a 
discrete object and then ask how it should be evaluated. Bakhtin shifts attention to the prior 
condition that makes such evaluation meaningful. Was the act formed in a space where 
responses could matter? Can it still be returned to? Does it remain in relation to those aƯected 
by it? These questions do not replace ethics. They make ethics possible. Where answerability 
collapses, ethical discourse drifts toward procedure. 

This is also the point at which Owen Matson’s intervention becomes especially important. His 
recent work shows how AI-mediated environments can preserve causal eƯicacy while 
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undermining the temporal and dialogic conditions of return on which answerability depends. 
The issue is not only that action becomes distributed across systems. It is that prior inputs are 
recalculated, reweighted, and displaced before they can be re-engaged from a shared reƲective 
standpoint. Responsibility may still persist, but its answerable ground becomes unstable 
(Matson, 2026). 

Technical environments sharpen the problem. Audit trails, logs, and timestamps can be 
preserved. They remain useful. They are not the same as answerability. A record conƱrms that 
something happened. It does not preserve the shared duration in which the act can be 
meaningfully addressed again. In some settings the interval contracts so severely that return 
becomes nominal. By the time an action is reviewed, the context has shifted, earlier inputs have 
been reweighted, and eƯects have multiplied. Ethics still applies. Its ground is less secure 
(Bakhtin, 1986; Scharre, 2018; Matson, 2026). 

4.4 Why responsibility requires re-engageable action 

Responsibility requires action that can be re-engaged. That is a demanding claim, but it follows 
from the argument so far. A person or institution can answer only for what remains available in 
an intelligible enough form. Re-engagement does not require perfect transparency. It requires 
suƯicient stability for an act to be revisited, interpreted, and contested within the same world in 
which it had eƯects. When actions move too quickly, or when their conditions are continually 
rewritten by technical systems, responsibility becomes harder to carry. It may remain formally 
assigned while losing practical footing. 

This clariƱes a recurring diƯiculty in AI-mediated settings. Harm is often described in terms of 
misclassiƱcation, poor training data, weak oversight, or model drift. Such explanations may be 
correct. They leave open a prior question. Did the action remain re-engageable enough to be 
borne as an act rather than merely logged as a system event? If not, responsibility weakens 
before blame is distributed. The event may remain attributable in legal or technical terms. Its 
moral structure has already eroded. 

Matson’s synthesis sharpens this diƯiculty by showing that re-engageability depends not only on 
traceability but on the continued availability of the act within a temporal Ʊeld of answerable 
return. Once prior inputs are continually recalculated and reweighted, the path by which a 
judgment emerged becomes harder to recover in any meaningful sense. What persists is often a 
system outcome rather than an act that can still be borne, revisited, and answered for as such 
(Matson, 2026). 

A stronger account of responsibility must therefore ask how systems preserve or erode re-
engagement. Can earlier judgments be meaningfully revisited? Can those aƯected still respond 
in ways that matter? Can actors reconstruct enough of the path to recognize their own 
participation within it? These are not secondary governance questions. They concern the 
conditions of responsible action itself. Once re-engagement is lost, responsibility becomes 
abstract. It can still be discussed. It becomes harder to live. 

 

5. Where AI reorganizes reƲection 

AI alters more than decisions. It also alters the conditions under which decisions can later be 
reƲected on, reconsidered, and answered for. Much current discussion still presumes a stable 
subject able to inspect reasons, monitor thought, and revise conclusions after the fact. That 
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image becomes less adequate when action is mediated by systems that recalculate relevance in 
real time, compress context, and reformat the Ʊeld from which interpretation proceeds. 
ReƲection does not disappear under such conditions, but its location, timing, and structure 
change. Building on Owen Matson’s synthesis of Hayles’s account of distributed cognition with 
Bakhtinian dialogism, the issue is not only that cognition is dispersed across human and 
technical actors, but that the conditions of return on which reƲective judgment depends 
become harder to sustain within AI-mediated exchanges (Matson, 2026; Hayles, 2017; Bakhtin, 
1981, 1986). 

Hayles provides the broader cognitive frame. If cognition is distributed across assemblages, 
reƲexive activity cannot be conƱned to a self-transparent mind. What a person can notice, 
recall, or reconsider is already conditioned by systems that sort and stabilise information before 
conscious thought arrives. Bakhtin adds a further layer. ReƲection is never wholly internal. It 
depends on prior words, social languages, and anticipated responses. Matson’s intervention 
becomes important precisely at this junction. His work suggests that in AI-mediated 
environments the redistribution of cognition and the dialogic structure of answerability 
converge: technical systems do not merely assist thought, but reshape the conditions under 
which reƲective return, response, and ownership remain possible at all (Matson, 2026; Hayles, 
2017; Bakhtin, 1986). 

5.1 From metacognition to distributed reƲexivity 

Metacognition is usually deƱned as the capacity to monitor and reƱne one’s own thinking. That 
remains a useful description, but it becomes incomplete once thought is mediated by systems 
that shape the context of reƲection as it unfolds. In such settings, reƲexive activity is no longer 
limited to an individual mind returning to its own prior acts. It becomes distributed across an 
exchange in which human and technical operations jointly aƯect what remains salient, what can 
count as relevant, and what can still be returned to. The point is not simply that a tool assists 
reƲection. The structure of reƲection itself is redistributed (Hayles, 2017; Matson, 2026). 

This can be seen in ordinary practice. Someone revising an argument with the aid of a language 
model is not merely outsourcing phrasing. The model may foreground one line of inference, 
suppress unresolved ambiguity, or quietly privilege one framing over another. Institutional 
settings show the same pattern. Dashboards, summaries, and recommendation systems 
become part of the very medium through which reƲection proceeds. ReƲexivity continues, but it 
proceeds inside a Ʊeld already shaped by technical selection. Metacognition remains part of the 
picture. It no longer describes the whole process (Suchman, 2007). 

Distributed reƲexivity is a useful name for this condition. The term does not imply that human 
responsibility dissolves into the system. It indicates that interpretation and revision are now 
partly externalised and technically modulated. Human agents remain responsible, but they 
remain responsible within environments that have already altered the work of reƲection. This is 
also why AI literacy cannot remain tied to the image of an individual subject merely interpreting 
outputs. It has to include an understanding of how reƲexive conditions themselves are being 
reorganised across human–technical relations (Matson, 2026). 

5.2 The instability of the reƲective subject 

The reƲective subject becomes unstable when the conditions for retrospective return begin to 
weaken. Classical models of reƲection assume that a prior thought or act can be held still long 
enough to become an object of later examination. AI-mediated environments often interfere with 
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that stability. Earlier inputs are reordered, compressed, or displaced as new outputs arrive. 
Context does not simply expand. It is reformatted. ReƲection depends on some persistence of 
the prior act. Where that persistence weakens, reƲective stability weakens with it. 

Bakhtin helps explain why. The self is formed through others, but that process still requires 
authorship, some capacity to make incoming words one’s own. Internally persuasive discourse 
develops across time. It is tested, reworked, and applied in new settings. That movement 
depends on enough continuity for words to be taken up and transformed. If relevance shifts too 
quickly, or if prior formulations are continually rewritten by technical mediation, the subject 
loses part of the position from which such uptake can occur. The self does not vanish, but 
reƲective consolidation becomes harder (Bakhtin, 1981; Morson & Emerson, 1990). 

Matson sharpens this point by arguing that AI-mediated systems can undermine answerability 
not simply because agency is distributed, but because the temporal and structural conditions of 
return become unstable. Prior inputs are recalculated and reweighted before they can be re-
engaged from a durable reƲective standpoint. Responsibility may persist, but it does so under 
conditions in which the basis of reƲective ownership becomes less secure (Matson, 2026). The 
instability is therefore not merely psychological. It is structural. Systems that generate 
summaries, recommendations, and iterative replies alter the temporal shape of thought itself. 
Users may feel that they are reƱning a line of reasoning, while in practice moving through a 
sequence of shifting relevance maps whose underlying continuity is thinner than it appears. 

5.3 Human–AI dialogue and shifting Ʊelds of relevance 

Human–AI dialogue changes the Ʊeld of relevance turn by turn. Each prompt and response does 
more than add content. It modiƱes the horizon within which earlier content is interpreted. A 
model does not simply answer a question. It foregrounds some elements, suppresses others, 
and proposes a new frame for continuation. That is one reason such exchanges can feel 
generative. It is also why they can quietly narrow thought. Relevance becomes a moving target, 
shaped partly by human intention and partly by the model’s own selection procedures (Hayles, 
2017). 

Hayles’s account of cognitive assemblages helps describe this process. Information moving 
between human and technical participants does not remain inert. It is transformed at multiple 
sites of interpretation. Applied to dialogue systems, this means that the exchange cannot be 
understood as a person consulting a stable archive. It is an evolving arrangement in which both 
participants alter the conditions of the next move. The human receives answers and is also 
reshaped by the machine’s framing, often below the threshold of explicit awareness (Hayles, 
2017; Suchman, 2007). 

Bakhtin clariƱes the stakes. Every utterance anticipates response. In human–AI dialogue that 
anticipation becomes partly technical. The system predicts likely continuations on the basis of 
prior patterns. The user anticipates usefulness, coherence, novelty, or correction. The exchange 
is dialogic in an expanded sense, though not symmetrical in any strong human sense. Here again 
Matson’s synthesis is useful. The problem is not only that relevance is redistributed through the 
exchange, but that the exchange itself may fail to preserve the conditions of answerable return 
that ordinarily anchor dialogic judgment. The system enters the Ʊeld as a powerful redistributor 
of relevance without sharing the temporal and moral conditions under which human 
participants can answer for what has been set in motion (Matson, 2026; Bakhtin, 1986). 
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5.4 Intracognition, interpretation, and the loss of Ʊxed position 

Matson’s concept of intracognition is useful here because it names a more speciƱc condition 
than distributed cognition in general. It refers to situations in which orientation itself becomes 
part of what must be interpreted. ReƲection no longer begins from a stable vantage point 
inspecting completed prior acts. The position from which reƲection proceeds is itself moving, 
reshaped by the exchange. The value of the term lies in making visible a shift in the conditions of 
judgment rather than merely in the content of cognition (Matson, 2026). 

Intracognition does not replace earlier accounts of reƲection. It identiƱes a narrower but 
increasingly common situation. In human–AI exchange, reƲective work is partly externalised 
through recursive interaction with a system that helps generate, organise, and redirect 
relevance. Interpretation unfolds within that recursive Ʊeld. Fixed position weakens. The human 
actor remains present and responsible, yet the work of orientation is now shared with a 
technical participant that does not inhabit the same temporal or moral frame. Hayles helps 
explain why such redistribution is cognitively plausible; Bakhtin helps show why it matters for 
answerability; Matson’s synthesis joins these two insights at the level of reƲective form (Matson, 
2026; Hayles, 2017; Bakhtin, 1986). 

This loss of Ʊxed position matters for responsibility. If reƲection depends on a continually 
reconditioned Ʊeld, the conditions of answerability become less stable. A person may still own a 
Ʊnal judgment, but the path to that judgment may have unfolded through shifting contexts that 
are diƯicult to recover in full. In ordinary drafting or learning this may remain manageable. In 
institutional and high-stakes settings it becomes serious. The problem no longer concerns only 
the content a system produces. It concerns how the system alters the conditions under which a 
human can still state, with suƯicient clarity, what was done and on what basis (Matson, 2026; 
Scharre, 2018; Vallor, 2016). 

A realistic account of reƲection therefore has to move beyond the image of an autonomous 
thinker supervising a passive tool. ReƲection proceeds through recursive exchanges in which 
relevance is continually reformatted and the subject no longer occupies a fully stable position. 
That recognition does not diminish the human role. It raises the standard for what responsible 
judgment now requires. 

 

6. From cognitive assemblages to epistemic stewardship 

Cognitive assemblages clarify how judgment now emerges across humans, technical systems, 
infrastructures, and institutional routines. They show why cognition can no longer be described 
as an interior human activity merely assisted by external tools. That insight is indispensable, but 
it does not by itself settle the practical question. Assemblage analysis explains how 
interpretation is distributed and how agency moves across porous boundaries. It does not yet 
explain how responsibility should be borne when those same processes shape public action, 
institutional legitimacy, and irreversible harm. It is at this point that the argument must move 
beyond description. The further step taken here is toward epistemic stewardship. 

That move builds in part on Owen Matson’s synthesis of Hayles’s account of distributed 
cognition with Bakhtinian dialogism. His work makes clear that the problem is not simply that 
cognition is spread across human and technical actors, but that the conditions of return, 
response, and answerability may become unstable within the very environments in which 
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cognition is redistributed (Matson, 2026). Hayles shows why cognition must be analysed across 
human and technical participants; Bakhtin shows why meaning, judgment, and responsibility 
remain tied to moral address, re-engagement, and the temporal availability of acts to response. 
Matson’s contribution is to bring these two lines together as a shared framework for 
understanding reƲective instability under AI-mediated conditions. What follows here is a further 
claim built on that foundation: once distributed cognition begins to alter the conditions of 
answerability, the preservation of epistemic integrity can no longer be left to technical 
optimisation or retrospective ethical review alone. It becomes a task of institutional design and 
governance. 

Epistemic stewardship names that task. It begins where description stops being enough. It asks 
how interpretive environments should be arranged when knowledge is mediated through 
systems that compress time, reorder relevance, and weaken the conditions under which 
judgment can still return to what it has set in motion. Shared cognition can remain normatively 
thin. Institutions may become highly capable in technical terms while losing interruption, 
discernment, and answerability in practice. Stewardship therefore treats epistemic integrity not 
as a by-product of better performance, but as an object of deliberate care. It concerns the 
maintenance of those conditions under which interpretation remains revisable, uncertainty 
remains visible, and human judgment remains capable of bearing responsibility for action. 

This is also where the argument in this essay extends beyond Matson’s framework. His synthesis 
helps clarify why AI-mediated systems destabilise the reƲective and dialogic grounds of 
answerability. The concept of epistemic stewardship develops the institutional implication of 
that diagnosis. If cognition is distributed and answerability is fragile, then institutions require 
forms capable of protecting the interpretive conditions on which responsible judgment 
depends. Without such forms, institutions may remain governable in procedural terms while 
becoming harder to inhabit in epistemic and moral terms. Stewardship is the name given here to 
that governance responsibility: the active preservation of environments in which technical 
mediation remains answerable to human worlds, public consequence, and the temporal depth 
of judgment (Hayles, 2017; Bakhtin, 1986, 1990; Suchman, 2007; Matson, 2026). 

6.1 What Hayles makes visible 

Hayles makes visible a decisive shift in the contemporary landscape of knowledge. Technical 
systems do not merely carry information. They register patterns, Ʊlter complexity, prioritise 
signals, and shape the conditions under which humans attend, decide, and act. Her account of 
the cognitive nonconscious and of cognitive assemblages shows that interpretation is already 
distributed before reƲection begins. Many debates still assume that human actors confront 
technical outputs from the outside, as though cognition remained centered in a bounded 
subject and technology merely extended its reach. Hayles shows that this picture no longer 
holds. Human cognition is now interwoven with technical cognition at multiple levels, often in 
real time and often through recursive loops that no single participant fully commands (Hayles, 
2017, 2025). 

She also makes a sharper point. Distributed agency follows a redistribution of cognition. In 
domains such as drone warfare, algorithmic surveillance, and Ʊnancial automation, the Ʊeld of 
relevance is already shaped by sensors, software, interfaces, data priors, and machine 
classiƱcations before a human operator is asked to approve or override an output. The decision 
point remains real, but it is no longer the Ʊrst or most decisive site of interpretation. This pushes 
ethics and governance upstream. The central question is no longer whether a Ʊnal human 
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remains in the loop. It is how the loop has been cognitively conƱgured in the Ʊrst place (Hayles, 
2017; Scharre, 2018). 

This is precisely one of the reasons Matson’s synthesis becomes so useful. It takes Hayles’s 
redistribution of cognition and shows that its consequences are not exhausted by agency or 
complexity alone. Once cognition is redistributed in this way, the conditions of return, response, 
and answerability are also placed under pressure. Hayles makes visible the cognitive 
reorganisation. Matson’s framework shows why that reorganisation matters for responsibility 
(Matson, 2026). 

A second contribution follows from Hayles’s position itself. She weakens anthropocentric 
assumptions without erasing the distinction between humans and machines. Technical systems 
can function as interpretive actors, but they are not moral subjects in the human sense. Human 
agents still occupy a distinctive position because they can bear consequences within shared 
social worlds, imagine futures, and assume obligations that exceed local optimisation. That 
balance is important. It allows a realistic account of technical participation without dissolving 
the need for human judgment (Hayles, 2017; Vallor, 2016). 

6.2 What Bakhtin restores 

Bakhtin restores what often disappears in accounts dominated by system complexity: the moral 
and temporal depth of action. In his work, meaning is inseparable from address, response, and 
the plurality of voices through which an utterance takes shape. An act matters because it 
remains in a Ʊeld where it can be taken up again, answered, and judged in relation to others. 
Responsibility depends on that structure of return. Without it, one may still have causal impact, 
institutional traceability, or procedural accountability. One no longer has answerability in the 
stronger sense (Bakhtin, 1986, 1990). 

This restoration becomes especially relevant in technical environments. Systems theory can 
describe Ʋows, couplings, and distributed operations with considerable precision. What it often 
leaves underdeveloped is moral exposure. Bakhtin places that exposure back at the centre. 
Action unfolds between noncoinciding consciousnesses and within social languages marked by 
prior uses, authority eƯects, and possible replies. Institutions need this insight because they do 
not merely coordinate processes. They speak, classify, and decide in ways that enter a living 
public Ʊeld. When those acts become hard to re-engage, institutional legitimacy weakens even if 
procedural performance remains intact (Bakhtin, 1981, 1986; Morson & Emerson, 1990). 

Here again Matson’s synthesis is important, because it shows that Bakhtin is not simply being 
added to Hayles as a moral supplement. Rather, Bakhtin clariƱes what is at stake once cognitive 
processes are redistributed across human and technical assemblages. The question is no longer 
only who or what participates in cognition. It is whether what emerges through that participation 
remains available to return, response, and renewed assessment. Matson’s account of 
answerability makes this explicit by showing how AI-mediated systems can preserve causal 
eƯicacy while weakening the temporal and dialogic grounds on which acts remain answerable 
(Matson, 2026). 

Bakhtin also restores a democratic point. Dialogism is not merely a descriptive feature of plural 
language. It carries normative force. It resists premature closure and reminds institutions that 
authoritative discourse still has to pass through uptake, contestation, and shared duration if it is 
to remain publicly meaningful. In this sense Bakhtin oƯers more than a theory of language. He 
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oƯers a criterion for judging whether institutional arrangements still preserve the possibility of 
living response. 

6.3 Why distributed cognition is not yet responsible cognition 

Distributed cognition is not yet responsible cognition because distribution alone does not 
preserve normativity. A system may spread perception, calculation, and adaptive response 
across many actors and devices while still eroding the conditions under which anyone can 
answer for what happens. Description tells us how a process unfolds. It does not tell us whether 
that process remains open to revision, interruption, and moral address. That is the limit of 
stopping at the level of assemblage analysis. One can map the participants and still miss the 
more diƯicult question of whether the Ʊeld protects judgment. 

The diƯerence becomes clearest in high-stakes settings. A military targeting pipeline, a 
predictive policing system, or a Ʊnancial automation platform may distribute cognitive labour 
very eƯectively. Data are Ʊltered, probabilities assigned, and outputs delivered at speeds no 
human team could match. None of that guarantees that the process remains answerable. It may 
become impossible to identify who can still pause the sequence, re-examine prior assumptions, 
or bear the action as a judgment rather than as the end point of a workƲow. In such cases 
distributed cognition increases systemic capacity while weakening responsible agency (Scharre, 
2018; Crawford, 2021). 

This is precisely the point at which Matson’s intervention deepens the analysis. His work 
suggests that the decisive problem is not merely distributed agency, but the weakening of those 
conditions of return through which action can still be addressed and re-engaged. Responsibility 
may persist formally, but it persists under increasingly unstable epistemic and temporal 
conditions. Once prior inputs are continually recalculated and reweighted, the process 
becomes harder to own in any full sense, even when every component functions as designed 
(Matson, 2026). 

Technical mediation adds a further diƯiculty. Distributed systems tend to privilege closure 
because they are built to reduce uncertainty into actionable forms. That tendency is 
understandable. Systems have to operate. Responsibility often requires the opposite 
movement. It requires uncertainty to remain visible for longer, especially where error carries 
irreversible consequences. If an architecture rewards rapid stabilisation and discourages 
reƲective return, distributed cognition will work against responsible action even when each 
component performs correctly in local terms. The problem is not malfunction. It is the absence 
of an institutional layer that keeps open the interpretive conditions on which judgment depends 
(Hayles, 2017; Bakhtin, 1986; Scharre, 2018). 

6.4 Stewardship as the governance of interpretive conditions 

Epistemic stewardship can therefore be deƱned as the governance of interpretive conditions. 
Stewardship does not focus on outcomes alone, and it does not conƱne itself to the ethics of 
individual decisions. It concerns the conditions under which seeing, judging, contesting, and 
revising remain possible within socio-technical environments. This includes interface design, 
the distribution of authority, the visibility of uncertainty, the preservation of human interpretive 
capacity, and the institutional routes through which actions can be revisited and answered for. 
Stewardship is less concerned with commanding cognition than with maintaining the Ʊeld in 
which cognition can remain publicly trustworthy (Suchman, 2007; Peters, 2015). 
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In this sense stewardship marks the step beyond Matson’s framework rather than a departure 
from it. His synthesis helps clarify why AI-mediated systems destabilise the reƲective and 
dialogic grounds of answerability. Stewardship names the institutional responsibility that follows 
from that diagnosis. If cognition is distributed and answerability becomes fragile, then 
institutions cannot leave epistemic integrity to technical performance alone. They must actively 
preserve the interpretive conditions under which responsible judgment remains possible. 
Stewardship is the governance form that corresponds to that task (Matson, 2026). 

This governance task has several dimensions. It requires epistemic awareness, because 
institutions need to understand how technical systems shape what counts as relevant or 
actionable. It requires normative orientation, because not every eƯicient arrangement deserves 
to endure. It requires reƲexive accountability, because no setting should be exempt from 
challenge and revision. These capacities belong to institutions rather than isolated individuals. 
They have to be built into workƲows, review structures, and leadership practices. Stewardship 
therefore diƯers from compliance. Compliance asks whether rules were followed. Stewardship 
asks whether the setting still permits responsible judgment (Vallor, 2016; Suchman, 2007). 

The practical consequence is direct. In AI-mediated institutions, redesign should not begin with 
the question of how to optimise performance within existing assumptions. It should begin with 
the question of which interpretive conditions must be preserved so that action remains 
proportionate, revisable, and publicly answerable. That may require redundancy, slower review 
points, hybrid workƲows, explicit routes for dissent, and human interpretive authority at decisive 
moments. From the standpoint of throughput, such measures can look ineƯicient. From the 
standpoint of judgment, they are often necessary. 

 

7. War, drones, and the breakdown of answerable action 

War brings these issues into focus because it intensiƱes speed, uncertainty, asymmetry, and 
consequence. Drone warfare is a particularly sharp case. It joins remote sensing, machine 
classiƱcation, human oversight, legal review, command structures, and operational urgency in a 
single assemblage. Hayles is right to treat autonomous and semi autonomous drones as test 
cases for technical cognition and distributed agency. They show, in concentrated form, how 
cognition is redistributed before responsibility is assigned and how institutional categories 
inherited from earlier forms of warfare no longer Ʊt the systems now in use (Hayles, 2017,  2025).  

The problem is not only that these systems can be inaccurate. They reorganize the temporal and 
epistemic conditions of action. A targeting decision no longer stands as a singular act in the old 
sense. It emerges from a chain of preprocessed data, machine sorting, operator interpretation, 
legal framing, tactical command, and procedural urgency. Each layer matters, but none contains 
the whole. For that reason the military case is so important for a theory of stewardship. It shows 
how distributed cognition can erode answerability while leaving formal chains of command 
intact (Scharre, 2018).  

Bakhtin adds, if action remains answerable only when it can be returned to within a shared 
duration, AI mediated warfare strains that condition at its root. Inputs are recalculated, 
reweighted, and displaced as the system moves. The interval between signal and response 
contracts. Earlier interpretations may no longer persist in a form that can be meaningfully re-
engaged. Responsibility remains, but the structure that once supported it becomes unstable. 
This is why the military case exceeds ordinary debates about bias or accuracy. The central 
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diƯiculty concerns the temporal collapse of answerable action itself (Bakhtin, 1986; Bakhtin, 
1990).  

7.1 AI mediated targeting and epistemic compression 

AI mediated targeting compresses broad Ʊelds of uncertainty into executable representations. 
Sensor feeds, historical data, geospatial inputs, and model classiƱcations are brought together 
to support rapid action. Operationally, the attraction is obvious. The system delivers something 
that looks like situational clarity. Yet clarity is often produced here by narrowing the Ʊeld rather 
than by understanding it more fully. Ambiguity does not disappear. It is translated into 
conƱdence scores, target labels, and visual summaries that can be acted upon under time 
pressure (Scharre, 2018).  

The epistemic cost is substantial. Compression removes part of the context in which judgment 
would normally proceed. Small uncertainties become easier to ignore when the system 
presents a coherent output. Historical assumptions can persist unseen inside the model. 
Context drift can be hidden by the smoothness of the interface. In military settings that matters 
immediately, because what disappears from view may include civilian ambiguity, degraded 
signals, adversarial deception, or the changing meaning of a target category on the ground. The 
system produces operational readiness by reducing interpretive depth (Scharre, 2018; Crawford, 
2021).  

Hayles helps here because her framework places targeting within a cognitive assemblage rather 
than within a simple human machine chain. The question is not whether the machine made the 
Ʊnal choice. The question is how human and technical cognizers together produced an 
actionable picture by redistributing sensing, interpretation, and decisional weight across the 
assemblage. Once targeting is understood in those terms, epistemic compression appears as a 
structural feature rather than as an occasional error.  

7.2 Probabilistic authority and operational necessity 

Probabilistic authority emerges when estimates start functioning as decisions. This is one of the 
most consequential developments in contemporary military AI. Systems generate conƱdence 
scores, classiƱcations, or risk indicators to support action under uncertainty. Over time those 
outputs acquire practical authority because they are the most actionable forms available within 
compressed timelines. Operators do not necessarily treat them as infallible. They rely on them 
because waiting for deeper certainty is often impossible inside the structure of the operation. 
Probability becomes authoritative through necessity (Scharre, 2018).  

Operational necessity intensiƱes the process. Military systems are built for action. They cannot 
remain indeƱnitely in ambiguity. Under pressure, the need to decide grants outputs a status they 
do not fully deserve in epistemic terms. This is why the issue cannot be reduced to better model 
performance. Greater precision may lower some risks. It does not dissolve the structural relation 
between uncertainty, tempo, and authority. The output becomes authoritative because the 
organization has already been arranged to require decision at that speed.  

Hayles anticipated this diƯiculty in her discussion of drones. She notes that proposals for built in 
ethical governors underestimate the ambiguity and movement inherent in concepts such as 
military necessity and proportionality. The problem lies deeper than software design. Contextual 
judgment is being displaced into technical and procedural forms that cannot carry it fully. 
Probabilistic authority is therefore not a minor distortion. It is a predictable consequence of 
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military assemblages that convert uncertain interpretation into operationally binding signals 
(Hayles, 2017,  2025).  

7.3 Distributed responsibility in military AI 

Responsibility in military AI is distributed across designers, data curators, systems, sensors, 
operators, legal advisers, commanders, and institutions. This distribution is real. It cannot be 
collapsed back into a single human chooser without distorting the process. Hayles makes this 
clear in her treatment of drone assemblages. Choices, interpretations, and decisions are 
dispersed across a chain in which technical and human cognizers both play constitutive roles. 
The familiar contrast between human decision and machine implementation no longer captures 
what is happening (Hayles, 2017; Scharre, 2018).  

Still, distributed responsibility is not the same as shared adequacy. It can just as easily become 
responsibility without ownership. Each participant may contribute to the Ʊnal act while lacking 
enough epistemic overview to bear it fully. The designer does not control the operational 
context. The operator does not control the priors embedded in the model. The commander does 
not reconstruct the system’s internal weighting. The lawyer works under time pressure and 
inherited legal categories. Accountability frameworks can assign roles across this structure. 
They do not guarantee that any actor can still answer for the action in a robust sense.  

This is where stewardship becomes indispensable. Military organizations need more than chains 
of command and retrospective review. They need architectures that preserve interpretive 
authority, make uncertainty visible, and allow interruption when the grounds of judgment 
weaken. Without such arrangements, distributed responsibility drifts toward formal attribution 
without lived answerability. That drift is built into the way many targeting systems are currently 
arranged.  

7.4 When answerability no longer holds 

Answerability no longer holds when action can still be executed but can no longer be 
meaningfully returned to in the form required for moral and public response. This does not mean 
that records disappear or that legal review becomes impossible. It means that the act no longer 
persists as something shared enough, stable enough, and intelligible enough to be re-engaged 
by those responsible for it and by those aƯected by it. In AI mediated warfare this threshold may 
be crossed gradually. Inputs are recomputed, targets reclassiƱed, and contextual assumptions 
displaced. The chain remains active. The act thins out as an answerable event (Bakhtin, 1986,  
1990).  

The breakdown has a recognizable structure. Uncertainty is compressed into actionable form. 
Probabilistic outputs acquire authority through operational necessity. Responsibility disperses 
across an assemblage whose participants no longer share a common temporal frame for 
reƲection. By the time consequences become visible, the conditions under which the action 
took shape may already have shifted. Earlier judgments can no longer be re-engaged in the 
same world in which they operated. At that point answerability weakens even while 
accountability language remains in place (Scharre, 2018).  

The practical implication is severe. Military AI cannot be governed responsibly through precision 
claims or compliance frameworks alone. Governance has to ask where answerability starts to 
fail, where interpretive compression becomes too severe, and where human oversight has 
become nominal rather than substantive. Some cases will require the sequence to slow down, 



53 
 

the frame to be reopened, or automation to be refused altogether. This is not an argument 
against technical systems as such. It is an argument for a threshold. Once action is no longer re-
engageable in a meaningful sense, its moral and epistemic legitimacy has been lost.  

 

8. Inner governance in a time of systems 

Inner governance becomes decisive when institutional complexity exceeds what formal control 
can absorb. Procedure remains necessary, but it no longer secures the perception and judgment 
on which responsible action depends. That is the limit of managerial responses to contemporary 
complexity. They treat governance as a problem of coordination, optimization, and risk 
reduction, while the harder task concerns the cultivation of judgment under uncertainty, moral 
strain, and interpretive overload (Vallor, 2016). 

Inner governance refers to the capacities through which persons and institutions can still 
discern what is happening, resist procedural drift, and act with proportion when inherited 
categories no longer Ʊt the situation. It includes attention, timing, restraint, and the ability to 
recognise when a formally correct process is losing contact with reality. This is not a defence of 
heroism or private intuition. It concerns the preconditions of institutional reliability. Systems 
depend on people who can still see, still hesitate when necessary, and still distinguish 
compliance from adequacy (Polanyi, 2009; Vallor, 2016). 

Hayles and Bakhtin deepen this point in diƯerent ways. Hayles shows how technical 
environments prestructure what actors can notice and interpret. Bakhtin shows why judgment 
remains dialogic and exposed to response. Inner governance therefore does not mean 
withdrawal from mediation. It means preserving human interpretive agency within mediated 
environments that increasingly reward closure and speed (Hayles, 2017; Bakhtin, 1986). 

8.1 Judgment beyond managerialism 

Managerialism treats governance as a matter of control, planning, measurable performance, 
and procedural consistency. It has clear strengths. It reduces arbitrariness, stabilizes routines, 
and makes large organizations more legible. Its weakness lies elsewhere. It narrows judgment by 
treating complex situations as management problems to be solved through metrics and 
standardized intervention. Once that habit dominates, institutions lose sensitivity to context, 
proportion, and moral nuance. They continue to administer, but they interpret less well 
(Suchman, 2007; Vallor, 2016). 

Judgment cannot be reduced to the application of pre-given rules. It requires the capacity to 
recognise when categories no longer Ʊt, when system outputs conceal more than they reveal, 
and when procedural completion no longer amounts to responsible action. Institutions fail 
without that capacity. The diƯiculty is not that management techniques are always mistaken. 
They are asked to carry burdens that belong to interpretation, discernment, and public 
responsibility. 

Bakhtin clariƱes why judgment cannot be mechanized without residue. Every act unfolds within 
a plural Ʊeld of voices, claims, and contexts that exceed any centralizing frame. Managerialism 
seeks closure. Institutional life does not. ConƲicting realities persist, even when a dashboard 
presents a clean summary (Bakhtin, 1981,  1986). 
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8.2 The body, perception, and moral attention 

Judgment begins before explicit reasoning. It begins in perception, in what is registered before it 
is fully articulated. The body notices hesitation, strain, and disproportion earlier than formal 
analysis often can. This is not a romantic claim. It is an epistemic one. In institutional settings, 
embodied perception often marks the Ʊrst point at which reality resists the categories in use. A 
practitioner may sense that a case is going wrong before a report can demonstrate it. A 
commander or clinician may notice that the pace of a situation no longer Ʊts the script. These 
moments are fragile, and institutions often train them out. They remain indispensable (Polanyi, 
2009). 

Moral attention develops from this embodied starting point. It is more than concentration. It is 
disciplined receptivity to what matters in a situation, especially when that signiƱcance has not 
yet been captured in formal language. Institutions degrade when attention is replaced by 
monitoring alone. Monitoring checks indicators. Attention registers salience, proportion, and 
vulnerability. It also detects when something important is being displaced by procedural urgency 
(Vallor, 2016). 

Hayles strengthens the point from the side of cognitive mediation. If nonconscious and 
technical processes already shape what comes forward for conscious consideration, the body 
cannot be treated as a leftover from pretechnical life. It remains one of the places where 
mismatch, overload, and distortion are Ʊrst felt. Embodied attention is therefore one of the few 
means by which humans can register when a technical environment is narrowing thought too 
quickly, especially when the pace of the system exceeds the pace of explicit deliberation 
(Hayles, 2017). 

8.3 Leadership as epistemic practice 

Leadership should be understood Ʊrst as an epistemic practice, not merely as a positional 
function. The central question is not who holds authority, but who can still perceive clearly, 
interpret proportionately, and maintain judgment under pressure. This shifts the emphasis from 
decisiveness alone to the reliability of perception. A leader may hold formal control and still lose 
sight of what is happening. Another may hold less formal power and yet retain a clearer grasp of 
the situation because they remain attentive to signals the organization is Ʊltering out (Vallor, 
2016). 

This view is demanding. It requires more than intelligence, experience, or strategy. It requires the 
ability to remain in contact with reality when institutional incentives reward simpliƱcation. It 
requires responsiveness to other voices without surrendering judgment to noise. It also requires 
the protection of spaces where inconvenient perceptions can still be voiced before the system 
neutralizes them. Leadership becomes part of the epistemic infrastructure of an institution. It 
carries interpretive responsibility as well as formal authority. 

Bakhtin gives this point sharper form. Leadership cannot rest on monologic certainty. It depends 
on a relation to plurality and on the ability to keep institutional language responsive rather than 
merely authoritative. Hayles adds that this work now unfolds within cognitive assemblages 
rather than within stable hierarchies alone. Leaders no longer manage only people. They also 
manage the conditions under which human and technical systems shape relevance together 
(Bakhtin, 1981; Hayles, 2017). 
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8.4 Interruptibility, restraint, and the discipline of doubt 

Interruptibility is a governance virtue because contemporary systems are designed to continue 
unless something stops them. This applies to bureaucratic routines, algorithmic systems, and 
institutional habits alike. Responsible action often requires the opposite movement. It requires 
the capacity to pause, reopen a frame, or suspend execution when the grounds of interpretation 
have become unstable. Interruptibility is therefore part of judgment itself. An institution that 
cannot interrupt itself has already ceded too much authority to its own procedures (Scharre, 
2018). 

Restraint follows from the same principle. In high-pressure settings, decisiveness is often 
overrated. Restraint is then mistaken for weakness or uncertainty. This misses the point. 
Restraint is sometimes the only way to protect the conditions under which action can still be 
justiƱed. It keeps institutions from moving faster than their understanding allows. It also guards 
against the illusion that system continuity is the same as situational clarity. In military, medical, 
and administrative settings, some of the gravest failures occur when escalation outruns 
interpretation. 

Doubt belongs here as well. It is not indecision for its own sake. It is a structured awareness that 
what appears settled may rest on fragile grounds. Institutions need doubt where system outputs 
generate premature conƱdence. Hayles explains why such conƱdence is attractive: technical 
systems compress uncertainty into actionable forms. Bakhtin explains why that remains 
insuƯicient: an utterance or action has to remain open to response, return, and re-engagement if 
it is to retain moral and public legitimacy. Doubt helps preserve that openness. Once doubt is 
treated as dysfunction, institutions become more brittle, not more reliable (Hayles, 2017; 
Bakhtin, 1986; Vallor, 2016). 

 

9. Architectures of repair 

Repair begins where critique stops. Institutions need forms that can still sustain perception, 
hesitation, revision, and public meaning under conditions of technical mediation and social 
fragmentation. Architecture is relevant because the problem is structural. Good intentions, 
occasional correction, and individual virtue do not compensate for environments that routinely 
compress ambiguity and reward closure. Repair has to be built into practices, infrastructures, 
review procedures, and public arrangements. Its purpose is modest, though not small. It 
restores the conditions under which institutions can learn, remain answerable, and recover 
proportion when their own categories begin to fail.  

This diƯers from familiar reform language. Many reforms focus on eƯiciency, transparency, 
compliance, or optimization. Those concerns remain relevant. They do not reach the deeper 
problem, which lies in weakened epistemic environments. Institutions need arrangements that 
let them register what existing procedures miss, pause when acceleration has outrun 
interpretation, and revise judgments before harm hardens into policy or public fact. 
Architectures of repair are therefore epistemic before they are administrative. Their task is to 
keep institutions from becoming more coherent in form while less reliable in substance.  

9.1 From compliance to epistemic integrity 

Compliance remains necessary. It sets minimum standards, clariƱes roles, and makes 
processes auditable. Its limit appears when compliance is treated as a substitute for adequacy. 
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An institution can satisfy every formal requirement and still operate on distorted assumptions, 
weakened interpretation, and brittle conƱdence. That is why governance frameworks often 
reassure without repairing. They certify procedure while leaving the conditions of judgment 
largely untouched.  

Epistemic integrity sets a higher standard. It asks whether an institution preserves conditions in 
which judgments remain proportionate to reality, open to correction, and responsive to what the 
situation itself discloses. That includes the quality of categories, the visibility of uncertainty, the 
permeability of institutional language to lived experience, and the capacity to distinguish 
procedural order from substantive truth. Integrity in this sense is not just honesty. It is coherence 
between how an institution knows, how it acts, and how it revises itself when those two fall out 
of alignment.  

This shift is relevant because technical and managerial systems privilege stable outputs. They 
are less well equipped to ask whether an output still deserves authority in a changing context. 
Hayles and Bakhtin converge here in practical form. Technical mediation shapes the Ʊeld of 
interpretation, and authority remains legitimate only when it still enters a living Ʊeld of response. 
Epistemic integrity asks whether institutions preserve both conditions at once.  

9.2 Institutions that can still see, pause, and revise 

An institution that can still see detects what its categories do not yet register. This depends on 
more than better data. It depends on organizational sensitivity, on routes through which frontline 
perception can reach decision makers, and on a culture that does not neutralize inconvenient 
signals too quickly. Visibility in this sense is not surveillance. It is receptivity to emergence, 
friction, and the Ʊrst signs that a formal representation is no longer holding.  

An institution that can still pause has preserved interruptibility within its own arrangements. It 
can hold back action long enough to re-examine its premises, especially when a situation has 
escalated faster than interpretation. This capacity is rare because modern systems are built for 
continuity. Pausing looks ineƯicient from within a throughput model. It becomes necessary 
when the cost of moving on uncertain grounds is high. Institutions that cannot pause eventually 
normalize interpretive compression as routine governance.  

An institution that can still revise does not treat correction as failure. It recognises that 
categories degrade, contexts shift, and public legitimacy depends on visible responsiveness to 
both. Revision requires more than retrospective evaluation. It needs standing routes for 
reclassiƱcation, dissent, reinterpretation, and re-engagement. Bakhtin is useful here. Revision 
keeps institutional discourse from hardening into externally authoritative language that can no 
longer become internally persuasive. It keeps institutions within a living social Ʊeld rather than 
above it.  

9.3 Public knowledge infrastructures and democratic resilience 

Democratic resilience depends on more than fair procedures and periodic elections. It also 
depends on public knowledge infrastructures that remain trustworthy, revisable, and suƯiciently 
shared to support collective judgment. Repair cannot stop at organizational reform alone. It 
reaches the architecture of the public sphere itself. Institutions such as education, journalism, 
science, libraries, archives, and civic data systems help determine whether a polity can still 
perceive reality in common without allowing disagreement to dissolve into fragmentation. 
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These infrastructures are under growing pressure from platform concentration, computational 
mediation, and the privatization of interpretive power. Misinformation is part of the problem, but 
it does not reach the full depth of the present condition. The more serious diƯiculty lies in the 
erosion of shared conditions for veriƱcation, contestation, and public memory. When those 
conditions weaken, democratic life becomes easier to manipulate and harder to repair. People 
may still have access to vast quantities of information, yet lose the institutional supports that 
make orientation possible. Peters’s account of infrastructure is relevant here, because modern 
life is lived within and through systems that are shaped by state and market power while often 
remaining diƯicult to scrutinize publicly (Peters, 2015). 

Public knowledge infrastructures therefore have to meet two demands at once. They need 
suƯicient technical capacity to operate in mediated environments, and they need suƯicient 
openness to remain responsive to plural voices, contestation, and revision. Without the second 
condition, technical sophistication concentrates interpretive power. Without the Ʊrst, public 
institutions lose practical eƯectiveness. Democratic resilience depends on keeping both 
requirements in view at the same time. 

9.4 From formal rationality to relational truth 

Formal rationality remains valuable. Institutions need coherent procedures, valid methods, and 
explicit standards. The problem starts when formal rationality is treated as self-suƯicient. Then 
institutions confuse internal consistency with adequacy to reality. They become better at 
maintaining coherence within their own frameworks while losing contact with the relations 
through which truth is actually tested and sustained. This is one of the characteristic failures of 
contemporary governance.  

Relational truth sets a stronger standard. It does not mean consensus, and it does not relax 
rigor. It refers to judgments that hold because they remain responsive to context, experience, 
plural perspectives, and the possibility of correction. This is more demanding than formal 
validity. It asks institutions to preserve the relations through which claims can still be 
challenged, inhabited, and revised. Bakhtin’s distinction between authoritative discourse and 
internally persuasive discourse points in this direction. Claims remain alive when they can be 
taken up, worked on, and made one’s own in dialogue with other voices.  

This shift does not abolish structure. It reorders its purpose. Procedures become supports for 
judgment rather than substitutes for it. Technical systems become aids to perception rather 
than Ʊnal arbiters of relevance. Institutions begin to ask less whether a process ran correctly and 
more whether a judgment remains publicly defensible, revisable, and proportionate to the world 
it addresses.  

 

10. Narrative, transmission, and the recovery of meaning 

Meaning is not recovered by theory alone. Conceptual work can diagnose a condition, trace its 
causes, and deƱne possible responses. It cannot by itself restore the forms of recognition 
through which people inhabit a shared world. Narrative becomes necessary at that point. It 
carries temporal thickness, situated perception, and plural voices in ways abstract analysis 
rarely can. It lets readers and participants enter a Ʊeld rather than merely inspect it. In periods of 
institutional erosion people often recognize the symptoms before they possess a language for 
them. Narrative can reconnect those levels.  
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Transmission matters for the same reason. A society does not preserve knowledge through 
storage alone. It preserves it through forms that can still be received, interpreted, and carried 
forward. When public discourse becomes thin, categories lose contact with experience, and 
technical systems mediate more of collective sense making, transmission becomes fragile. 
Narrative oƯers one way to resist that fragility. It holds perception, sequence, consequence, and 
relation together in a form people can inhabit. It does not replace theory. It prevents theory from 
drifting free of life.  

10.1 Why concept alone is not enough 

Concepts remain necessary because they clarify, distinguish, and discipline thought. Their limit 
appears when the phenomena under analysis exceed what concepts can hold in isolation. 
Institutional erosion, moral strain, epistemic fragmentation, and the slow loss of meaning often 
unfold through atmosphere, interruption, and sequences whose pattern becomes visible only 
later. A concept can name such a process. It rarely conveys how it is lived.  

This limit becomes sharper in technical environments. Distributed systems generate conditions 
that are relational, temporal, and often partly opaque even to those working inside them. 
Abstract analysis can describe the structure. It can miss the felt asymmetries, the missed 
signals, and the gradual deformation of judgment within that structure. Narrative oƯers a 
diƯerent kind of access. It brings sequence, perspective, and situational detail into view without 
claiming that experience settles the argument. It simply refuses to let lived process vanish 
behind conceptual neatness.  

Bakhtin clariƱes: the novel and other dialogic forms can hold multiple voices without resolving 
them into a single authoritative discourse. They show how meaning emerges through conƲict, 
timing, and partial understanding. That makes narrative especially suited to periods in which 
institutional language has become too centralized or too thin to carry lived complexity.  

10.2 The narrative form as epistemic practice 

Narrative should therefore be treated as an epistemic practice. It does not merely illustrate 
knowledge gained elsewhere. It can disclose relations, tensions, and sequences that remain 
diƯicult to capture analytically at Ʊrst pass. This is especially true when the issue concerns not 
only what happened, but how a world became interpretable in a certain way and how that 
interpretability later failed. Narrative preserves such shifts because it moves through time 
instead of abstracting away from it.  

Bakhtin’s account of dialogic form supports this claim, and so does my broader line of work that 
sees forms of expression as shaping attention and uptake. Narrative organizes sequence, 
perspective, and response. It draws readers into a mode of relation that diƯers from abstract 
exposition. In that sense it belongs to epistemology rather than standing outside it. This is 
particularly important where the task is to recover inhabitable orientation rather than simply to 
provide formal explanation.  

This is also why narrative is important for institutional repair. An institution that cannot tell an 
honest story about its own condition will struggle to revise its categories. Reports, metrics, and 
audits may record events accurately enough. They often fail to hold the sequence through which 
meaning was lost and through which it might be regained. Narrative can keep those sequences 
publicly available. It can preserve the memory of how a category failed, how a system narrowed 
judgment, or how a diƯerent kind of attention reopened the Ʊeld.  
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10.3 From information to inhabitable truth 

Information becomes inhabitable truth only when it enters forms that people can live within, 
contest, and carry forward. Information alone is thin. It can circulate rapidly and still fail to orient 
action. Inhabitable truth has a diƯerent structure. It preserves relation to context, consequence, 
and public address. It stays close enough to life to matter and rigorous enough to resist fantasy. 
This is a demanding standard. It requires institutions, narratives, and practices that do more 
than transmit content. They have to sustain meaning across time.  

Bakhtin’s internally persuasive discourse helps here again. A claim becomes inhabitable when it 
can be taken up as one’s own without closing itself to others. It is neither private intuition nor 
externally imposed formula. It lives in the diƯicult middle where discourse remains socially 
shaped, ethically exposed, and practically usable. In technical and fragmented societies that 
middle space is under pressure. Information grows. Habitable meaning declines. Recovering 
that middle is part of the work of repair.  

Peters extends the same concern into mediated environments. Infrastructures can multiply 
information while weakening orientation. The deeper diƯiculty lies not in abundance by itself, 
but in the absence of forms that hold sequence, relation, and consequence together long 
enough for judgment to mature. Inhabitable truth therefore requires more than access. It 
requires structures of reception, interpretation, and return that keep information from dissolving 
into pure movement.  

 

Conclusion 

Toward a post-modern order of responsibility 

A post-modern order of responsibility will not emerge from more technical control alone. It 
depends on a diƯerent settlement between knowledge, judgment, institutions, and mediated 
environments. The central problem is now clear enough. Contemporary systems are increasingly 
capable of sorting, classifying, predicting, and optimizing while the conditions of answerable 
action weaken. Hayles makes the redistribution of cognition visible. Bakhtin restores the missing 
condition by showing that meaning and responsibility depend on response, return, and the 
persistence of acts within a shared duration. The fault line runs deeper than the question of who 
acts. It concerns whether the conditions under which action becomes possible still allow that 
action to be borne, revised, and justiƱed.  

This leads to a stronger account of responsibility. Responsibility cannot be secured by 
procedural assignment once the interpretive Ʊeld has already been shaped elsewhere. It has to 
be sustained through stewardship of the conditions under which perception, hesitation, 
revision, and public response remain possible. Inner governance, architectures of repair, and 
narrative are therefore integral to governance rather than secondary additions to it. They help 
keep institutions from becoming formally coherent while losing contact with reality and with the 
people in whose name they act.  

A post-modern order of responsibility will therefore be less certain and more disciplined. It will 
rely less on closure and more on interruptibility. It will treat technical systems as participants in 
cognition without mistaking them for bearers of public judgment. It will take plurality seriously 
without giving up standards. It will assume that reliable knowledge remains temporal, relational, 
and open to correction. This is not a call to abandon institutions. It is a call to rebuild them 
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around stronger epistemic and moral conditions than the modern order, in its Ʊnal phase, was 
able to preserve.  
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Prefatory note 

This essay continues a line of argument that began with a narrower question about ethical 
alignment in military AI and then widened into a broader concern with epistemic stewardship. 
The earlier paper argued that responsible action in military AI cannot be secured through design 
constraints, legal principles, and formal control arrangements alone. In adversarial settings, the 
deeper problem concerns the conditions under which knowledge is formed, interpreted, and 
acted upon. The later essay widened that diagnosis by showing that AI mediated environments 
change the conditions of judgment, answerability, and revisability across institutions more 
generally. The present essay takes the next step. Its focus is no longer primarily on the moral 
vocabulary of stewardship. It focuses on the architecture of the military AI system itself. The 
central issue is how such a system must be designed if judgment is to remain possible, 
traceable, and capable of binding action under pressure. 

That shift matters because the language of oversight has become too easy. A system can 
preserve human review in formal terms and still thin out the actual conditions of judgment. It 
can assign responsibility while narrowing time, compressing ambiguity, and distributing 
cognition across interfaces, models, and operational routines before any reviewer encounters 
the case. The question therefore changes. It no longer concerns only whether a human remains 
present. It concerns how the chain from signal to action is conƱgured, where interpretive 
authority is preserved, how uncertainty remains visible, and when a system must slow, reopen, 
or refuse its own momentum. This is where the work of Lucy Suchman, Filippo Santoni de Sio 
and Jeroen van den Hoven, Ben Green, Jennifer Cobbe, Michael Veale and Jatinder Singh, 
Inioluwa Deborah Raji and colleagues, and Orli Shull becomes jointly useful. They do not oƯer 
one theory. Taken together, they clarify diƯerent parts of the same problem. 

The argument developed here is direct. Military AI architecture cannot be reduced to a Ʊnal 
human gate. That gate remains important. It is only one layer. Responsible design has to begin 
earlier, in sensing, fusion, classiƱcation, routing, escalation, review, and after action 
reconstruction. It also has to extend outward, toward supply chains, external audit, and 
institutional justiƱcation. A military AI system that moves quickly, classiƱes accurately, and still 
cannot preserve the conditions of meaningful human judgment is not well governed. It is only 
eƯiciently arranged. 
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Introduction 

Military AI is often discussed through a familiar sequence. Designers develop models, operators 
use system outputs, commanders remain responsible, and human oversight is expected to 
secure legitimacy at the point of action. This sequence has some practical value. It is also 
misleading. It suggests a relatively linear passage from technical input to human decision, while 
the actual system is more layered, more distributed, and less transparent than that picture 
allows. Signals are preprocessed before they are seen. Context is fused into operationally legible 
form. ConƱdence is generated under time pressure. Some ambiguities disappear before they 
can be contested. By the time a human actor enters the chain, the relevant Ʊeld may already 
have been narrowed in ways that are diƯicult to detect and harder still to reverse. 

This is one reason the language of ethical alignment reaches its limit so quickly in military 
settings. Alignment assumes that values, constraints, and oversight roles can be embedded into 
systems that then operate under recognisable human control. That remains necessary in a 
narrow sense. It does not settle the deeper issue. Military operations are marked by adversarial 
deception, uncertainty, system dependency, compressed time, and irreversible consequence. 
Under those conditions, formal oversight can remain intact while judgment weakens. The earlier 
paper described this as a shift from ethical alignment to epistemic stewardship. Stewardship 
named the responsibility to preserve the conditions under which doubt, interpretation, and 
situated judgment can still matter. The present essay accepts that shift and pushes it further. 
Stewardship has to become architectural. Otherwise it remains a governance posture without 
suƯicient design force. 

This requires a diƯerent unit of analysis. A military AI capability is not a single model or a single 
decision aid. It is usually a system of systems. Sensors, data feeds, fusion layers, model 
providers, cloud or edge infrastructure, targeting tools, interfaces, operators, legal advisers, 
commanders, and downstream weapons or eƯectors all contribute to the Ʊnal action. 
Responsibility is therefore dispersed across a chain that is technical, organizational, and 
institutional at the same time. Cobbe, Veale, and Singh show that contemporary algorithmic 
systems increasingly function through such supply chains, with distributed control, service 
dependencies, and limited visibility across the whole chain. What they call the accountability 
horizon is highly relevant here. It describes the point beyond which a given actor no longer has 
adequate sight of the broader system. In military environments, that lack of sight is not a minor 
governance Ʋaw. It aƯects what can still be judged, contested, and owned.  

Military settings impose a sharper burden than most other high-stakes domains because the 
system does not merely support consequential decisions. It may support decisions about 
surveillance, targeting, escalation, or the use of force under conditions of deception and limited 
time. That changes the architecture question. A hospital triage system may cause grave harm 
when it fails, but a military system may contribute to lethal action, strategic miscalculation, or 
unintended escalation across a chain of command that has only minutes to decide. This is why 
military AI cannot be assessed only in terms of reliability, fairness, or human oversight in the 
abstract. It has to be judged against the pressures of adversarial manipulation, rules of 
engagement, command responsibility, and time-critical authorization. In this setting, a system 
may be technically impressive and still unsound if it narrows judgment at the very moment when 
the legal and political burden of action becomes heaviest. 

The aim of this essay is therefore precise. It does not ask only how a human decision maker can 
remain in control at the end of the process. It asks how a military AI system must be architected 
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so that meaningful human control, traceability, contestability, interruption, and binding authority 
remain possible across the whole chain from signal to action. Suchman helps here because she 
shows why plans and scripts never fully determine situated action. Santoni de Sio and Van den 
Hoven help because they translate meaningful human control into design conditions of tracking 
and tracing. Green shows why human oversight by itself easily becomes a false reassurance. 
Raji and colleagues show why audit without institutional design fails. Shull makes a later point 
sharper still. A system cannot claim human oversight unless it preserves the conditions under 
which a human could still say no. Together these positions support a broader conclusion. 
Military AI architecture must be judged by whether it preserves the conditions of judgment, not 
only by whether it improves operational output. 

 

1. Why military AI architecture cannot be reduced to a human gate 

The Ʊnal human decision point matters. That is not in dispute. What does need to be questioned 
is the assumption that this point can carry the full burden of governance. A great deal of current 
policy still works with that assumption. The system may be complex, but a human remains at 
the end, and that presence is expected to preserve legitimacy. The problem is that Ʊnal review 
does not begin in an open Ʊeld. It begins inside a Ʊeld that has already been shaped by sensing 
choices, model priors, interface design, operational tempo, and institutional incentives. A 
human gate can only judge what still reaches it, in the form in which it arrives, and within the 
time and authority it retains. If those conditions have already degraded, the gate remains visible 
while its substance thins out. 

A stronger account of military AI architecture therefore has to move away from the idea that 
ethics or law can be secured by inserting a human late in the chain. The gate remains necessary. 
It has to be situated inside a wider design that preserves ambiguity where it matters, keeps 
reasons traceable, allows challenge to alter the course of action, and provides ways to 
reconstruct decisions after the fact. Otherwise responsibility becomes concentrated at the 
moment least able to carry it. That concentration is convenient for institutions. It is not a good 
description of how military AI systems actually work. 

1.1 From ethical alignment to epistemic stewardship 

The shift from ethical alignment to epistemic stewardship was already necessary in the earlier 
paper. The argument there was simple enough. Military AI systems do not fail only because they 
may violate embedded rules or legal constraints. They also fail because they act under 
conditions in which knowledge is unstable, adversaries are strategic, data are partial, and 
probabilistic outputs can acquire undue authority. In such settings, ethical alignment remains 
relevant, but it no longer reaches far enough. Ethical action presupposes a capacity to know 
what is happening, what remains uncertain, and when system outputs should lose authority 
rather than gain it. That capacity is epistemic before it becomes ethical.  

Epistemic stewardship responded to that gap by naming a broader institutional responsibility. It 
concerned the preservation of interpretive conditions, the visibility of uncertainty, the 
traceability of authority, and the maintenance of human judgment under pressure. The later 
essay widened this argument by showing that AI mediated environments change the conditions 
of answerability and reƲective return across institutions more generally. Stewardship therefore 
named more than a military safeguard. It named a form of governance that protects revisability, 
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interruption, and public defensibility where technical systems increasingly compress time and 
relevance.  

That move still matters, but it now needs another translation. Stewardship cannot remain a high 
level governance idea. If it does, it risks becoming a language of concern attached to systems 
whose internal design still rewards speed, coherence, and procedural closure over discernment. 
The question now is how stewardship changes the architecture itself. In military AI, that means 
asking how sensing, fusion, classiƱcation, recommendation, and action are arranged so that 
judgment remains possible before consequences harden. 

1.2 Why stewardship must become architectural 

Stewardship becomes real only when it changes the structure through which outputs move 
toward action. Institutional aspiration is not enough. A system may recognise epistemic risk, 
document human review, and still route all meaningful pressure toward execution. That is the 
point at which stewardship has to become architectural. It must shape where ambiguity remains 
visible, how source conƲict is preserved, when a recommendation becomes contestable, and 
under what conditions escalation can still alter the path. The issue concerns design, not only 
oversight language. 

Santoni de Sio and Van den Hoven help make this precise. Their account of meaningful human 
control proposes two conditions, tracking and tracing. Tracking requires that the system remain 
responsive to relevant moral reasons and to salient facts in the environment. Tracing requires 
that the outcome can still be traced back to human agents across design and operation. Both 
are design requirements, not merely moral wishes. They show that meaningful control depends 
on how the system is built and deployed, not only on who is listed as responsible at the end. In 
military contexts, this has direct force. A system that cannot track shifting reality under 
deception, or cannot trace outcomes back across design and use, is not under meaningful 
control simply because a human appears in the Ʊnal loop.  

This is also why Shull’s work matters, even if it should not stand alone. Her point is that 
judgment is a structural condition. It depends on preserved time, authority, admissibility, and 
memory, and on a gate that can still bind action. That is valuable because it turns stewardship 
into a question of system conditions. A human reviewer is not enough. The system must 
preserve the interval in which judgment can actually form and do something. In a military 
context, stewardship therefore becomes architectural when the chain is designed to preserve, 
not merely to record, the conditions of human judgment. 

1.3 Military AI as a system of systems 

Military AI is better understood as a system of systems than as a single decision aid. The chain 
usually begins with sensing. It moves through data aggregation, preprocessing, fusion, 
classiƱcation, prediction, recommendation, interface presentation, human review, command 
decision, and action. Each of these layers may be supplied, maintained, or inƲuenced by 
diƯerent actors. Some are internal to a defence organization. Others depend on contractors, 
cloud or compute services, model providers, upstream data sources, and communication 
infrastructures. The resulting capability is assembled rather than unitary. 

Cobbe, Veale, and Singh show why this matters for accountability. Contemporary algorithmic 
systems are often produced and operated through supply chains in which multiple actors 
contribute to production, deployment, use, and functionality. Data Ʋow across these actors, 
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linking components under diƯerent forms of control. They argue that governance and 
accountability must therefore operate across the chain rather than remain focused on a single 
organization or moment of use. For military AI, that point is especially important. What appears 
operationally as one system may in fact depend on upstream services and assumptions that 
local operators cannot fully inspect or contest. The architecture therefore extends beyond the 
immediate weapon or decision interface.  

This wider picture changes what counts as system design. Design is not only interface design or 
model design. It includes procurement choices, dependency structures, data governance, 
contractual access, audit rights, routing arrangements, and the distribution of authority across 
the chain. The military AI system is therefore not simply technical. It is organizational and 
institutional by construction. That makes the architectural question harder. It also makes it more 
honest. 

1.4 The limits of human in the loop design 

Human in the loop design has had political and ethical value because it resisted the strongest 
claims for full automation. It asserted that consequential decisions should still involve human 
judgment. The problem is that the phrase has become too weak to do the work now expected of 
it. It says that a person remains somewhere in the chain. It says almost nothing about whether 
that person still has the time, context, authority, and system visibility needed for meaningful 
control. In practice, human in the loop can describe a reviewer who conƱrms, a monitor who 
watches, or a formal signatory who authorises decisions shaped elsewhere. These are not 
equivalent roles. 

Green makes this criticism particularly sharply in the context of government algorithms. He 
argues that many human oversight policies rest on an unexamined assumption, namely that 
people are able to perform the oversight tasks assigned to them. He shows that this assumption 
often fails, and that human oversight can become a false sense of security that legitimizes 
problematic systems while shifting accountability onto lower level operators. His solution is a 
move toward institutional oversight. That is highly relevant here. Military AI should not be judged 
acceptable simply because it contains a human checkpoint. The organization must justify why 
algorithmic incorporation is appropriate in the Ʊrst place, and those justiƱcations should face 
review before the system is normalized.  

Suchman helps explain why the problem persists. Plans, scripts, and ordering devices do not 
determine action in advance. They depend on situated use. At the human machine interface, the 
asymmetry between what the machine registers and what the human encounters means that 
interaction is always narrower than formal design suggests. Review therefore takes place within 
radical limits of access and framing. In military AI, that means the human operator is often asked 
to stand in for a richer Ʊeld of judgment than the system still allows. Human in the loop design 
reaches its limit there. It preserves a symbol of control more easily than the lived conditions of 
control itself.  

 

2. Situated action and the false image of linear control 

Military AI systems are often described as though control moved in a straight line. Designers 
specify constraints, systems process inputs, outputs are reviewed, and action follows. That 
image is attractive because it is administratively neat. It Ʊts procurement documents, oversight 
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models, and operational diagrams. It does not Ʊt the way action unfolds in real conditions. 
Suchman’s work remains important because it shows that plans and scripts never contain the 
whole practical situation. They orient action, but they do not determine it. Contingency, 
interpretation, and local adjustment remain present. In high pressure systems, those local 
adjustments often occur under technical pacing and partial visibility. The result is not linear 
control. It is constrained improvisation inside a system that still presents itself as orderly.  

This matters for military AI because linear control imagery hides two central problems. The Ʊrst 
is that system outputs already carry prior selections and compressions before they reach the 
human actor. The second is that tempo changes the meaning of review. A decision point that 
appears well governed on paper may function as little more than conƱrmation once time is 
short, context thin, and authority distributed. If the architecture is judged by linear diagrams 
alone, these losses are easy to miss. A more realistic account begins from situated action, 
operational contingency, and the gap between formal sequence and lived judgment. 

2.1 Plans, scripts, and operational contingency 

Suchman’s core claim is still useful here. Plans are resources for action. They are not substitutes 
for situated judgment. Scripts and workƲows organize expectations, but they do not settle what 
a concrete situation requires. At the interface, the practical work of interpretation remains 
irreducible because circumstances exceed the representation built into the plan. Her analysis of 
human machine interaction shows that the site of interaction is narrow and asymmetric, and 
that system design cannot fully anticipate the contingencies under which action unfolds.  

In military AI this has obvious implications. Operational environments are marked by deception, 
environmental change, signal degradation, adversarial adaptation, and shifting mission 
priorities. Plans and decision pathways remain necessary, but they operate inside conditions 
that cannot be fully speciƱed in advance. A targeting support system may route information 
eƯectively and still misƱt the immediate situation because relevant ambiguity falls outside its 
prepared categories. A review layer may appear complete and still fail because the local 
meaning of the event is changing faster than the script can absorb. Operational contingency is 
not an edge case. It is built into the domain. 

This is one reason stewardship must become architectural rather than procedural only. A well 
designed military AI system does not assume that the plan has already done the interpretive 
work. It preserves room for revision where the plan no longer Ʊts. That room has to be built, not 
hoped for. 

2.2 Time compression and epistemic narrowing 

Time compression does more than shorten deliberation. It changes what can still count as 
relevant. In military operations, compressed timelines reward outputs that are clear, actionable, 
and ready for use. That pressure has epistemic eƯects. Ambiguity becomes costly. 
Contradiction begins to look like noise. Unresolved context is reformatted into a narrower 
operational picture because the system has to keep moving. In the earlier paper this appeared 
as epistemic overload and the automation of doubt. Under high tempo conditions, uncertainty is 
translated into output forms that support immediate action, often at the price of interpretive 
depth.  

The military case is sharper because temporal compression is rarely neutral. It is produced 
inside a contest with an adversary who is trying to hide, spoof, saturate, or delay the decision 



71 
 

cycle. Under those conditions, faster fusion and faster targeting promise operational advantage, 
but they also increase the temptation to treat machine-processed correlation as if it were 
situational understanding. Lambeth’s account of Kosovo showed how intelligence cycle time, 
communication bottlenecks, and command frictions repeatedly limited the timely use of 
emerging targeting information. Brose makes a related point in a very diƯerent register when he 
describes the future expansion of time-sensitive targeting across distributed networks. In both 
cases, speed matters because it changes how quickly a system must move from sensing to 
action, and because the pressure to close the kill chain can outrun the conditions needed for 
reliable judgment. 

Time compression therefore narrows the Ʊeld before the human actor enters it. By the time 
review occurs, the system may already have fused signals, weighted priors, suppressed source 
conƲict, and stabilised a recommendation that carries practical momentum. Review survives in 
form. Its object has changed. The reviewer does not confront the earlier ambiguity in its fuller 
shape. The reviewer encounters a compressed operational representation that the architecture 
has already made easier to continue than to reopen. 

This is why the demand for speed should not be treated as a neutral operational fact. It is also a 
design pressure that alters judgment conditions. A military AI system built for high tempo 
without compensating mechanisms for detectability, contestability, and interruption will 
steadily reward narrower epistemic forms. That is not an accidental side eƯect. It follows from 
the architecture itself. 

2.3 When probabilistic output acquires practical authority 

Probabilistic output becomes authoritative in military AI for a simple reason. It is often the most 
actionable form available in conditions where waiting for richer certainty is not institutionally 
supported. ConƱdence scores, classiƱcations, and risk estimates are introduced as decision 
support. Under pressure they can become decision drivers. Their authority does not always 
come from trust in the model as such. It comes from the fact that the organization has been 
arranged to act through precisely these compressed signals. Operational necessity then turns 
probability into practical authority. 

In military settings, this authority problem extends beyond local misclassiƱcation. A 
compressed judgment may also alter escalation dynamics. A recommendation that appears 
operationally reasonable at one level of command may trigger eƯects that are politically or 
strategically disproportionate at another. This is one reason the military setting cannot be 
treated as a generic high-risk environment. The relevant question is not only whether the system 
supports a tactically plausible response. The question is whether it does so in a way that 
preserves awareness of escalation risk, command intent, and the legal boundaries of force. 
Once probabilistic output begins to stand in for that wider judgment, operational necessity can 
quietly become strategic overreach. 

This is not the same as saying that operators are naive or that models are useless. The problem 
is structural. A probabilistic output can remain explicitly uncertain and still carry enough 
momentum to shape what happens next. The earlier paper described this as the moment when 
outputs become knowledge by operational necessity. The organization treats them as decisive 
because action must continue and no thicker representation is ready to hand. That is the point 
at which epistemic stewardship must intervene. It has to preserve the visibility of what the score 
cannot settle and the authority of actors who may need to resist the pace the score invites.  
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Santoni de Sio and Van den Hoven are useful again here. If meaningful human control requires 
tracking relevant facts and reasons, then a system that allows probabilistic output to outrun 
contextual interpretation is already weakening control. The issue is not only whether the Ʊnal act 
was traceable. It is whether the chain remained suƯiciently responsive to the moral and 
situational reasons that the probability estimate could not exhaust.  

2.4 Why review often arrives too late 

Review often arrives too late because it is positioned after epistemic narrowing has already done 
its work. The case has been formatted, routed, and stabilized before the reviewer sees it. Time is 
short. Mission pressure is high. The output is legible and aligned with the system’s direction of 
travel. The reviewer is then asked to provide control at the point where reopening is most 
diƯicult. This is the central weakness of Ʊnal stage oversight. It expects late intervention to 
compensate for earlier architectural losses. 

Green’s critique of human oversight helps here, because he shows how oversight policies can 
legitimize problematic systems precisely by assuming that people will catch what the system 
misses. Often they cannot. Suchman adds a deeper reason. Human machine interaction gives 
the human only a limited site of interchange with the machine state. That means the reviewer 
does not stand outside the system with full context. The reviewer stands within a narrowed 
interface. In military AI this narrowing is intensiƱed by time compression and operational 
sequencing. Review therefore fails not only because people err, but because the architecture 
gives them too little, too late. 

This point matters for design. A responsible military AI architecture cannot depend mainly on 
late review. It needs earlier mechanisms that preserve source conƲict, Ʋag instability, detect 
contextual mismatch, and create pathways for renewed human orientation before the chain 
hardens into apparent necessity. Otherwise the reviewer is left to perform authority after the 
decisive work has already been done elsewhere. 

 

3. The military AI chain as a distributed Ʊeld of cognition and responsibility 

Military AI is not only a distributed workƲow. It is a distributed Ʊeld of cognition and 
responsibility. Technical systems classify and prioritize. Human actors interpret, contest, or 
authorise. Institutional routines deƱne what counts as salient, timely, and actionable. Hayles 
helps show why this matters. Once cognition is redistributed across human and technical 
actors, judgment no longer begins at the point of conscious review. The Ʊeld of relevance is 
already shaped by the arrangement itself. The military AI chain should therefore be read as a 
sociotechnical Ʊeld in which interpretation is spread across layers that no single actor fully 
contains.  

Responsibility follows this distribution but does not become easier for it. The opposite is more 
common. Because cognition and control are dispersed, each actor often sees only part of the 
chain. Designers do not inhabit the operational moment. Operators do not inspect the upstream 
model assumptions. Commanders rely on outputs mediated through interfaces and routines 
shaped elsewhere. Contractors or service providers may inƲuence essential system functions 
while remaining institutionally distant from the Ʊnal action. Responsibility is therefore present 
everywhere and fully held nowhere unless architecture and governance are deliberately built to 
reconnect the chain. 
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3.1 Sensing, fusion, classiƱcation, recommendation, action 

A useful way to understand the military AI chain is to follow its basic sequence. It begins with 
sensing. Data are captured through sensors, platforms, or intelligence feeds. These signals are 
then fused with other sources, Ʊltered, and organized. ClassiƱcation follows, often through 
model based inference or pattern recognition. Recommendation or prioritisation layers then 
translate this processed picture into something operationally usable. Human or institutional 
actors act on that representation, either by direct authorization or within a broader command 
process. Each layer shapes what the next layer receives. 

This sequence looks orderly on paper. In practice, each transition involves interpretive 
decisions. What counts as a relevant signal. Which sources receive weight. How conƲicting 
inputs are handled. What conƱdence level warrants escalation. How a recommendation is 
presented. Whether contextual qualiƱers remain visible. These are not merely technical settings. 
They are judgments embedded in architecture. By the time the human actor sees a target picture 
or risk score, these prior decisions have already shaped the space of possible interpretation. 

That is why the full chain has to be analysed as cognitive and normative, not only functional. A 
military AI capability acts through this whole arrangement. Governance has to do the same. 

3.2 Upstream design decisions and downstream consequences 

Upstream design decisions travel farther than they Ʊrst appear. Choices about training data, 
fusion rules, interface prominence, default thresholds, escalation triggers, and alert structure do 
not stay upstream. They shape downstream action by preformatting what later actors can still 
notice and contest. This is one of the strongest points in Suchman’s work. Ordering devices do 
not merely describe action. They participate in organizing it. In military AI, those ordering devices 
are often digital and continuous. Their inƲuence can therefore become normal, hard to see, and 
highly consequential.  

The earlier paper already made a related point when it described how probabilistic authority 
emerges under operational pressure and how responsibility becomes diƯused across pipelines, 
models, operators, and command structures. Downstream decisions often look immediate, yet 
they inherit a long tail of upstream assumptions. If those assumptions remain invisible or 
uncontestable at the point of action, the downstream actor bears consequences shaped 
elsewhere. That is not simply unfair to the actor. It is bad system design.  

A serious military architecture therefore needs to preserve the relation between upstream 
judgment and downstream eƯect. Tracing is part of this. So is interface honesty. So is the 
preservation of ambiguity where upstream choices materially constrain later authority. 
Otherwise the chain produces outcomes that remain attributable in procedure but insuƯiciently 
intelligible in practice. 

3.3 Supply chains, service dependencies, and the accountability horizon 

Cobbe, Veale, and Singh add an essential layer to this analysis by focusing on algorithmic supply 
chains. Their argument is that many contemporary systems are built not within one bounded 
organization but across several actors linked by Ʋows of data and service dependency. This 
produces what they call algorithmic supply chains. It also produces a narrower accountability 
horizon for each actor. No single participant necessarily sees the whole chain, even though the 
chain as a whole produces the outcome.  
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In military AI, this matters more than is often acknowledged. A capability may depend on cloud 
infrastructure, model components, geospatial feeds, sensor services, analytic modules, or 
contracted software layers that remain partly outside the organization’s direct control. Even 
where Ʊnal command remains internal, important parts of the cognitive and technical chain may 
not. The result is a widening gap between formal military accountability and actual system 
dependency. A commander may be responsible for the decision. The conditions that made the 
decision seem warranted may have been shaped across a chain the commander cannot 
adequately inspect. 

This is where architecture meets governance in a hard way. A military AI system cannot be 
treated as self contained if essential parts of its epistemic function depend on external services 
or hidden internal modules. The accountability horizon has to be widened through design rights, 
access rights, traceability obligations, and contractual forms that preserve sight across the 
chain. If that does not happen, governance remains local while the decisive architecture 
remains distributed. 

3.4 Why responsibility dissolves across the chain 

Responsibility dissolves across the military AI chain when each actor contributes to the 
outcome but lacks suƯicient authority, visibility, or temporal position to own it in full. Designers 
shape the system but do not see the mission context. Operators see the output but not the 
entire upstream reasoning chain. Commanders authorize action but do so through 
representations shaped by models, interfaces, and service dependencies they did not design. 
Contractors supply critical functions without bearing the same public or constitutional 
responsibility as state actors. Under these conditions, formal responsibility remains assigned, 
yet lived responsibility becomes harder to carry. 

This dissolution is not only a moral complaint. It is an architectural fact. When cognition is 
spread across the chain and the accountability horizon remains narrow, responsibility will tend 
to fragment unless the architecture actively reconnects it through tracing, preserved reasoning, 
challenge pathways, and institutional review. Santoni de Sio and Van den Hoven identify tracing 
as a condition of meaningful human control. Cobbe and colleagues show why tracing becomes 
diƯicult in modular supply chains. Green shows why simply adding a human oversight step does 
not solve this fragmentation. Together they point to the same conclusion. Responsibility will 
continue to dissolve unless the system is designed to hold it together across the chain rather 
than only at the point of Ʊnal action. 

That conclusion sets the stage for the next step in the argument. Once military AI is understood 
as a distributed chain of cognition, dependency, and consequence, governance has to move 
beyond the image of the Ʊnal reviewer and toward a fuller architecture of tracking, tracing, 
interruption, and binding authority. The gate remains necessary. It has to stand inside a system 
that still gives it something real to judge. 

 

4. Architectural requirements for meaningful human control 

Meaningful human control has to be speciƱed as a design requirement. Otherwise it remains a 
policy phrase attached to systems whose internal structure still narrows judgment before the 
human act begins. Santoni de Sio and Van den Hoven are useful here because they translate 
meaningful human control into two linked conditions, tracking and tracing. That move matters. It 
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shifts the discussion away from symbolic human presence and toward the properties a system 
must retain if human control is to be real in practice. In a military setting, this concerns more 
than the Ʊnal act of authorization. It concerns whether the chain remains responsive to relevant 
reasons, whether it preserves contextual Ʊt, whether outcomes can still be connected back to 
responsible actors, and whether the architecture leaves enough room for objection before 
action proceeds. 

A military AI system that satisƱes these conditions will still move quickly, classify, and support 
action. That is not the issue. The issue is whether it remains governable under conditions of 
uncertainty, deception, and operational pressure. Once the system is built in a way that treats 
human review as a ceremonial layer added to an already stabilized pathway, meaningful control 
has already weakened. The practical question is more demanding. Which conditions must 
remain intact across the chain so that human intervention can still alter the course of action 
rather than merely witness it. 

4.1 Tracking reasons, context, and environmental reality 

Tracking begins with responsiveness. Santoni de Sio and Van den Hoven use the term to indicate 
that an autonomous system should remain responsive to relevant moral reasons and to relevant 
facts in the environment. In military terms, this means that the system cannot be judged 
adequate only by reference to internal consistency or statistical performance. It has to remain 
sensitive to contextual shifts, degraded signals, changing operational meaning, and the 
normative reasons that make continued action justiƱed or unjustiƱed. A system that continues 
to optimize against stale categories or inherited assumptions is no longer tracking the 
environment in the relevant sense. It is only repeating a prior interpretation eƯiciently.  

This requirement is harder than it Ʊrst appears. Military environments are not only dynamic. They 
are adversarial. Opponents hide, imitate, spoof, and manipulate signals. Context does not 
merely drift. It is actively contested. Tracking therefore requires more than better sensing. It 
requires an architecture that can preserve uncertainty, register source conƲict, and avoid 
turning every unstable input into a decision ready recommendation too early. The earlier paper 
made this point in a narrower way by arguing that epistemic integrity is a precondition for ethical 
action in military AI. Here the same claim becomes architectural. A tracking system must 
preserve enough contact with reality that the organization can still recognize when its own 
categories are beginning to fail. 

Suchman’s work adds an important caution. Tracking cannot be reduced to the faithful 
execution of a plan or script. Plans orient action, but they do not contain the practical situation 
in advance. In high stakes settings, the gap between representation and event matters a great 
deal. A system may track its own operational parameters while losing track of the situation that 
actually matters. Meaningful control therefore depends on a form of tracking that remains open 
to contingency, not only one that optimizes within a predeƱned frame.  

4.2 Tracing outcomes back to human and institutional actors 

Tracing concerns the opposite side of the problem. If tracking asks whether the system remains 
responsive to reasons and reality, tracing asks whether the outcome can still be connected back 
to human and institutional responsibility. Santoni de Sio and Van den Hoven argue that 
meaningful human control requires the possibility of tracing the outcome of operations back to 
at least one human along the chain of design and operation. That remains highly relevant for 
military AI, but it has to be expanded. In practice, tracing must reach beyond isolated individuals 
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toward institutional actors, procurement decisions, data governance, model selection, 
escalation rules, and command arrangements. Otherwise responsibility is traced only to the last 
visible human and not to the structure that shaped the decision. 

Cobbe, Veale, and Singh show why this is diƯicult. In supply chain systems, responsibility is 
distributed across several actors linked by service dependencies and data Ʋows. Their account 
of the accountability horizon is especially useful here. Each actor often sees only part of the 
system and therefore only part of the basis on which outcomes are produced. In military AI, that 
means tracing cannot be assumed from the existence of a command chain alone. If relevant 
functionality sits in upstream services, external infrastructures, or modular components 
controlled by others, then a narrow tracing regime will miss the conditions that produced the 
result.  

Tracing therefore has to be designed into the architecture. It requires preserved records of model 
provenance, data lineage, threshold settings, escalation choices, interface states, reviewer 
input, and command decisions. It also requires institutional willingness to treat these as part of 
accountability rather than as background technical metadata. A system that cannot reconstruct 
the path from signal formation to operational authorization remains weakly governed even if 
every decision is logged. The log is not enough. The chain must remain intelligible. 

4.3 Admissibility, visibility, and contestability 

Human control also depends on what is allowed to reach judgment in the Ʊrst place. This is 
where Shull’s idea of admissibility becomes useful. Her claim is that judgment is not simply a 
matter of sending outputs to humans. It concerns what is allowed to become judgment. That 
point matters in military AI because the system often decides, upstream, which contradictions 
remain visible, which signals count as relevant, and which uncertainties are compressed into 
conƱdence. If the architecture Ʊlters too aggressively, human review will operate on a sanitized 
object. The human remains in the loop, but the question has already been pre narrowed. 

This is important in military operations because admissibility is shaped not only by data 
architecture but also by legal and operational framing. Rules of engagement, target categories, 
collateral damage constraints, and hostile intent criteria all inƲuence what reaches the 
threshold of action as a valid case. Scharre’s example from Afghanistan is instructive here. A 
child acting as a spotter for enemy Ʊghters could, in a formal sense, be treated as a lawful target 
because behavior rather than age determines participation in hostilities. Yet the soldiers 
involved understood immediately that legality did not exhaust judgment. Context still mattered. 
A military AI system that compresses admissibility into rule satisfaction alone will miss precisely 
this layer of judgment, the diƯerence between what is classiƱable as targetable and what should 
not, in fact, be engaged. 

Admissibility therefore requires visibility. Source conƲict, unstable classiƱcation, unexplained 
shifts in output, contextual mismatch, and reviewer disagreement must remain available for 
inspection. If the architecture smooths these strains away for the sake of coherence, then 
control becomes nominal. Visibility alone, however, is still not enough. The visible problem must 
also remain contestable. Reviewers need routes to challenge model framing, reopen evidence, 
seek second assessment, or escalate without the act of challenge being treated as failure. 
Contestability is therefore both a technical and institutional property. It concerns interface 
design, workƲow design, authority allocation, and organizational norms all at once. 
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Raji and colleagues help widen the point. Their work on outsider oversight shows that 
accountability degrades when access, standards, independence, and transparency are weak. A 
similar principle applies internally. A system that does not preserve admissible evidence of its 
own strain, and does not permit meaningful challenge, will gradually turn review into 
conƱrmation work. What disappears Ʊrst is not legal accountability. It is the practical capacity to 
say, with enough force, that the case has not yet become clear enough for action. 

4.4 From nominal oversight to binding authority 

Nominal oversight describes a common condition in contemporary AI governance. A human 
remains visibly attached to the process. Documentation conƱrms that review happened. 
Responsibility is formally assigned. Yet the review step lacks enough authority to alter the path in 
any meaningful way. Binding authority is diƯerent. It means that human judgment can slow, 
reopen, redirect, or stop the process when the grounds for action are too thin or too unstable. 

The distinction matters because oversight without binding force is often absorbed into the 
system’s existing momentum. Green shows how human oversight policies can legitimate 
problematic systems by assuming that humans will catch their Ʋaws while giving those humans 
too little evidence, leverage, or institutional backing to do so. In military AI the consequences are 
sharper. The burden of Ʊnal responsibility falls on reviewers or commanders who may have little 
practical power to contest the architecture that shaped the case before them. Binding authority 
requires more. It requires powers that are explicit, usable, and protected. The reviewer must be 
able to reopen the evidence base, require renewed consideration, trigger second review, or 
refuse the recommendation without the system quietly treating that act as operational deviance. 

This is where meaningful human control becomes institutionally serious. A military AI system 
should not be called human controlled when the human can only approve or disapprove at the 
end of a highly compressed chain. It should be called meaningfully controlled only when human 
authority can still shape what the system does next. That threshold is harder to satisfy. It is also 
closer to the truth. 

 

5. The parallel corrective architecture 

A single operational chain is not enough for high speed military AI. Systems built mainly for 
classiƱcation, prioritisation, and execution tend to resolve ambiguity rather than preserve it. That 
is useful up to a point. It becomes dangerous when the same chain is also expected to protect 
the conditions of judgment. These two functions pull in diƯerent directions. One pushes toward 
timely closure. The other has to keep enough openness alive for discernment, hesitation, and 
renewed attention. This is why a parallel corrective architecture becomes necessary. It creates a 
distinct layer whose task is not to optimize the operational sequence, but to preserve the 
interpretive conditions under which human judgment can still return to the process in time to 
matter. 

This idea should not be mistaken for a simple override button. A corrective layer is not a 
decorative safeguard attached after the fact. It is part of the architecture. Its function is to 
monitor epistemic strain, keep instability visible, and trigger forms of review when the main 
chain begins to narrow the Ʊeld too quickly. That makes the proposal more exact and more 
demanding. It asks the system not only to execute well, but also to know when the grounds of 
execution are becoming too thin for responsible action. 
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5.1 Why interruption must be designed upstream 

Interruption fails when it is imagined too late. If a system Ʊrst fuses multiple signals into a 
coherent target picture, then suppresses earlier conƲict, and only afterward oƯers a human the 
chance to intervene, much of the real opportunity for interruption has already passed. The 
problem is not simply that the reviewer is rushed. The reviewer is also encountering a narrowed 
object. Upstream compression has already made continuation appear normal. That is why 
interruption has to be designed earlier in the chain. It must begin where conƲict, instability, or 
contextual mismatch Ʊrst appear, not only where action is Ʊnally authorised. 

Suchman’s account of situated action supports this move. The architecture cannot assume that 
a Ʊnal review step will compensate for the mismatch between plans and unfolding reality. The 
mismatch has to remain detectable while the system is still processing, not only after it has 
stabilised a recommendation. In military AI, interruption therefore belongs inside sensing, 
fusion, classiƱcation, and routing as much as it belongs at the gate. Upstream design decides 
whether later review still has anything substantial left to recover. 

5.2 Detectability of epistemic strain 

A corrective layer begins with detectability. The system must be able to register indicators that 
the epistemic basis of the current output is weakening. These indicators may include source 
conƲict, unstable classiƱcation, contextual mismatch, unexplained changes in conƱdence, 
disagreement between reviewers, dependency on low visibility external services, or 
recommendations that no longer admit meaningful challenge. If the architecture cannot surface 
these forms of strain, then interruption remains largely symbolic. A process can always be 
stopped in theory. What matters is whether there is enough visible reason to know when 
stopping is warranted. 

Detectability also changes what counts as a system signal. A traditional operational chain 
privileges mission relevant outputs. A corrective layer has to privilege strain signals as well. It 
treats uncertainty and instability not as noise to be removed, but as information that may 
determine whether action should continue at all. This is where the corrective layer diƯers from 
ordinary optimization. It does not outperform the main chain. It qualiƱes the conditions under 
which the main chain may still be trusted.  

5.3 Conscious re-entry and renewed human orientation 

Detectability alone does not restore judgment. The strain has to become available to human 
orientation in time. The appendix formulation of conscious re entry remains useful here, 
provided it is stated in a disciplined way. The point is not that the system must somehow inject 
subjective feeling back into the process. The point is that ambiguity, hesitation, and mismatch 
must reach a form in which a human actor can genuinely reorient to the case rather than merely 
register another warning. Human judgment often begins with a sense that the situation has not 
yet become clear enough for action. If the architecture leaves no interval in which that renewed 
orientation can occur, then the system has already worked against judgment before anyone 
decides. 

This requirement belongs within the system design. It asks for structures that preserve room for 
waiting, reconsideration, and reframing when epistemic strain crosses a threshold. The human 
must be able to re enter the process as a judge, not as a late conƱrmer. That is a narrow 
requirement in wording and a large one in consequence. It means the chain must sometimes 
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pause its own drive toward closure so that human judgment can recover a wider Ʊeld of 
interpretation. 

5.4 Advisory interruption and mandatory interruption 

Not every detected strain should stop the system in the same way. A workable architecture 
needs at least two modes of interruption. Advisory interruption Ʋags the issue, preserves it for 
human review, and recommends renewed consideration without automatically blocking 
movement. Mandatory interruption does more. It prevents the chain from continuing until 
speciƱed conditions have been met. That distinction matters because not every high speed 
military context can tolerate the same level of interruption, and not every strain indicator carries 
the same weight. 

The architecture therefore needs thresholds. Low level ambiguity may trigger advisory review. 
Severe source conƲict, missing second review, null reasoning record, or major contextual 
mismatch may require mandatory interruption. This design choice makes interruption a 
governed capacity rather than an improvised act of courage. It also prevents the system from 
drifting toward two equally weak extremes, one in which every concern becomes a hard stop, 
and another in which all concerns remain merely advisory and are quietly absorbed. In high 
stakes systems, both failures are familiar. 

5.5 Recoverability and reconstructable action 

A corrective architecture also needs recoverability. Action must remain reconstructable enough 
that later inquiry can reconnect the outcome to the conditions under which it emerged. This 
goes beyond simple logging. The system should preserve the traces of conƲict, hesitation, 
recommendation shifts, reviewer interventions, escalation decisions, and threshold crossings 
that shaped the case. Without that, interruption after the fact becomes weak. One can see that 
something happened, yet not reconstruct why the action still seemed warranted at the time or 
where judgment thinned out. 

Recoverability matters for more than post incident analysis. It helps hold the architecture itself 
accountable. A military AI system that cannot later reconstruct how it moved from unstable 
signal to authorised action remains diƯicult to govern, even if no obvious failure occurs. 
Reconstructable action therefore belongs to the same family as tracing, reasoning 
completeness, and after action review. It is part of what keeps judgment answerable across time 
rather than only momentarily visible. 

 

6. The gate within a wider architecture of judgment 

The gate remains necessary, but it should now be understood diƯerently. It is not the whole 
answer to military AI governance. It is the threshold at which a wider architecture of detection, 
tracing, correction, and review concentrates into a concrete decision about action. This wider 
framing matters because the gate can only function if earlier layers have preserved enough of 
the case for judgment to be real. If the system reaches the threshold after ambiguity has been 
Ʋattened, conƲict suppressed, and authority narrowed, the gate becomes performative in the 
weakest sense. It still appears in the diagram. It no longer carries the weight assigned to it. 

Within a broader architecture, the gate has a more disciplined role. It stands between output 
and action. It tests whether the chain has preserved enough admissibility, authority, time, and 
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reasoning for the recommendation to become binding in reality. Its task is not to redeem 
architectural failure upstream. Its task is to decide whether the case, as it now stands, can 
responsibly proceed. That is a narrower role than many oversight models assign to Ʊnal review. It 
is also a more realistic one. 

6.1 The gate as threshold between output and action 

The gate is the point at which a processed output would otherwise become a real world act. In 
military AI that may involve target conƱrmation, engagement authorization, eƯect selection, or 
some other consequential transition from recommendation to execution. The gate matters 
because it marks the last place where judgment can still determine whether a model shaped 
output should become reality. That is why Shull’s framing is useful. The issue is not whether the 
human is somewhere in the loop. The issue is whether there remains a threshold at which 
human judgment still has sovereignty over action.  

This threshold should not be reduced to a single person clicking approval. It may involve a tightly 
deƱned review procedure, a second reviewer, a command judgment, or a legally speciƱed 
authorization protocol. What matters is that the threshold preserves enough deliberative 
capacity and enough authority to decide whether the output may proceed. If it cannot do that, 
the gate exists only as a symbol. 

6.2 What the gate must still be able to reopen 

A real gate must still be able to reopen parts of the chain. That may include the evidence base, 
the classiƱcation, the contextual framing, the weighting of sources, the escalation pathway, or 
the authority assumptions attached to the recommendation. If none of this can be reopened, 
the gate functions as a Ʊnal stamp rather than as a site of judgment. This point is easy to miss 
because many systems treat reopening as ineƯiciency. In high stakes settings it is sometimes 
the condition of responsible control. 

Reopening does not mean that every case should be sent back indeƱnitely. It means that the 
architecture must preserve the practical possibility of doing so when the grounds for action 
remain insuƯicient. A gate that can only accept or reject a Ʊnal output, without reopening what 
made it seem plausible, is operating on too thin a model of control. Meaningful judgment often 
requires returning to the point where compression Ʊrst took place. 

6.3 Deliberative capacity at the threshold 

Deliberative capacity at the threshold depends on the same conditions discussed earlier, pause, 
presence, co regulation, authority clarity, and traceability. At the gate these conditions become 
concentrated. The reviewer or reviewing body must have enough time to interpret what remains 
uncertain, enough situational orientation to grasp why the case is diƯicult, enough relational 
support to test the judgment, enough authority to alter the path, and enough system memory to 
understand how the recommendation emerged. Remove these conditions and the threshold still 
exists in form while losing its force in practice. 

This is where the gate and the corrective layer connect. The gate depends on upstream 
detectability and preserved admissibility. Without them, deliberative capacity at the threshold 
collapses into reviewing a neatly prepared object whose decisive uncertainties have already 
been domesticated. The architecture must therefore protect the threshold from the system’s 
own drive toward closure. 
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6.4 When the gate must not open 

A well designed gate does not only authorise action. It also deƱnes when action must not 
proceed. That requires explicit failure conditions. These may include missing second review 
where required, insuƯicient deliberation time, unresolved source conƲict, absent reasoning 
record, severe contextual mismatch, or a state of strain that makes renewed human judgment 
impossible within the available conditions. Without such failure conditions, the threshold 
becomes permissive by default. Under operational pressure, permissive thresholds rarely 
protect judgment for long. 

The military burden is heavier here because the gate sits inside a chain of command rather than 
at the end of an ordinary review workƲow. A commander who authorizes force does not merely 
approve a technical output. That decision is carried upward into legal accountability, operational 
consequence, and in some cases strategic signaling. Scharre’s discussion of Patriot operations 
is helpful on this point. In short-warning defensive settings, auto-Ʊre modes exist for a reason. 
Human reaction time may be too slow. Yet the same logic shows the danger. The faster the 
system is allowed to move toward engagement, the more carefully the architecture must deƱne 
the conditions under which the gate must remain closed. Otherwise the command chain 
inherits a use of force decision that has been operationally accelerated before it has been 
adequately judged. 

This point deserves direct treatment because it goes to the heart of military AI governance. 
Systems often deƱne when engagement may proceed and leave the refusal side more implicit. 
That imbalance is not neutral. It favours momentum. A gate that cannot clearly state when it 
must not open is poorly designed for high stakes use. Refusal has to be a designed outcome, not 
a heroic exception. 

 

7. Designing for friction in high-speed systems 

Friction is often treated as a design defect. In high speed military AI, some forms of friction are 
necessary because they preserve judgment. Without them, the architecture quickly settles into 
a pattern in which ambiguity is removed early, review becomes conƱrmation, and challenge is 
read as delay. Friction should therefore be understood selectively. Wasteful friction should be 
reduced. Judgment preserving friction has to be designed in. This includes pause points, second 
review, visible conƲict, escalation routes, and the possibility of refusing continuation when the 
epistemic basis remains too thin. 

The point is not to romanticize slowness. Military operations do require pace. The problem 
begins when pace becomes the governing standard for every other layer of action and review. At 
that point, hesitation looks like weakness and system coherence looks like proof. Friction is 
needed because it interrupts that drift. It gives the organization a way to remain operational 
without allowing operational tempo to rewrite the terms of judgment completely. 

7.1 Speed as ampliƱer, not Ʊrst cause 

Speed matters, but it is not the Ʊrst cause of the deeper problem. The earlier essays already 
argued that institutions were losing meaning, proportion, and interpretive depth before 
acceleration became the dominant pressure. Speed intensiƱes that erosion. It does not create it 
from nothing. This distinction is important because otherwise the remedy becomes too narrow. 
If speed alone is blamed, the response will focus only on delay. That helps sometimes. It does 
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not repair a system that already misreads relevance, suppresses uncertainty, or substitutes 
procedural Ʋuency for discernment. 

In military AI, speed should therefore be treated as an ampliƱer. It magniƱes whatever the 
architecture already does to ambiguity, authority, and review. A system that preserves 
contestability will still be stressed by tempo, but it may hold. A system that already narrows 
interpretation too early will fail faster and more cleanly under the same pressure. That is why 
design has to begin deeper than pace alone. 

7.2 Preserving ambiguity under operational pressure 

Operational systems are built to reduce ambiguity into actionable form. That is understandable. 
It becomes dangerous when every ambiguity is treated as something to be resolved rather than 
something that may still matter. Preserving ambiguity does not mean tolerating confusion. It 
means keeping some uncertainties visible long enough for judgment to engage them. Source 
conƲict, unstable classiƱcation, low conƱdence under changing conditions, or context that no 
longer Ʊts the training frame should remain legible instead of being converted too quickly into a 
stable recommendation. 

This is also where architecture and interface meet. Ambiguity must not only exist in some hidden 
metadata Ʊeld. It has to appear in the operational object in a way that aƯects review. If the 
interface privileges certainty and tucks strain away into secondary layers that no one has time to 
inspect, then the system has preserved ambiguity only nominally. The design challenge is more 
exact than that. It has to present ambiguity in a form that keeps action answerable without 
overwhelming the reviewer. 

7.3 Challenge, dissent, and second review 

Challenge is not a cultural supplement. It is a design requirement in systems that risk moving 
too quickly from output to action. If challenge rates fall toward zero, or if divergence from model 
output becomes rare across time, the right conclusion is not immediate conƱdence. It may 
indicate that the conditions for independent judgment have weakened. Shull’s work is useful 
here because it treats challenge as an observable sign that review is still active rather than 
simulated. Raji’s work supports the same direction from another angle. Audit and oversight fail 
when independence, access, and consequence are missing. Internal challenge suƯers from 
comparable weaknesses when the architecture does not protect it. 

A second review requirement is one concrete answer. In high stakes classes, one reviewer is 
often too exposed to tempo, overload, and framing pressure. Second review does not guarantee 
correctness. It does preserve a space in which disagreement can emerge before action hardens. 
Dissent has a similar function. It should be recordable, reviewable, and consequential. A system 
that allows dissent in principle but routes it nowhere is not preserving judgment. It is managing 
appearances. 

7.4 Why hesitation must remain legible 

Hesitation often marks the point at which reality has not yet yielded to the available categories. 
In high speed systems that signal is easy to lose. Delay is treated as friction. Friction is treated as 
ineƯiciency. IneƯiciency begins to look like threat to mission. At that point, hesitation disappears 
from the architecture as something worthy of attention. That is a mistake. Hesitation is 
sometimes the Ʊrst sign that the case has not become suƯiciently clear for action. 
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Designing for legible hesitation means that the system should be able to register waiting, 
uncertainty, repeated reopening, reviewer reluctance, or other signs that the case is not settling 
cleanly. These are not merely operator weaknesses. They may indicate that the epistemic basis 
of the recommendation is unstable. If hesitation remains illegible, the architecture will read it as 
mere latency and push onward. If it remains visible, the organization retains one more route by 
which human judgment can still resist the false clarity of accelerated output. That is a modest 
design claim. In military AI, it has large consequences. 

 

8. Governance beyond the single organization 

Military AI cannot be governed within the boundary of the deploying organization alone. That 
assumption no longer Ʊts the way these systems are built or used. Contemporary capabilities 
are assembled across procurement chains, model providers, software dependencies, cloud 
infrastructure, intelligence feeds, interface vendors, military units, and command arrangements. 
Authority is therefore distributed across actors who do not share the same duties, the same 
legal exposure, or the same operational horizon. A governance model that begins and ends with 
the deploying force will miss part of the structure that shapes what becomes visible, actionable, 
and permissible. 

This is not a secondary complication. It changes the institutional character of military AI. The 
relevant question is no longer only how an organization supervises its own workƲow. The deeper 
issue concerns who is entitled to build, authorize, constrain, and contest a capability whose 
decisive functions may be spread across several organizational sites. Procurement, contractual 
dependency, external review, ministerial responsibility, legislative oversight, and constitutional 
limits all belong here. Governance, in this chapter, therefore concerns the institutional and 
political order around the system. It does not yet concern how these commitments are 
measured or enforced in operational detail. That comes later. 

8.1 From human oversight to institutional oversight 

Human oversight remains politically attractive because it oƯers a simple reassurance. A human 
is still present, therefore the system remains under human control. Green’s critique is useful 
because it shows how weak that reassurance often is. Human oversight policies assume that 
individuals can meaningfully correct or contextualize algorithmic outputs at the point of use. In 
practice, they often cannot. The result is a familiar displacement. The institution adopts and 
normalizes the system, while the burden of visible responsibility settles on the Ʊnal reviewer. 

That is too narrow for military AI. A Ʊnal human checkpoint does not answer the prior questions 
that matter more. Is the system appropriate for this class of decision. Are the review 
arrangements operationally credible. Do doctrine, staƯing, training, and legal support make 
serious contestation possible. These are institutional questions before they become operational 
ones. They concern adoption and authorization, not only use. 

Institutional oversight should therefore be understood as a prior layer of governance. Its Ʊrst 
task is to justify the inclusion of AI in a given military function. Its second task is to preserve the 
conditions under which that inclusion remains open to challenge over time. Green’s two stage 
approach is helpful here. An organization should Ʊrst have to justify why algorithmic 
incorporation is appropriate. That justiƱcation should then face review before the capability 
becomes normal practice. In military settings the reviewing bodies may diƯer from civilian 
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agencies, but the principle remains. The burden of proof belongs with the institution that 
designs, procures, and authorizes the system, not mainly with the operator who encounters its 
output. 

8.2 Supplier accountability and cross-chain obligations 

Supplier accountability belongs in governance because military responsibility cannot stop at the 
point of deployment. If essential functions are supplied upstream, then institutional obligations 
have to reach upstream as well. Cobbe, Veale, and Singh show why this is diƯicult. In 
algorithmic supply chains, several actors contribute to functionality while retaining control over 
only part of the chain. Visibility weakens as soon as one looks beyond the local system 
boundary. Their notion of the accountability horizon is especially useful because it captures 
exactly where institutional sight begins to fail. 

Military systems cannot ignore that horizon. Supplier accountability therefore needs to be built 
into procurement and contractual design from the outset. Providers of critical components 
should maintain provenance and change records. Deploying organizations should retain rights 
to inspect, test, and challenge the parts of the chain that materially shape operational judgment. 
Suppliers should also have duties to disclose dependency risks, service degradation, and 
substantial model shifts. When failures cross organizational boundaries, remediation should do 
the same. 

This is not yet a matter of metrics. It is a matter of institutional obligation. A commander or legal 
reviewer cannot carry full responsibility for a recommendation whose upstream formation 
remains inaccessible by design. Governance beyond the single organization begins when the 
chain of institutional responsibility becomes wider than the chain of immediate operational 
control. 

8.3 Outsider oversight, audit ecosystems, and red teaming 

Internal governance is necessary and insuƯicient. Raji and her coauthors make that point clearly 
in their work on outsider oversight. Their core argument is institutional. Accountability does not 
arise from audits alone. It depends on the wider design of the audit ecosystem, on who has 
access, who has independence, who deƱnes standards, and who can compel response. That 
matters greatly in military AI, where secrecy, contractor dependence, and technical complexity 
can easily produce forms of review that look serious while leaving the deeper structure intact. 

Outsider oversight serves a distinct purpose. It counteracts institutional closure. Military 
organizations, like others, adapt to their own categories and thresholds. Over time they begin to 
treat local assumptions as obvious. External scrutiny can reopen what the institution has 
stopped noticing. That does not require full public transparency in every case. It does require 
structured forms of scrutiny from outside the immediate operational chain. Inspectorates, 
independent technical boards, parliamentary or congressional committees with real access, 
specially cleared external reviewers, and independent red teams all belong to this layer. 

Red teaming should be understood in the same spirit. It is not simply a technical stress test. It is 
a governance practice that subjects the system to adversarial questioning under conditions that 
ordinary development and internal review are unlikely to provide. A military AI capability should 
be tested against deception, context drift, supplier failure, degraded data, and model instability 
before it is trusted in consequential settings. The point here is institutional honesty. Governance 
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needs mechanisms that expose where internal conƱdence exceeds the system’s actual 
resilience. 

8.4 Constitutional and democratic boundaries for military AI 

Military AI governance is not exhausted by operational reliability, legal compliance, or technical 
control. It also raises constitutional questions tied to the state’s authority to use force. Which 
decisions may be supported by AI. Which may not. Under what forms of political authorization, 
legal review, and command responsibility may such systems be procured and deployed. These 
are not downstream concerns. They deƱne the outer boundary of legitimacy for a capability that 
may contribute to surveillance, targeting, escalation, or lethal engagement in the name of the 
state. This is what makes the military setting distinctive. The system does not only aƯect 
organizational performance. It bears on the constitutional burden of force, meaning the 
requirement that coercive and potentially lethal state action remain politically authorized, 
legally bounded, and publicly answerable even when technical systems mediate how it is 
prepared and executed. 

This point is easy to soften because defence institutions often work through classiƱed 
processes and delegated authority. Even so, the use of military AI reaches into the public order 
that makes the use of force lawful and politically answerable. Systems that aƯect targeting, 
escalation, surveillance, or coercive state action should not be normalized through technical 
success or procurement convenience alone. Their scope and permissibility require democratic 
authorization in some form. The institutional form may diƯer across jurisdictions. The 
requirement does not. 

This also applies to refusal. Democratic governance is not limited to authorizing use. It also 
deƱnes what should remain prohibited, restricted, or subject to thresholds that operational 
actors cannot relax on their own initiative. Military AI needs those boundaries because internal 
standards of eƯiciency and mission performance will not generate them by themselves. A 
capability may function well and still exceed what a constitutional order should allow. 
Governance beyond the single organization begins at that line and holds it. 

9. Measurement, audit, and enforceability 

Institutional and constitutional governance deƱne who may authorize, review, and limit military 
AI. That is not yet enough. Those commitments have to be translated into operational criteria, 
observable system conditions, and enforceable consequences. This chapter addresses that 
second task. Its concern is narrower than the previous one. The issue here is not who should 
govern, but how governance becomes testable in practice. 

Measurement matters for a simple reason. Without criteria and thresholds, claims about 
meaningful human control remain largely declarative. A system may describe itself as 
accountable, traceable, or reviewable while giving no clear basis on which those claims can be 
assessed. Poor metrics can distort what they are supposed to protect. That risk is real. The 
absence of metrics is worse. It leaves oversight dependent on reassurance and retrospective 
interpretation. Operationalization and enforcement begin where those claims are tied to deƱned 
requirements and real consequences. 

9.1 From governance language to operational criteria 

Governance language tends to promise more than it can show. Terms such as human oversight, 
accountability, transparency, and responsibility sound substantial until one asks what evidence 



86 
 

would demonstrate their presence in a functioning military system. Operational criteria force 
that question into the open. They require the organization to deƱne what counts as a gate, what 
counts as suƯicient review time, what qualiƱes as a material challenge, what triggers escalation, 
and what system state invalidates the claim of meaningful human control. 

This also changes the burden of explanation. A military organization should not be free to rely on 
broad policy statements while leaving the decisive conditions unspeciƱed. It should have to 
deƱne decision classes, review requirements, retained human authority, pause conditions, and 
non-permissible states of operation. Governance becomes operational when these conditions 
are speciƱc enough to be tested and speciƱc enough to fail. 

9.2 Deliberation time, divergence, and escalation rates 

Some indicators are more revealing than others. Deliberation time is one of the clearest because 
it shows whether the system still contains a protected interval between output and action. A 
decision class that routinely falls below its declared review interval is no longer functioning 
under the conditions it claims to preserve. Participation levels matter as well, especially when 
higher stakes classes require second review or distributed judgment. 

Divergence and escalation rates add a second layer of evidence. If Ʊnal decisions almost never 
depart from system recommendations, that may indicate high model quality. It may also 
indicate that independent judgment has become rare in practice. The same applies to 
escalation. A near zero escalation rate in a domain deƱned by uncertainty and adversarial 
pressure is not automatically reassuring. It may suggest that routes for renewed consideration 
are present on paper and weak in use. 

Metrics of this kind need interpretation. They can be gamed, misread, or Ʋattened into 
performance theatre. Even so, they remain necessary because they expose patterns that 
narrative review often conceals. A system whose challenge and escalation rates collapse over 
time deserves scrutiny, especially when throughput and apparent accuracy continue to rise. 

9.3 Reasoning completeness, traceability, and after-action review 

Operationalization also requires richer records than simple timestamps and responsibility 
labels. A system should preserve why a recommendation was accepted, challenged, escalated, 
or refused, and which uncertainties remained materially relevant at the time of judgment. 
Reasoning completeness protects governance from collapsing into pure process measurement. 
In military AI this matters because later inquiry often has to reconstruct judgment under 
conditions of pressure, secrecy, and technical mediation. 

Traceability extends that record across the chain. Model versioning, threshold settings, source 
composition, interface state where relevant, reviewer interventions, and escalation history 
should remain recoverable. After-action review then reconnects these traces to outcome. The 
aim is not blame allocation alone. The deeper purpose is to determine whether the architecture 
actually preserved the conditions of responsible action in the cases that mattered. 

A strong after-action review should therefore ask operational questions with architectural 
signiƱcance. Which uncertainties were visible. Which disappeared. Where did contestability 
weaken. Did the corrective layer trigger when it should have. Could the gate still reopen the case. 
Review that remains at the level of tactical success or failure will miss that larger issue. 
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9.4 Failure conditions, suspension, and redesign 

Enforcement begins when failure conditions are deƱned in advance and linked to consequence. 
A military AI system should not move from minor governance weakness to serious harm before 
review becomes meaningful. It should have explicit conditions under which use is limited, 
suspended, or forced back into redesign. These conditions may include repeated breaches of 
review time, persistent absence of challenge where challenge is expected, unresolved supplier 
opacity, degraded traceability, recurring null reasoning records, or evidence that the gate is 
being bypassed in practice. 

Suspension should therefore be treated as a normal governance outcome when declared 
conditions materially degrade. A capability that cannot meet its own requirements for 
meaningful human control should not continue to claim that status. This is where enforcement 
becomes real. Failure is no longer a matter of concern alone. It becomes a trigger for limitation, 
redesign, or withdrawal. 

Redesign follows from the same logic. Good governance does not only diagnose weakness after 
the fact. It forces revision before weak conditions become routine. In military AI that may involve 
narrowing the decision class, altering escalation structures, requiring deeper supplier access, 
strengthening second review, adding or revising a corrective layer, or withdrawing AI support 
from contexts where meaningful control cannot be preserved. At that point governance stops 
being commentary around the architecture. It begins to shape the architecture directly. 

 

10. Toward a military AI architecture that can still decide 

The argument of this essay has been practical from the start. Military AI cannot be well governed 
by attaching a human to the end of an otherwise optimized chain. It has to be built around 
conditions that preserve judgment across sensing, fusion, classiƱcation, recommendation, 
correction, review, and authorization. It also has to extend beyond the single organization into 
procurement, supply chain accountability, outside scrutiny, and constitutional boundary 
setting. The architecture that follows from this is not anti technical. It accepts that high speed 
systems are now part of military reality. The question is whether they can still decide in a way 
that remains answerable to human judgment, institutional responsibility, and public 
consequence. 

This is a demanding standard. It rejects the easier claim that faster and more accurate systems 
automatically produce better judgment. They often do not. Sometimes they produce smoother 
closure instead. A military AI architecture that can still decide is one that preserves the 
possibility that action may need to slow, reopen, or stop because the grounds for proceeding 
have become too thin. That is not a defect in command. It is part of what command should now 
include. 

10.1 From optimization to answerable action 

Optimization remains important. Militaries need systems that can detect, classify, and support 
action eƯiciently. Yet optimization is too narrow a governing principle for high stakes AI. It seeks 
improved performance within the terms already given. It does not by itself ask whether the terms 
of action remain epistemically adequate or morally defensible. Answerable action requires 
more. It requires that the path to action remain open to review, objection, and renewed 
interpretation in time to matter. 
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That shift is decisive because it changes what counts as system success. A system is not 
successful simply because it reduces latency, improves targeting correlation, or increases 
throughput. Those outcomes may matter. They remain incomplete if the same system weakens 
the conditions under which humans can still answer for what is done. Answerable action sets a 
tougher standard. It asks whether the system preserves a shared and reconstructable basis on 
which action can still be judged, defended, or refused. 

10.2 Stewardship as maintenance of interpretive conditions 

Stewardship now takes on a more exact meaning. It is not only a broad ethical orientation. It is 
the maintenance of interpretive conditions within a technical and institutional chain. That 
includes visibility of uncertainty, preserved routes for challenge, protected intervals for 
reconsideration, traceable reasoning, and governance arrangements that can still interrupt the 
system when the grounds of action degrade. Stewardship therefore names an ongoing 
maintenance task rather than a one time design commitment. Systems drift. Dependencies 
change. Operational pressure accumulates. Interpretive conditions have to be actively kept 
open. 

This is also where the relation between essay two and the present argument becomes clearer. 
The earlier essay argued that epistemic stewardship was needed because AI mediated 
institutions lose answerability when they can no longer preserve revisability and return. The 
present essay shows what that means for military AI architecture. Stewardship becomes a 
design and governance responsibility for keeping the chain from collapsing entirely into 
accelerated closure. 

10.3 What must remain human 

The answer is not that humans should do everything. That is neither plausible nor desirable. 
Technical systems will continue to classify, Ʊlter, correlate, and surface patterns beyond 
unaided human capacity. What must remain human is narrower and more important. The 
authority to interpret unresolved ambiguity, to judge whether the grounds of action remain 
suƯicient, to reopen what the system has stabilized, to carry refusal when necessary, and to 
answer publicly and institutionally for what is done. These are not residues left over after 
automation has taken the real work. They are the functions that deƱne whether military action 
remains governable in a human sense. 

This also means that the human role should not be reduced to sentiment or discretionary 
compassion applied after the machine has done the substantive reasoning. The human role lies 
in judgment, responsibility, and bearing consequence within a political and moral world. 
Systems can optimize. They do not bear responsibility for what their reductions exclude. That 
burden remains human, and the architecture should be explicit about that fact. 

10.4 Implications for doctrine, design, and defence governance 

Doctrine needs to change Ʊrst in language and then in practice. It should move away from 
equating human presence with meaningful control and toward deƱning explicit architectural and 
institutional conditions for judgment preserving systems. Design should move in parallel. It 
should include corrective layers, upstream detectability, second review in high stakes classes, 
supplier transparency obligations, and gates with clear failure conditions. Defence governance 
then has to hold these elements together through procurement standards, operational 
thresholds, audit rights, and after action review that reaches beyond tactical performance. 



89 
 

The larger implication is simple enough. Military AI cannot be treated as a technical 
enhancement with a small ethics wrapper around it. It is a reconƱguration of how sensing, 
interpretation, and action are linked. Governance has to work at that same level. If it does not, 
the system will remain eƯicient and increasingly diƯicult to answer for. 

 

Conclusion 

Military AI governance has reached a point where familiar formulas no longer help much. Human 
in the loop is too thin. Human oversight is too easily procedural. Ethical alignment is necessary, 
but too narrow when the deeper problem concerns how knowledge is formed, compressed, and 
turned into action under pressure. The argument of this essay has been that military AI 
architecture must be judged by whether it preserves the conditions of meaningful human 
control across the chain rather than only at the end of it. 

That requires several shifts at once. It requires moving from local review to institutional 
oversight, from single organization thinking to supply chain accountability, from informal 
reassurance to measurable criteria, from generic audit talk to designed audit ecosystems, and 
from nominal human presence to binding authority. It also requires a more sober understanding 
of technical power. Systems can detect, fuse, classify, and accelerate. They cannot settle the 
political and moral question of when action remains justiƱed in the name of those who authorize 
it. That question has to remain human, and it has to be protected architecturally if it is to remain 
real. 

The military setting sharpens every weakness discussed in this essay because the relevant 
outputs do not end as recommendations alone. They may enter chains of surveillance, strike, 
deterrence, and escalation where the state acts through force and must answer for that force 
afterward. In such settings, adversarial deception is normal, time for review may be minimal, 
and the diƯerence between tactical authorization and strategic consequence can be 
dangerously small. That is why military AI cannot be evaluated as a special case of general AI 
governance with a few added safeguards. It belongs to a narrower and harder category, systems 
that mediate the preparation and possible execution of force under conditions where error, 
opacity, or false conƱdence may carry legal, moral, and geopolitical consequences at once. 

A military AI architecture that can still decide is therefore one that keeps judgment alive under 
speed, uncertainty, and dependence. It is not a system that merely moves faster with a human 
signature attached. It is a system that can still hesitate, reopen, and refuse where the grounds of 
action no longer hold. That is a harder ambition than optimization. It is also the only one that 
gives stewardship real force in this domain. 
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Appendix A. Indicative design principles for judgment-preserving military AI systems 

A judgment preserving military AI system should deƱne decision classes in advance and specify 
which classes require a human gate, second review, or no AI support at all. The gate should be 
designed as a threshold of authority, not as a symbolic sign oƯ point. It should retain the power 
to slow, reopen, or block movement toward action. 

The architecture should preserve detectability of epistemic strain across the chain. Source 
conƲict, unstable classiƱcation, contextual mismatch, unexplained shifts in output, and 
reviewer disagreement should remain visible instead of being absorbed for the sake of 
coherence. These signals should be presented in a form that aƯects review, not hidden in 
system metadata alone. 

Meaningful human control should be supported by both tracking and tracing. The system must 
remain responsive to relevant operational and moral reasons, while preserving provenance and 
responsibility across data sources, model layers, interfaces, review points, and command 
decisions. If the chain cannot be reconstructed, control is already weaker than it appears. 

High stakes systems should include challenge pathways, second review structures, and explicit 
escalation routes. Dissent should be recordable and consequential. A system in which 
divergence from model output or escalation becomes vanishingly rare should be treated with 
suspicion rather than assumed to be mature. 

Supplier obligations should extend beyond technical delivery. Providers of critical functions 
should preserve model provenance, disclose major shifts, allow audit and inspection where 
operationally feasible, and share responsibility for remediation when chain level failures occur. 
Military accountability cannot remain local if decisive system functions are distributed 
upstream.  

Finally, governance should deƱne failure conditions that trigger review, suspension, or redesign. 
A system that cannot meet its own requirements for review time, reasoning completeness, 
challenge capacity, or traceability should not continue to claim meaningful human control. 
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Appendix B. A parallel corrective layer for simulation, shadow mode, and operational 
testing 

A parallel corrective layer should be introduced Ʊrst in simulation and shadow mode rather than 
as an immediate operational brake. Its initial task is to detect forms of epistemic strain that the 
main optimization chain tends to suppress, such as unstable classiƱcation, source conƲict, 
contextual mismatch, model drift, or hesitation by human reviewers. The question at this stage 
is practical. Can the layer identify conditions under which the operational chain presents false 
clarity. 

In shadow mode, the corrective layer should run alongside semi autonomous or decision 
support systems without binding authority. It should record when it would have recommended 
pause, reopening, escalation, or refusal. Comparative analysis can then examine how often the 
main chain moved toward execution while the corrective layer signaled that the basis for action 
remained too weak or too unstable. This stage is valuable because it exposes not only model 
Ʋaws but architectural habits of closure.  

Only later should more forceful interventions be considered. Mandatory interruption authority 
requires stronger institutional conditions, clearer constitutional limits, and reliable evidence 
that the layer improves judgment rather than merely adding complexity. Even then, the 
corrective layer should not replace human responsibility. Its role is narrower. It preserves the 
interval in which renewed human orientation and judgment can still occur before action 
proceeds. 

The broader purpose of such a layer is institutional rather than merely technical. It helps rebuild 
a capacity that high speed systems steadily erode, the ability to notice when the system has 
become more certain than the situation warrants. That is why the corrective layer belongs inside 
the architecture of military AI and not outside it as an optional governance add on. It is one of 
the ways a system can remain operational without ceasing to be answerable. 
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Conclusion 

Taken together, the essays in this booklet trace a single movement across three registers of the 
same problem. The Ʊrst begins within the debate on military AI and argues that ethically aligned 
systems, however necessary, cannot by themselves secure responsible action under conditions 
of uncertainty, deception, and operational pressure. The second widens that claim by showing 
how AI-mediated environments alter the conditions under which judgment, answerability, and 
public intelligibility can still be sustained. The third translates these concerns into the language 
of architecture, asking how military AI systems must be designed if judgment is to remain 
possible, traceable, and capable of binding action. The military domain functions here not as an 
illustrative case added to a philosophical argument, but as a stress-test for epistemic 
stewardship. It is the Ʊeld in which uncertainty, speed, adversarial manipulation, distributed 
cognition, and irreversible consequence converge most sharply. If stewardship cannot specify 
what must remain visible, interruptible, traceable, and humanly binding under these pressures, 
it remains a conceptual posture. If it can, it becomes a principle of governance and design. 

What emerges from this sequence is not a rejection of AI, nor a defence of human control in 
merely symbolic terms. It is a more demanding claim: responsibility in an age of computational 
mediation depends on the preservation of epistemic and institutional conditions that technical 
systems cannot secure on their own. Control is necessary. Oversight is necessary. Alignment is 
necessary. Yet none of these reaches far enough when the underlying conditions of knowing 
have already eroded. A system may preserve a human checkpoint and still narrow the Ʊeld of 
judgment before the human act begins. It may satisfy formal ethical requirements and still 
convert uncertainty into unwarranted authority. It may improve speed and precision while 
weakening the very capacities through which action remains intelligible, revisable, and 
answerable. The crisis is epistemic before it becomes legal, moral, or political. Institutions lose 
reliability not only when outputs are wrong, but when they can no longer see clearly what their 
systems do not know, what their categories fail to capture, and when their own momentum 
should be interrupted. 

This is why the language of epistemic stewardship remains central. It names a responsibility that 
is often missed when ethics is treated mainly as compliance, constraint, or retrospective review. 
Stewardship concerns the maintenance of interpretive conditions: the visibility of uncertainty, 
the preservation of doubt, the traceability of authority, the possibility of interruption, and the 
ability of institutions to return to their own acts in a form that still allows responsibility to be 
carried. In military settings, this task becomes especially acute because the systems in question 
do not merely classify or recommend. They may shape surveillance, targeting, escalation, and 
the use of force under conditions of adversarial deception and limited time. Under those 
pressures, stewardship cannot remain a moral posture alone. It has to become architectural. 

That architectural turn is one of the decisive conclusions of this booklet. A military AI system 
cannot be regarded as responsibly governed simply because a human remains somewhere in 
the loop. The issue is not human presence as such, but whether the chain from signal to action 
still preserves the conditions under which judgment can occur and still carry force. This includes 
the design of sensing and fusion layers, the handling of ambiguity, the visibility of source 
conƲict, the possibility of reopening a recommendation, the preservation of second review and 
dissent, the detectability of epistemic strain, the availability of a corrective layer, the integrity of 
the gate, and the institutional capacity to suspend or redesign a system when those conditions 
no longer hold. These are not decorative additions to eƯiciency. They determine whether 
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technical systems remain governable in a human and political sense once they begin to mediate 
action under speed. 

The military case sharpens the broader civilizational point. In this domain, AI outputs do not end 
as recommendations only. They may enter chains of command, authorization, coercion, and 
force. That fact places a heavier burden on design and governance alike. False conƱdence, 
narrowed admissibility, or proceduralized oversight may carry not only local operational risks, 
but strategic, legal, and constitutional consequences. Yet this sharper case also reveals 
something general. The problem is not conƱned to military institutions. Across domains, 
technical systems increasingly shape relevance before reƲection begins, compress uncertainty 
into administrable signals, and make procedural Ʋuency look like judgment. The military setting 
exposes, under harsher conditions, a wider transformation in how institutions know and act. 

What, then, must remain human? Not everything. That is neither possible nor desirable. 
Technical systems will continue to detect, correlate, classify, and surface patterns beyond 
unaided human capacity. The human task lies elsewhere, and in some respects becomes more 
important precisely because machines become more capable. What must remain human is the 
authority to interpret unresolved ambiguity, to judge when the grounds of action are too thin, to 
reopen what has been prematurely stabilized, to refuse when refusal is warranted, and to 
answer publicly and institutionally for what is done. These are not residual tasks left over after 
automation has taken the substantive work. They are the tasks that determine whether a system 
remains compatible with responsibility at all. 

The essays collected here therefore do not end with a technical proposal alone. They end with a 
question of institutional order. What kind of institutions do we still wish to inhabit when decision 
environments are increasingly mediated by AI? Institutions that optimize faster than they can 
reƲect? Or institutions that preserve the slower and more diƯicult capacities without which 
action loses proportion, legitimacy, and meaning? The answer cannot be given by design teams 
alone, nor by ethics boards, nor by military planners in isolation. It requires a broader renewal of 
institutional discipline, one in which technical capability is bound to epistemic integrity, and 
eƯiciency is no longer permitted to displace answerability. 

The wager of this booklet has been simple throughout. Technical power does not remove the 
human question. It intensiƱes it. The more systems participate in perception, classiƱcation, 
recommendation, and action, the more urgent it becomes to preserve the conditions under 
which judgment can still interrupt, responsibility can still bind, and institutions can still know 
what they are doing and in whose name. If there is a single conclusion to be drawn from the 
pages gathered here, it is this: the future of responsible AI will not be decided by alignment 
alone, nor by oversight alone, nor by architecture alone, but by whether we can build and sustain 
forms of stewardship in which technical systems remain answerable to human judgment rather 
than the other way around. 
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