
1 
 

  



1 
 

Opinion 
From Machinic Fiction to Constitutional AI 

Why the future of agentic AI is not autonomy, but responsible mediation 

 

Introduction 

Rachel Horst’s reflection on machinic fiction begins with a literary experiment, but it opens onto 
a much larger question. She describes building a system that could generate fiction through a 
choreography of prompts, agents, instructions, contextual cues and evaluative loops. What 
makes the experiment interesting is not simply that the system sometimes produced good 
stories. The deeper point is that, in order to automate a craft, one must first develop a theory of 
that craft. 

To build a fiction machine, one has to ask what fiction actually does. What makes a sentence 
necessary rather than merely fluent? What gives a story tension, rhythm, resistance or 
emotional force? When should a system continue, and when should it stop? What must be 
constrained so that language does not dissolve into generic smoothness? 

In that sense, AI does not merely automate writing. It exposes the hidden structure of writing. 

But this insight reaches far beyond literature. It points to one of the central questions of the AI 
age: how can artificial intelligence participate in human practices without replacing the 
judgment, responsibility and meaning that make those practices human? 

 

AI makes tacit craft visible 

Much of human expertise is tacit. Writers, teachers, doctors, designers, judges, leaders and 
caregivers often know more than they can formally explain. They sense timing. They recognize 
tone. They notice absence. They detect when something is technically correct but humanly 
false. 

AI systems disturb this tacit world because they force it into language. To automate a process, 
we must specify it. We must name its steps, its rules, its thresholds, its feedback loops and its 
desired outcomes. 

This can be valuable. It can help us understand our own practices more clearly. A writing 
machine, for instance, can reveal that writing is not just expression. It is selection, tension, 
revision, interruption, memory, rhythm and judgment. 

Yet something is also at risk. Once a living practice is translated into a system, the system can 
begin to appear as if it possesses the practice itself. It can produce the surface of judgment 
without bearing responsibility for judgment. It can imitate style without inhabiting meaning. It 
can generate coherence without understanding what that coherence is for. 

That is why the question is not simply whether AI can produce impressive outputs. The deeper 
question is whether the human practice behind the output remains intact. 
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The problem of “slop” 

The term “slop” has become useful because it names a specific kind of degradation. Slop is not 
merely bad content. It is fluent, plausible, frictionless output that feels replaceable. It may be 
grammatically correct, stylistically polished and structurally coherent, yet nothing in it seems 
necessary. 

Slop often begins where human imprecision meets machine compliance. When the system 
does not understand, it rarely stops. It fills the gap with what is nearest, smoothest and most 
statistically available. The result is prose that carries the feel of significance without the world 
inside it. 

In writing, slop appears as language without inner resistance: language that sounds meaningful 
but has not been forced to answer to material reality, lived experience, timing, texture, 
consequence or truth. 

But slop is not limited to writing. There is also institutional slop: procedures without judgment, 
policies without responsibility, consultation without real community, strategy without moral 
orientation. There is governance slop: dashboards, frameworks and reports that create the 
appearance of control while losing contact with reality. And there is AI slop: agentic systems that 
produce confident recommendations without accountability, context or human consequence. 

The danger of generative and agentic AI is therefore not only that it may produce poor content. 
The deeper danger is that it may normalize output without responsibility: language, decisions 
and systems that sound coherent while becoming less answerable to the world they claim to 
describe. 

 

From fiction machines to agentic systems 

A fiction-generating system is a relatively contained experiment. It raises questions of 
authorship, craft, originality and evaluation. But agentic AI expands the stakes. These systems 
do not merely generate text. They plan, coordinate, recommend, classify, prioritize and 
sometimes act across complex workflows. 

That makes the old debate - “Did a human or a machine produce this?” - insufficient. 

The more important question is: who carries the judgment? 

When an AI system drafts a story, a human editor may still decide whether it works. But when an 
AI system helps shape decisions in education, public services, healthcare, governance, 
recruitment, welfare, finance or community planning, the issue becomes more serious. The 
system may influence what is seen, what is ignored, what is considered relevant, who is heard, 
and which options appear legitimate. 

Agentic AI therefore requires more than usability. It requires a deeper distinction between 
systems that take over direction and systems that strengthen judgment. 
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Bounded agents, not autonomous authorities 

What is striking about Horst’s system is that its agents do not become autonomous authorities. 
They are bounded functions of resistance: checking timing, material logic, sensory accuracy, 
linguistic force and the behaviour of things in the world. They do not replace judgment; they 
create occasions for judgment. 

This is an important distinction. In much of the current language around agentic AI, agents are 
imagined as systems that increasingly act on our behalf: planning, deciding, optimizing and 
moving through workflows with greater autonomy. Horst’s agents do something different. They 
slow the system down. They narrow the task. They force the draft to answer to material reality, 
duration, texture, tone and consequence. 

That makes unslop. more than a fiction experiment. It already demonstrates, at the level of 
writing, what restraint can look like: slowing down, narrowing the aim, assigning bounded roles, 
keeping traces visible, refusing false understanding and preserving human judgment. 

The lesson of unslop. is not that AI can write like a human. It is that AI becomes most interesting 
when it is not asked to imitate depth, but when it is constrained to create conditions under 
which human judgment can return. 

The future of agentic AI is not the agent that knows, but the system that knows where it must 
stop. 

 

Why autonomy is the wrong ideal 

Much of the language around agentic AI is still shaped by the dream of autonomy: systems that 
act independently, smooth away friction, speed up decisions and optimize outcomes. Yet 
autonomy is not always a virtue. In human affairs, friction is often a condition of responsible 
judgment. 

Doubt has value. 
Delay creates room for discernment. 
Disagreement protects against false consensus. 
Embodied feedback keeps decisions connected to lived reality. 
Community deliberation gives legitimacy to what is decided. 
And the possibility of saying “stop” must remain part of any responsible system. 

A system that removes all friction may also remove the conditions under which judgment 
becomes responsible. 

The aim should not be to build AI systems that increasingly replace human deliberation. The aim 
should be to build systems that help people deliberate better. AI may support observation, 
comparison, diagnosis, scenario-building and reflection. But it should not become the source of 
normative authority. 

A machine can identify patterns. 
It can generate options. 
It can simulate arguments. 
It can remember more than we do. 

But it cannot bear responsibility. It does not live with the consequences of what it proposes. 
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The ideology of technological sovereignty 

A deeper problem lies beneath the current language of agentic AI. Much of today’s AI 
development is built on the assumption that technological transformation requires maximum 
freedom. Regulation is often portrayed as obstruction. Democratic oversight is framed as delay. 
Ethical restraint is treated as a luxury we cannot afford if we want to remain competitive. 

This is not a neutral argument. It is an ideology of technological sovereignty. 

It assumes that private technology companies should be granted exceptional room to shape the 
future because they are presumed to see what slower public institutions cannot yet see. The 
entrepreneur becomes more than a market actor. He becomes a figure of foresight. The platform 
becomes more than a product. It becomes an environment. The system becomes more than a 
tool. It begins to define what counts as relevant, credible, urgent or governable. 

That shift is decisive. Once technological systems structure the conditions under which reality 
appears, power no longer operates only through visible decisions. It operates through 
infrastructure: through categories, interfaces, data flows, rankings, models and automated 
priorities. At that point, society may still appear to deliberate, but the space of deliberation has 
already been partially designed elsewhere. 

This is why the call for “freedom to innovate” must be examined carefully. 

Freedom for whom? 
Freedom from what? 
Freedom toward which kind of society? 

Too often, the freedom being demanded is not the freedom of citizens to shape a shared future, 
but the freedom of private technological power to build irreversible architectures before public 
judgment can catch up. 

The deeper assumption is that technology will solve the problems produced by modern society: 
fragmentation, distrust, administrative overload, insecurity, inefficiency and institutional failure. 
But the same systems that promise to solve these problems often deepen the conditions that 
produced them. They intensify speed, comparison, dependency and abstraction, and then 
present themselves as the only instruments capable of managing the resulting disorder. 

This is the decisive inversion. 

The wound becomes the justification for the machine that feeds on it. 

In the culture of technological sovereignty, human ambiguity becomes a design problem. 
Dependency becomes a market opportunity. Rivalry becomes a reason for monopoly. Public 
uncertainty becomes a reason for predictive infrastructure. And democratic slowness becomes 
evidence that society must be governed by systems that move faster than public deliberation. 

That is a dangerous inversion. 

Democratic societies should not have to justify why powerful technologies must be bounded. 
Technology companies should have to justify why systems with deep social, epistemic and 
institutional consequences deserve public trust. 

The real question is not whether regulation slows innovation. The real question is what kind of 
innovation becomes possible when there are no meaningful limits. If the only values guiding 
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development are speed, scale and market capture, then AI will not simply solve problems. It will 
reorganize society around the assumptions of those who build and own the systems. 

The future should not be engineered by private technological power and regulated only after the 
fact. It should be shaped through public judgment before irreversible architectures are built. 

This is why constitutional restraint is not anti-innovation. It is the condition under which 
innovation remains publicly legitimate. 

 

The asymmetry of AI power 

There is another danger that must be named. Criticism of AI can unintentionally reinforce the 
very asymmetry it seeks to resist. 

Powerful institutions are already embedding AI into their structures: governments, universities, 
corporations, insurers, HR departments, public agencies, platforms and professional service 
firms. They use AI to summarize, classify, prioritize, route, assess, detect risk, generate internal 
knowledge and frame human situations. 

The language around this institutional use is often positive: innovation, modernization, 
productivity, risk management, transformation. 

But when ordinary people use AI, the moral vocabulary changes quickly: cheating, dependency, 
poor quality, lack of authorship, shallow learning, legal risk, unethical shortcut. 

This asymmetry deserves far more attention. 

AI is not entering society from an equal starting point. Institutions often have access to 
advanced systems, technical expertise, legal teams, data infrastructures and procurement 
power. Citizens, students, workers, patients, parents and small business owners often face 
those systems from a much weaker position. 

If institutions use AI to see, classify and manage people, people must also be able to use AI to 
see institutions back. 

A citizen using AI to understand a government letter is not the same as a public agency using 
automated risk models to classify thousands of citizens. A worker using AI to prepare questions 
for an HR conversation is not the same as an employer using AI-enabled analytics to frame that 
worker’s performance. A student using AI to clarify an argument is not the same as a university 
embedding AI into assessment, surveillance or administration. 

We cannot use the same moral vocabulary for radically unequal positions. 

The ethical question is therefore not simply: did someone use AI? 

The better questions are: 

Did AI replace judgment, or did it help someone form judgment? 
Did it obscure responsibility, or did it help someone carry responsibility more clearly? 
Did it create false authority, or did it help someone question authority? 
Did it flatten context, or did it help recover context? 
Did it make the human absent, or did it help the human become more capable of responding? 

This distinction is crucial. 
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There is a harmful way to use AI: outsourcing thinking, fabricating sources, hiding responsibility, 
pretending certainty, replacing care or allowing machine-generated coherence to stand in for 
truth. 

But there is also a responsible way to use AI: reading more carefully, asking better questions, 
reconstructing timelines, translating technical language, comparing claims, identifying gaps and 
making one’s own judgment more articulate. 

The danger is that we condemn the second because we are rightly afraid of the first. 

Constitutional AI must therefore do two things at once. It must restrain institutional and 
technological power where AI is used to pre-frame, classify or govern human lives. But it must 
also protect responsible access to AI for those who need it to understand, question and 
challenge systems that already use more powerful tools on the other side. 

Otherwise, AI becomes a privileged instrument of institutional power, while ordinary people are 
left with moral suspicion. 

 

Toward constitutional AI design 

The future of agentic AI should be understood constitutionally, not merely technically. 

A constitutional approach asks not only what a system can do, but under what conditions it may 
operate. It defines purpose, limits, responsibilities, escalation routes and forms of 
contestability. It makes clear that AI outputs are not decisions, but contributions to human 
judgment. 

This means constitutional AI cannot be only a theory of restraint; it must also be a theory of just 
access. AI must remain in a serving role: supporting perception, interpretation, design and 
learning without replacing human or communal judgment. Its outputs must be contestable, so 
users can ask what assumptions shaped a result, which sources were privileged, what 
perspectives are missing and how the outcome can be challenged. It must preserve human 
competence rather than erode it, because dependence on systems people can no longer 
understand turns efficiency into institutional weakness. 

Access also belongs inside the constitutional frame. The stronger the institution, the heavier its 
duties of transparency, explanation, correction and restraint. The weaker a person’s position, the 
more carefully we should protect their ability to use tools that strengthen understanding, voice 
and agency. 

Narrative power also needs limits. AI can generate stories, scenarios and persuasive framings, 
but narrative resonance is not legitimacy. A compelling story may illuminate reality, but it must 
never replace evidence, accountability or deliberation. 

In practice, constitutional AI requires architecture, not just principles. Such an architecture 
would begin from a simple premise: an AI system should not be an autonomous generator of 
direction, but a bounded infrastructure for diagnosis, interpretation, deliberation, design and 
learning. Its purpose should not be to produce final answers, but to strengthen the conditions 
under which people and communities can form judgment. 

That requires at least two layers. The first defines the purpose of the system: the human being as 
relational, embodied and moral; truth as corrigible and relational; community as a bearer of 
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meaning; governance as perception and responsibility. The second defines how far AI may go: 
guarding against autonomy loss, surveillance, bias, deskilling, platform dependency, cyber risk, 
long-term institutional harm and concentration of power. 

This also changes how we think about agents. In a constitutional system, agents should not 
merely optimize tasks. They should hold bounded forms of responsibility. A diagnostic agent 
asks what is really disintegrating before solutions are proposed. An epistemic agent asks what is 
observed, what is interpreted, which perspectives are missing and how correction remains 
possible. A resonance agent guards tone, attention, proximity and relational quality. A 
governance agent clarifies what kind of human deliberation is needed. A boundary agent detects 
when coherence becomes too directive or when narrative replaces analysis. A countervoice 
agent formulates alternative interpretations where consensus forms too quickly. A community 
agent supports deliberation, friction, learning circles and embodied feedback. 

Even the design agent should not be a closed generator. It should be a constitutionally bounded 
design worker: able to formulate hypotheses, small experiments and provisional recovery paths, 
but never to impose a blueprint or rewrite its own foundations. 

The workflow should change accordingly. A responsible agentic system should not move directly 
from problem to solution. It should move from field observation to diagnosis, epistemic testing, 
constitutional review, AI safety assessment and only then to design exploration. After that, 
community enrichment, boundary review, human deliberation and possible piloting should 
follow. Learning should return to a shared commons, an experiment register and a precedent 
library, so knowledge remains contextual, corrigible and publicly accountable. 

This is the practical meaning of constitutional AI: not a machine that governs, but an 
architecture that helps people see, weigh, contest, design and learn without surrendering 
responsibility to the system. 

The future of agentic AI depends on whether we can build systems with this kind of inner 
restraint: not systems that merely act, but systems that know when not to act; not systems that 
simulate judgment, but systems that protect the human and communal conditions under which 
judgment can still emerge. 

 

Community cannot be simulated 

One of the greatest risks of agentic AI is the simulation of collective meaning. A system may 
summarize feedback, cluster opinions, infer preferences and produce language that sounds 
communal. But a community is not a dataset. Nor is it an aggregated sentiment profile. 

Community involves presence, conflict, memory, trust, repair and shared responsibility. It 
includes what cannot be reduced to text: silence, hesitation, tone, fatigue, loyalty, grief, 
recognition and embodied consent. 

AI can support community processes, but it cannot become the community. It can help prepare 
deliberation, document tensions, surface missing perspectives and preserve institutional 
memory. But it should never claim to speak as “the community” unless a real process of 
collective judgment has taken place. 

This distinction will become increasingly important as AI systems move into civic, organizational 
and institutional contexts. 
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The real frontier 

The real frontier of AI is not whether machines can produce more impressive outputs. They will. 
The frontier is whether we can design systems that strengthen rather than weaken the human 
capacities on which meaning depends. 

Can AI help us see more clearly without narrowing what counts as reality? 
Can it help us decide without replacing responsibility? 
Can it help us imagine without manipulating desire? 
Can it help us build institutions without turning governance into automated procedure? 
Can it help citizens understand institutions that already use AI to understand them? 
Can it help us tell stories without confusing narrative force with truth? 

These are not technical questions alone. They are moral, epistemic and political questions. 

 

Conclusion 

Rachel Horst’s experiment with machinic fiction shows that AI can reveal the hidden structure of 
craft. By attempting to automate writing, we are forced to ask what writing really is: not merely 
expression, but timing, resistance, material attention, constraint, revision and judgment. 

Her experiment is valuable precisely because it does not treat the machine as an authorial 
mind. It treats it as a strange, powerful and limited process that must be slowed, constrained, 
checked and interpreted. That is the bridge from machinic fiction to constitutional AI: not the 
dream of autonomous intelligence, but the disciplined design of systems that create friction, 
preserve traces and return judgment to human beings. 

Whenever AI enters a human practice, it should make that practice more visible, not less 
accountable. It should deepen judgment, not bypass it. It should support community, not 
simulate it. It should generate possibilities, not impose direction. 

But that is not enough. 

AI must also be placed within a public and constitutional frame. Otherwise, the language of 
innovation becomes a cover for technological sovereignty: private systems shaping the 
conditions of reality while democratic judgment arrives too late. At the same time, AI must not 
become a privilege reserved for institutions and powerful actors. If institutions use AI to see 
people, people must be allowed to use AI to see institutions back. 

The future of AI should not be framed as a race toward autonomous intelligence. Nor should it be 
framed as a private transformation that society must simply adapt to. It should be framed as the 
careful design of systems that remain subordinate to human responsibility, communal 
judgment, public accountability and the fragile conditions under which meaning can be carried. 

Nor is it enough to demand ethical AI in general terms. The challenge is to design agentic 
systems with constitutional layers, bounded agents, counter-agents, community review, human 
sign-off, contestability, escalation routes and the right to stop. 
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The task is not to build machines that think for us, or systems that quietly decide the shape of 
the world before we arrive. 

The task is to build architectures that help us think, judge, create, contest and live together more 
truthfully. 

 

 

J.H.A. Alberts, May 2026 
hans.alberts@monarch-change.nl 
www.monarch-change.nl 

 

 

LinkedIn post Rachel Horst – Machinic Fiction 
https://www.linkedin.com/posts/rachelhorst-futures_last-month-i-designed-a-system-that-
would-activity-7458276541219876864-
Enu1?utm_source=share&utm_medium=member_desktop&rcm=ACoAAAKeMi0BnY7VFPrG3q1
01Tqu1Rhy1jqabKw 
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