
  



Opinion 
 

Academic publishing needs epistemic redesign, not another layer of automation 

The crisis in academic publishing is usually described in operational terms. There are too many 
papers, too few reviewers, too many predatory journals, too many retractions, too many 
incentives to publish quickly, and now too many AI generated manuscripts. This description is 
accurate, but it remains too close to the surface. 

The deeper problem concerns the institutional conditions under which knowledge becomes 
trustworthy. 

Peer review is under pressure because the wider knowledge system has changed. Academic 
publishing now operates in an environment shaped by platform infrastructures, metric driven 
reputation systems, commercial databases, synthetic text generation, automated discovery 
tools and global competition for visibility. These forces do not simply affect publishing from the 
outside. They increasingly define what counts as relevance, productivity, authority and impact. 

That is why the current debate should move beyond the familiar question of how peer review can 
become faster or more scalable. Speed will not restore trust. Scale will not restore judgment. 
Automation will not restore epistemic responsibility. 

Academic publishing requires institutional redesign. 

The peer review crisis is a legitimacy crisis 

The classical journal system still performs many of its formal functions. Manuscripts are 
submitted. Reviewers are invited. Editors make decisions. Articles are published, indexed, 
ranked and cited. The machinery still works. 

Yet a system can continue to function while its authority weakens. 

This is now happening in academic publishing. The journal article still carries institutional 
weight, but the process behind it no longer guarantees the level of trust that the form suggests. 
Reviewer exhaustion, paper mills, citation manipulation, predatory publishing and mass 
retractions are not separate failures. They belong to the same pattern. The validation system 
produces formal acceptance, while the deeper conditions of reliability become harder to 
sustain. 

This is important because a scientific article is more than a unit of output. It is a public claim. It 
asks the reader, the field and society to accept that something has been observed, tested, 
argued and made available for correction. That claim depends on method, but also on 
responsibility. It depends on a community that can judge, challenge, remember and revise. 

When that community becomes overloaded, fragmented or captured by performance 
incentives, the article begins to lose its public meaning. It may still be published. It may still be 
cited. It may still appear in a respected database. Yet the relation between publication and trust 
becomes weaker. 

This is the real crisis. 

 



AI intensifies a problem that already existed 

Generative AI did not create the crisis in scholarly publishing. It exposes and accelerates it. 

The academic system already rewarded volume, speed and measurable visibility. AI makes it 
easier to produce texts that fit those demands. It can generate fluent abstracts, plausible 
literature reviews, synthetic argumentation and technically acceptable prose. In some cases, it 
can assist serious researchers. In other cases, it can manufacture the appearance of 
scholarship without the substance of inquiry. 

This difference is decisive. 

The problem is not that machines produce text. The problem is that institutions may treat textual 
coherence as if it were epistemic validity. Large language models are particularly effective at 
producing outputs that resemble knowledge. They can sound informed without being 
accountable. They can summarize without understanding. They can cite patterns without 
bearing responsibility for truth. 

In my own work I describe this as epistemic mimicry. It is the production of plausible knowledge 
forms without the corresponding structures of justification, context and responsibility. 

Academic publishing is highly vulnerable to this. It already depends on recognizable formats. 
Abstracts, keywords, literature reviews, methods sections and discussion paragraphs can be 
imitated. A weak review system may detect obvious fabrication, but it will struggle with fluent 
mediocrity at scale. The result is not only more bad papers. The result is semantic erosion. The 
difference between knowledge and its imitation becomes harder to maintain. 

That is dangerous for science and for democratic society. 

The distinction between data, information, knowledge and understanding must be restored 

A serious response starts with a basic distinction. 

Data are raw signals or observations. Information is structured and contextualized data. 
Knowledge requires justification, method and validation within a community of inquiry. 
Understanding requires the ability to grasp relations, context, meaning and consequences. 

Digital systems tend to collapse these levels. Search engines retrieve information and present it 
as relevance. Citation metrics translate scholarly influence into numerical standing. AI systems 
generate coherent outputs and present them as answers. Publishing platforms process 
manuscripts and convert them into indexed units of academic value. 

This compression is efficient. It is also risky. 

Universities, libraries, publishers and research institutions must preserve the difference 
between access and understanding. AI can support access. It can help with search, screening, 
translation, metadata and anomaly detection. It can help identify duplicated images, suspicious 
citation clusters or signs of paper mill activity. These uses are valuable. 

Yet none of this should be confused with epistemic judgment. 

Judgment requires context. It requires knowledge of a field, awareness of method, sensitivity to 
uncertainty and the ability to distinguish novelty from noise. It also requires responsibility. 
Someone must be able to say why a claim should be trusted, why a source matters, why a 
method is adequate and why a conclusion follows. 



AI can assist that process. It cannot carry its institutional burden. 

Publish, review and curate is a useful direction, but not enough 

The proposed shift toward a Publish, Review, Curate model is important. It moves scholarly 
communication away from a single gatekeeping moment and toward a more distributed process 
of registration, open assessment and ongoing evaluation. That direction makes sense in a digital 
environment. It may also reduce the excessive authority now concentrated in journals and 
commercial publishers. 

Still, the model needs a stronger institutional foundation. 

Publishing first, reviewing openly and curating later will not solve the problem if the surrounding 
incentives remain unchanged. It may even increase noise unless curation is governed by clear 
epistemic principles. The same risks return in another form: reputation games, platform 
dependency, opaque ranking systems, automated visibility, and uneven participation between 
well resourced and poorly resourced institutions. 

A workflow is not an institution. A platform is not a community. A review layer is not yet a culture 
of responsibility. 

Publish, Review, Curate becomes valuable when it is embedded in purpose guided institutional 
redesign. That means the architecture must be built around the public purpose of knowledge, 
rather than around speed, market reach or technical optimization. It must answer several hard 
questions. 

Who validates? 
Under which mandate? 
With what accountability? 
How is dissent preserved? 
How is provenance secured? 
How are corrections handled? 
How are marginalized fields and non dominant knowledge traditions protected from 
disappearance? 
How does the system prevent new forms of capture? 

These questions cannot be solved by software design alone. They belong to institutional 
governance. 

University libraries should become epistemic stewards 

The role of university libraries deserves serious attention. They are among the few institutions 
with a long public mission around access, preservation, classification and knowledge continuity. 
They have experience with metadata, archives, repositories, scholarly infrastructure and public 
trust. In the current transition, they may become far more important than many university 
leaders realize. 

Yet the library should not be framed merely as a neutral gatekeeper. 

Neutrality is too thin a concept for the present crisis. Libraries are not valuable because they 
stand outside judgment. They are valuable because they can help organize the conditions under 
which judgment remains possible. Their role should be understood as epistemic stewardship. 



That means libraries can help protect provenance, preserve plurality, support open repositories, 
maintain contextual metadata, develop AI literacy, facilitate transparent review practices and 
resist commercial enclosure of scholarly infrastructures. They can become civic knowledge 
institutions within the university, not only service providers for researchers. 

This also requires internal renewal. Libraries themselves are increasingly dependent on 
proprietary metadata systems, commercial discovery platforms and ranking infrastructures. If 
they become the host of future publishing models while remaining dependent on opaque 
commercial architectures, the problem is only relocated. 

A library centered model must therefore be accompanied by infrastructural awareness. 
Universities need to know which platforms, databases, APIs, metrics and AI tools shape their 
knowledge environment. They need to audit these systems, not only for privacy or efficiency, but 
for epistemic consequences. 

Human in the loop is too weak 

Many proposals for AI supported publishing rely on the phrase human in the loop. The phrase is 
useful, but it can become misleading. 

A human can be in the loop while the real structure of decision making has already shifted 
elsewhere. A reviewer may approve an AI generated screening recommendation. An editor may 
trust a risk score. A librarian may accept automated metadata. A researcher may rely on 
machine generated summaries. In each case, a human remains present, but human judgment 
may already be narrowed by the system. 

The more precise principle is epistemic subsidiarity. 

Decisions about knowledge production, interpretation and validation should remain as close as 
possible to human judgment, domain expertise and contextual understanding. AI systems 
should support those capacities rather than displace them. This applies especially in high 
stakes epistemic workflows such as peer review, editorial selection, academic assessment, 
archival curation and public scientific communication. 

Epistemic subsidiarity does not reject AI. It places AI in the right position. The machine can 
assist with detection, comparison, translation and pattern recognition. The institution must 
preserve responsibility, interpretation and final accountability. 

That distinction must be designed into the system from the start. 

The deeper risk is institutional capture 

The current publishing system is already shaped by commercial capture. Large publishers 
control journals, databases, metrics, workflow tools and analytics. Their role extends far beyond 
dissemination. They increasingly influence discovery, evaluation, reputation and institutional 
decision making. 

AI may deepen this dependency. 

If commercial publishers integrate AI into manuscript screening, reviewer selection, citation 
analytics, literature discovery, research assessment and institutional dashboards, they will 
control more than content. They will shape the conditions under which academic value is 
recognized. This would create a new layer of epistemic dependency. Universities may believe 
they are modernizing while slowly surrendering their own knowledge infrastructure. 



This is a serious governance risk. 

Public universities should not outsource their epistemic nervous system to commercial systems 
whose design priorities they cannot inspect, contest or modify. Scientific communication 
requires open, accountable and plural infrastructures. Proprietary AI systems may play a 
supporting role, but they should never become the hidden architecture of academic judgment. 

The same concern applies to platform based visibility. If discoverability becomes the main proxy 
for relevance, and if relevance is determined by opaque systems, then science drifts toward 
computational reputation management. That development would weaken the university as a 
public institution. 

Epistemic stewardship requires leadership 

The renewal of academic publishing will not come from technical fixes alone. It requires 
leadership from universities, libraries, scholarly societies, research funders and public 
institutions. 

This leadership should be practical. It should include provenance standards for AI generated 
and AI assisted content. It should include mandatory disclosure rules, stronger paper mill 
detection, transparent reviewer accountability, open review archives where appropriate, and 
better correction practices. It should also include investment in public repositories, non 
proprietary discovery tools and community governed knowledge infrastructures. 

Yet operational measures will remain insufficient without a deeper reorientation. 

Institutions must ask what kind of knowledge culture they are sustaining. They must decide 
whether they want to reward output volume or intellectual responsibility. They must decide 
whether peer review is treated as unpaid administrative residue or as a core public function of 
science. They must decide whether libraries are cost centers or public epistemic infrastructures. 
They must decide whether AI is adopted because it is available, or because it serves a clearly 
defined epistemic purpose. 

These are governance choices. They cannot be delegated to vendors or committees alone. 

The academic article must regain its meaning 

There is a simple test for any future publishing model. Does it help the academic article regain 
its meaning as a responsible public claim? 

If the answer is yes, AI can be useful. If the answer is no, the system may become faster while 
becoming less trustworthy. 

A future model should make the life of a claim traceable. Readers should be able to see how a 
paper emerged, which data support it, which tools assisted it, which reviewers challenged it, 
which uncertainties remain and how later corrections affect its status. Review should become 
more transparent without becoming performative. Curation should become more plural without 
becoming chaotic. Metrics should become secondary to judgment. 

This requires a different institutional imagination. 

The scientific record should be treated as a commons. It should be maintained by communities, 
supported by universities, stewarded by libraries, protected by public rules and assisted by 
technologies that remain accountable to human purposes. 



Conclusion 

Academic publishing is entering a decisive period. The old journal centered model is losing 
legitimacy. AI increases the pressure by multiplying both useful support and synthetic distortion. 
Publish, Review, Curate offers a promising direction, especially if university libraries take a 
stronger role. 

The next step requires more than a new workflow. It requires epistemic institutional design. 

Universities must reclaim responsibility for the infrastructures through which knowledge is 
produced, validated, transmitted and remembered. Libraries should become stewards of the 
knowledge commons. AI should assist human judgment without replacing the conditions that 
make judgment possible. Peer review should be understood as a public function, not as an 
exhausted volunteer mechanism attached to commercial publication cycles. 

The central task is clear enough. Scholarly communication must protect the movement from 
data to information, from information to knowledge, and from knowledge to understanding. 

Once that movement collapses, publishing can continue while science loses authority. That 
outcome is avoidable, but only if institutions act before automation becomes the new form of 
surrender. 
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