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Introduction
Andrej Zwitter’s paper on the Embodied Ethics Alignment Problem raises a difficult question:
Can Al ever truly be ethical?

This question reaches beyond technology. It also concerns institutions, responsibility and the
way modern societies understand human judgement.

Much of the current discussion on Al alignment assumes that ethics can be translated into
objectives, rules, preferences, constraints, reward functions or oversight procedures. The
assumption is familiar. If we specify the right values, improve the right models, add safeguards
and keep humans involved, Al systems may eventually behave in ways we can describe as
responsible, trustworthy or ethical.

Zwitter challenges that assumption at its root.

Ethics is more than acceptable output. It is more than compliance with rules, avoidance of harm
or fluent moral language. Human ethics emerges from the human condition itself. It is shaped by
embodiment, vulnerability, conscience, care, mortality, social formation, moral residue and the
slow development of character.

An Al system can produce compassionate language without compassion.
It can simulate remorse without having anything to regret.
It can comply with a rule without understanding why the rule exists.

It can optimize for fairness without inhabiting a world in which justice can wound, bind, demand
and call.

This distinction has serious consequences. Once ethical simulation is mistaken for moral
agency, responsibility begins to shift in the wrong direction. The machine appears to become the
moral actor. Designers, deployers, institutions and regulators move into the background.
Accountability starts to attach itself to the artefact.

That is the danger of anthropomorphism in Al ethics. It does more than confuse language. It
weakens responsibility.

If Al systems are not moral agents, the task is clear. We should govern powerful hon-moral
optimization systems within human institutions that can carry moral responsibility.

| agree with this shift.

One additional concern needs to be added. If ethics remains human, we should not assume that
human oversight automatically protects human judgement. There is also an epistemic layer
beneath the ethical question.

Al does not only raise the question of who remains responsible for an output. It also changes the
conditions under which something first appears as knowledge. Categories, summaries,
rankings, risk signals and recommended actions do not simply support later judgement. They
help shape what becomes visible, what receives weight and which routes later appear
reasonable.

This means that the ethical question starts earlier than the final decision. It starts in the
architecture of knowing itself.



1. The limit of human oversight

Human oversight has become one of the standard safeguards in Al governance. It sounds
reassuring. A human remains involved. A review step is inserted. A manager signs off. A
professional retains final responsibility.

That reassurance can be misleading.

The presence of a human being in a workflow does not mean that human judgement has been
preserved.

A person can be formally present while having little room to form an independent judgement.

A reviewer can approve, edit, escalate or sign off after the system has already shaped the
question.

A manager can be in the loop while the loop itself has already defined what appears relevant,
actionable, risky, fair, urgent or reasonable.

This is one of the blind spots in current Al governance. We often ask whether a human is still
involved. We ask less often whether that human enters early enough, freely enough and with
enough authority to judge responsibly.

The deeper question is:

From what position is the human being asked to judge?

A prior question also needs attention:

What has the system already made knowable before the human starts to judge?

Human oversight often enters at the point of review. By then, the situation may already have
been translated into a category, a summary, a score or arecommended route. The human is
asked to assess an object that has already been formed. The deeper risk is that knowing itself
has been narrowed before responsibility becomes visible.

2. Before judgement can form

This is where the work of Arafeh Karimi and Evelien Verschroeven is especially useful. In their
piece Before Judgement Can Form, they show how Al-enabled systems can pre-shape the
position from which humans are asked to judge.

Their example is simple and strong.

A manager, Mara, must decide whether Arun’s temporary contract should become permanent.
The Al-enabled summary has already framed the case: conversion is not recommended. The
evidence looks plausible: missed deadlines, quieter participation, inconsistent ownership. The
screen offers clear options: approve the recommendation, edit the rationale or request HR
review.

Mara remembers more.

She remembers the restructure that changed Arun’s work without clearly naming what still
belonged to him. She remembers the mentor who left. She remembers the question he tried to
ask in a meeting that had already moved on.



The system did not force Mara’s decision.
It made readiness the question.
This is not only pre-shaped judgement. It is pre-shaped knowing.

Before Mara judges Arun, the system has already organised what kind of knowledge Arun has
become. His work appears as performance evidence. His silence appears as reduced
participation. His hesitation appears as inconsistent ownership. The restructure, the lost mentor
and the broken developmental promise enter later, if they enter at all.

The system may be accurate within its frame and still fail to hold the situation truthfully.

That is the key shift. The issue is not direct replacement of human judgement. The issue is earlier
and more subtle. Al can organize the field before judgement begins. It can make one question
easier to inhabit than another. It can turn a living situation into an actionable object before the
human has had time to locate the relationship, the history, the commitment and the
responsibility at stake.

In that sense, human in the loop comes too late if the human enters only after the frame has
hardened.

The governance question becomes:
Before review begins, what position has the system already offered?

This extends Zwitter’s argument. If Al cannot be ethical in the human sense, then the conditions
for ethical human judgement require protection. A human checkpoint does not provide that
protection by itself.

Human judgement needs time, context and relational grounding. It needs permission to
hesitate. It needs authority to interrupt. It needs the ability to ask whether the question itself is
wrong. It also needs a route through which what the human sees can return into institutional
learning.

Without these conditions, human oversight becomes a surface of legitimacy. The person
remains accountable, while the system has already shaped what can count as judgement.

That is displaced responsibility.
3. Al reveals an older institutional weakness

My own work on epistemic governance and institutional renewal places this issue in a wider
frame.

Al does not create the crisis of ethics. It reveals and accelerates an older institutional weakness.

Many institutions still function, yet they no longer carry meaning as they once did. Procedures
continue. Metrics improve. Workflows accelerate. Accountability is documented. At the same
time, the ability to see what is actually happening often declines.

We have built systems that process more and understand less.
We have increased transparency while losing clarity.

We have expanded compliance while weakening judgement.



We have kept responsibility formally human while moving perception, framing and relevance
into technical infrastructures.

This is larger than Al. It belongs to the modern order itself.

In many domains, the human being has gradually been moved away from the centre of knowing.
Observation became measurement. Interpretation became classification. Professional
judgement became procedure. Responsibility became documentation.

This has brought discipline, consistency and protection against arbitrariness. Yet it also has a
limit. In complex human situations, distance does not always increase reliability. A system may
process more signals and still lose sight of meaning. A dashboard may show more activity and
still miss the loss of trust. A file may be accurate and still fail to tell the truth.

Al intensifies this older movement. It does not simply automate decisions. It can automate the
conditions under which reality first becomes legible.

The result is more than automation bias.
It is epistemic displacement.

The human is still asked to decide, while the conditions for knowing have already been
narrowed.

4. Healthcare as a concrete test case
Healthcare shows this problem in a sharp and practical form.

In my essay Care, Platform and Truth, | examined what happens when medically relevant
interpretation is increasingly mediated by Al systems that operate outside the treatment
relationship. The central issue is a structural gap between influence and responsibility. Such
systems can shape how patients understand symptoms, urgency and next steps, while
remaining outside the legal and professional duties that govern comparable influence within
healthcare itself.

This is not an abstract concern.

Someone with chest pain late at night may type symptoms into a chatbot before calling an
emergency service. A parent may ask a system for an explanation after a short hospital visit. A
patient may enter abnormal blood values into an Al system before speaking with a physician. In
those moments, the system becomes the first interpreter of uncertainty.

Platform providers often do not treat that interaction as medical care. Their terms may state that
output can be inaccurate, that users must assess it themselves, and that it does not replace
professional advice. Yet the practical force of the output remains. A sentence such as “this does
not sound urgent” may reassure a user. A sentence such as “you should seek immediate care”
may trigger anxiety or action. Formally, the output may be presented as information. In practice,
it can function as advice.

This reveals a deeper asymmetry.

Within healthcare, medical advice is embedded in a normative architecture. In the Dutch
context, the WGBO, professional standards, informed consent, confidentiality, liability and
public supervision help connect medical interpretation to responsibility. The patient is not



treated as an ordinary consumer. The law recognises vulnerability, unequal knowledge and
dependence.

Platform-based Al works differently. It is organised through standard contracts, scalable
interfaces, limited liability and private governance. The same general service model may cover
writing support, coding help and health-related questions. That structure is not designed around
the specific moral and legal demands of care.

The healthcare example therefore makes the general argument more concrete. The problem is
not only that Al lacks moral agency. The problem is that private systems can acquire practical
authority before they acquire a fitting legal, professional and moral form.

Health-related interpretation may begin to move from consultation to interface. The first layer of
meaning may arise outside the treatment relationship. The patient may feel guided, while no
professional has accepted responsibility for care, no medical record supports continuity, and no
duty exists to follow up or check whether the guidance was understood correctly.

This is responsibility without a proper institutional home.

It also shows why warnings and disclaimers are not enough. If a system repeatedly receives
individual health data, interprets symptoms or test results, and structures a user’s next steps,
then legal and ethical assessment should look at practical function rather than contractual
label. A provider’s own description cannot be the final word where the system begins to
resemble individual medical guidance.

The healthcare domain also reveals the danger of platformization. Once many people use the
same private system for first orientation, that system becomes part of the path into care. It
begins to influence how uncertainty is framed, which signals are treated as urgent, and which
kinds of follow-up appear reasonable. Control over the first layer of interpretation then becomes
control over a public knowledge function.

This does not mean that Al should be rejected in healthcare. Digital tools can improve access,
prepare patients for consultations, explain medical language and support professionals. The
real question is under what conditions such systems may guide patients without creating a
misleading transfer of responsibility.

A useful distinction can be made here. A tool that helps draft a discharge summary is not the
same as a tool that becomes the first interpreter of urgent symptoms. A system that helps
explain a diagnosis already given by a physician is not the same as a system that starts to assess
what that diagnosis might be. Proportion requires keeping those differences clear.

Healthcare shows, in practical terms, what Al ethics must confront more generally: influence,
judgement and accountability must not be allowed to drift apart.

5. The epistemic question behind Al ethics

Al governance needs to move beyond the familiar triad of accuracy, fairness and explainability.
These concerns remain important, yet they do not reach the deeper issue.

The central question is epistemic:
How does the system shape what can be seen?

How does it define the relevant question?



Which forms of knowing arrive too late?
Where can hesitation enter?
Who has authority to reopen the frame?

Can relational, contextual, embodied and experiential knowledge count as judgement, or only
as background information, annotation or exception?

One more question is crucial.

Can the institution learn from what human judgement reveals, or does it merely absorb that
judgement as a note in the file?

This is why the governance challenge begins in the knowledge infrastructure itself.

A model does not only generate an answer. It works within an architecture of selection. It
decides which signals are foregrounded, which distinctions are available, which uncertainties
are compressed and which forms of context arrive too late. These choices may look technical,
but they carry normative weight.

Once knowledge infrastructure shapes relevance, it also shapes responsibility.

The healthcare example makes this visible. When a chatbot interprets symptoms before a
physician has seen the patient, it does more than offer information. It helps shape the field in
which the later consultation begins. A clinician may then inherit a concern, a reassurance, an
anxiety or a frame that was produced elsewhere, under different conditions and without
equivalent duties.

That is one reason why Al ethics becomes institutional ethics.

If the machine is non-moral, the institution around it must become more morally and
epistemically capable. It must receive human judgement before the frame closes. It must
protect the space in which the right question can emerge. It must give authority to those who
can see what the system cannot. It must create routes for interruption, refusal, reframing and
repair. It must learn from misfit, rather than merely document review.

Otherwise, the institution borrows human judgement without protecting its formation.
6. Responsibility without reach

The contradiction is clear.

Al remains non-moral.

Humans remain accountable.

Institutions may still use human presence to legitimize decisions whose moral and epistemic
shape has already been formed elsewhere.

That is not responsible Al.
That is responsibility without reach.

A person may carry the signature, while the system has carried the framing.



A person may approve the decision, while the architecture has narrowed the field of
interpretation.

A person may be accountable for an outcome, while lacking the authority to interrupt the
conditions that produced it.

In healthcare, the same structure appears when a patient receives Al-mediated guidance before
entering care, while the clinician later becomes the person who must deal with the
consequences. The platform may have shaped the first interpretation. The professional inherits
the practical result. The patient carries uncertainty. Responsibility has moved, but not cleanly.

This is where governance becomes dangerous. The danger does not arise only when humans
disappear from the process. It can also arise when human presence remains visible while
human judgement loses force.

The human stays in the process.
The judgement may not.
7. Moral and epistemic infrastructures

The alternative is not rejection of Al. It is also not a romantic view of human judgement. Humans
are fallible, biased, defensive and shaped by the systems in which they work.

Precisely for that reason, human judgement must be institutionally cultivated, situated,
challenged and supported.

Humans are not always right.
Yet only humans can carry responsibility for meaning.
Only humans can live with moral residue.

Only humans can experience the unease that remains after a technically correct decision still
feels incomplete.

Only humans can ask whether a category has harmed the situation it was meant to clarify.
Only humans can recognize that a file may be accurate and still fail to tell the truth.
This capacity is not a soft addition to governance. It belongs at the centre.

If Zwitter is right, Al ethics remains fundamentally human ethics. Human ethics, however,
requires more than responsible individuals. It requires moral and epistemic infrastructures.

It requires institutions that still know how to see, listen, pause, interpret, authorize judgement
and be changed by what humans come to know.

This also requires a different view of objectivity.

Objectivity cannot mean the removal of the human position from every serious judgement. In
many situations, that ideal becomes too narrow. Someone still chooses the question, the data,
the threshold, the category and the language. Calling this neutral does not remove the
judgement. It only makes it harder to see.



A stronger form of objectivity is closer to integrity. It asks whether perception is accountable,
whether interpretation is open to correction, whether context has been taken seriously and
whether judgement remains connected to its consequences.

Moral infrastructure therefore also has an epistemic dimension.

Institutions must protect the conditions under which people can still see, interpret and be
corrected. They must allow contextual knowledge to enter before the frame closes. They must
keep room for disagreement, hesitation and revision. They must ensure that human judgement
is not only recorded, but able to change the way the institution understands the next case.

Healthcare again shows what this means in practice. Systems with real clinical influence should
be embedded in public law. Responsibility should reflect actual influence. Transparency should
be operational rather than decorative. Review should include epistemic quality, hot only
technical performance. Institutions should preserve human judgement, learning capacity and
relational integrity.

Without that epistemic capacity, moral responsibility becomes thin. It remains formally
assigned, but loses the knowledge base that makes it real.

The future of Al governance will not be secured by moral machines. It will depend on institutions
that refuse to outsource moral agency and refuse to reduce human judgement to procedural
oversight.

Conclusion

The real question may no longer be:

Can Al become ethical?

A deeper question now comes into view:

Can our institutions remain human enough to govern systems that never will be?

That question is ethical, but also epistemic. Institutions cannot carry responsibility if they no
longer know how to see. They cannot authorize judgement if they have already narrowed the
space in which knowledge forms. They cannot protect human agency if perception,
interpretation and relevance have moved into infrastructures that remain insufficiently
answerable.

Healthcare shows this with particular clarity. A system of care can survive digital transformation.
It cannot survive indefinitely if responsibility, judgement and trust drift apart, or if legal
protection for the vulnerable is quietly thinned out in the name of convenience.

The next frontier of Al ethics is therefore not the simulation of morality by machines. Itis the
rebuilding of institutions in which human knowing can still form, be corrected, interrupt the
frame and carry responsibility.

We do not need moral machines.

We need moral and epistemic infrastructures.
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