
 
 

  



 
 

Summary 

This essay examines what happens when AI systems begin to mediate medically relevant 
interpretation outside the formal treatment relationship. Its central argument is that the main 
risk is not only technical error, but a structural gap between influence and responsibility. AI tools 
may shape how patients understand symptoms, urgency, risk and possible next steps, while the 
providers of those tools often remain outside the legal and professional duties that normally 
govern medical care. 

The essay starts from the Dutch healthcare order, where care is not treated as an ordinary 
service. It is organised around the treatment relationship, as regulated by the Dutch Medical 
Treatment Contracts Act (WGBO), and supported by informed consent, professional standards, 
confidentiality, liability and public supervision. These legal and professional forms are not 
merely procedural safeguards. They express a deeper understanding of care: patients are 
vulnerable, medical knowledge is unequal, and trust must be sustained by responsibility that 
can be questioned, tested and answered for. 

Against this order, the essay places the platform model of AI. AI systems are usually organised 
through standardised interfaces, general terms of use, limited liability, scalable output and 
restricted institutional answerability. They can provide fluent and seemingly personal health-
related guidance, but they do so without necessarily entering the framework of care. This creates 
a new and unstable space between general information and medical advice. 

The essay argues that this matters because medical judgement is not the same as information 
processing. Diagnosis is not merely pattern recognition, and probability does not remove clinical 
uncertainty. Responsible care requires context, observation, experience, continuity, personal 
contact and the ability to revise judgement over time. AI can support parts of this process, but it 
does not automatically reproduce the conditions that make medical judgement trustworthy. 

A further concern is infrastructural. When patients increasingly turn to AI systems before seeing 
a clinician, private platforms may become the first layer of medical interpretation. They begin to 
shape how symptoms are framed, what counts as urgent, and which next steps seem 
reasonable. In that way, healthcare knowledge risks becoming partly dependent on systems that 
are not governed like public or professional health institutions. 

The essay therefore does not reject AI in healthcare. It argues instead that AI may be useful only 
when its influence is matched by fitting forms of responsibility. That requires public-law 
embedding, health-specific liability rules, transparency about model limits, independent review 
of epistemic quality, institutional learning, and the preservation of human judgement and 
relational integrity. 

The broader warning is that healthcare should not be silently reorganised around the logic of 
platforms. Care is not merely a service, medical knowledge is not merely output, and patients 
are not simply users of an interface. If AI is to support healthcare responsibly, it must remain 
subordinate to the legal, professional and human architecture that makes care trustworthy. 
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Foreword 

This essay does not begin from the assumption that the central question raised by artificial 
intelligence in healthcare is merely one of efficiency, innovation or technical safety. Those 
questions are important, but they do not reach the full depth of what is at stake. The deeper 
issue concerns the kind of order within which care takes place, the kind of knowledge on which 
it relies, and the kind of human being that order presupposes. 

Modern systems tend to present knowledge as information, judgement as procedure, and 
responsibility as something that can be distributed across interfaces, protocols and managed 
risk. In that movement, something essential is easily lost. Care is not simply a service, and 
medical knowledge is not simply output. Both depend on forms of presence, interpretation, trust 
and accountability that cannot be reduced to technical performance alone. They presuppose 
the human person not as a manageable case or informational unit, but as embodied, vulnerable, 
relational and interpretive. 

The argument developed in this essay is therefore situated within a broader concern. Across 
many public domains, institutional life has become more abstract, more standardised and more 
detached from the human realities it is meant to serve. What appears as progress may at the 
same time thin out the conditions under which judgement remains responsible, institutions 
remain trustworthy, and knowledge remains connected to lived reality. In healthcare, that 
thinning becomes especially visible because the domain is structured by vulnerability, 
dependence and the need for meaningfully answerable forms of guidance. 

For that reason, the question here is not whether digital systems should be rejected, nor 
whether healthcare can remain untouched by technological change. The question is whether 
digital capability can be integrated without allowing care itself to be silently reorganised around 
a thinner image of the human person and a weaker structure of responsibility. If healthcare is to 
remain recognisably itself, then digital systems must be assessed not only by what they can do, 
but also by what they assume, what they displace, and what they require in order not to erode 
the human and institutional conditions of good care. 

What follows is both a legal and a normative inquiry. It is legal because the treatment 
relationship, patient rights and professional duties provide the clearest existing form in which 
responsibility in care is organised. It is normative because those legal forms are not arbitrary. 
They embody judgements about human vulnerability, the need for explanation, the place of 
trust, and the limits of abstraction in questions of health. The aim of this essay is not to defend 
an older order simply because it is older, but to clarify what must be preserved, translated or 
rebuilt if technological development is to remain answerable to the reality of care rather than 
quietly redefining it in its own image. 

A final appendix extends this inquiry into the emerging European Health Data Space. It does not 
replace the argument of the essay, but situates it within a wider European architecture for health 
data access, exchange and reuse. That architecture may strengthen public governance, but it 
also raises a further question: whether lawful data circulation and secure infrastructure are 
sufficient when AI systems increasingly participate in the interpretation of health-related 
meaning. In that sense, the appendix moves from platform influence to the broader governance 
of health knowledge. 
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Introduction 

Why AI has entered the space between patient and clinician 

AI moved into this space because healthcare left room for it. Access is uneven, waiting times are 
long, and many people look for answers before they call a doctor, while they wait for results, or 
after a consultation that left questions open. A language model fits that need easily. It is 
available at any hour, responds at once, and speaks in clear, fluent language. 

That convenience changes behaviour. People now ask a system before they speak to a clinician. 
Someone with chest pain late at night may type symptoms into a chatbot before calling an 
emergency service. A parent may ask for an explanation after a short hospital visit. In those 
moments, the system becomes the first interpreter of uncertainty. 

Platform providers do not treat that interaction as medical care. Their own terms state that 
output may be inaccurate, that users must assess it themselves, and that it does not replace 
professional advice. They also place responsibility for use with the user and limit their own 
liability. This is significant because the system can shape judgement without entering the legal 
and professional framework that governs care. 

There is a second reason. Healthcare was already becoming more digital. Video consultations, 
patient portals, questionnaires and app-based triage were already common. The 2025 preadvice 
on a future-proof WGBO treats that wider shift as the background against which the law now has 
to adapt. Personal contact can no longer be assumed. AI entered a field in which distance and 
standardisation were already becoming normal. 

The central issue therefore goes beyond the question whether AI is formally a doctor. Systems 
now influence interpretation, urgency and next steps while remaining outside the duties that 
apply inside healthcare. That is where the problem starts. 

Care, advice and digital mediation 

Care and advice are not the same. Dutch law recognises that distinction, but it does not reduce 
it to a simple online versus offline divide. A treatment relationship arises when a patient seeks 
help for a concrete health problem and a professional responds. The KNMG guideline on 
entering and ending the treatment agreement states this clearly. It also adds an important point. 
General advice addressed to no one in particular, for example on a website or social media page, 
does not create a treatment relationship. A physician who answers a concrete medical question 
from an individual, including online, may well fall within the scope of the WGBO. 

That distinction is important for digital mediation. A platform may present itself as a neutral 
source of information, but tailored guidance about an individual complaint comes closer to a 
medical act. The law takes that shift seriously. It asks who is acting, what kind of act is involved, 
and whether it is directed at a specific patient. 

Digital tools blur these differences. A public information page, a symptom checker, an online 
medical response and a chatbot prompt can all appear in the same text box. Their legal meaning 
is still different. One remains public information. Another becomes individual guidance. A third 
may influence judgement while avoiding any corresponding duty of care. 

The digital medium does not erase legal categories. It puts pressure on them. The 2025 WGBO 
preadvice takes the same position. Some parts of informed consent may be organised digitally, 
and contact at a distance can be acceptable in some cases. A fully tool-based model is another 
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issue. The absence of any possibility of personal contact needs strong justification. Personal 
contact is part of good care. 

This essay starts from that distinction. Digital mediation can support care. It can also distribute 
information without entering a treatment relationship. The more difficult cases lie in between. 
There, a system offers guidance, shapes decisions and shifts responsibility at the same time. 

Research question and line of argument 

This essay asks what happens when medical interpretation is reorganised through AI systems 
that operate outside the treatment relationship. 

That question concerns more than technology as such. It concerns the legal form of care, the 
conditions under which medical judgement is made, and the institutional setting that makes 
trust possible. Dutch healthcare is built around a treatment relationship with defined rights, 
duties and forms of accountability. AI platforms work differently. They rely on standard 
interfaces, contractual terms, limited liability and scalable output. Once they begin to shape 
health-related judgement, a gap opens between influence and responsibility. The system affects 
interpretation, but it does not take the place of a professional who can be held to account. 

The argument develops in six movements. 

Part I reconstructs care as a legal, professional and epistemic order. It shows why the treatment 
relationship, the WGBO, consent, professional standards, confidentiality, liability and 
supervision are not merely procedural protections. They form the architecture through which 
medical interpretation becomes answerable. 

Part II contrasts that order with the platform setting. It examines health information outside the 
treatment relationship, the contractual structure behind AI services, and the shift from 
consultation to interface. The central concern is that AI output may function as guidance in 
practice while remaining framed as information or service in legal terms. 

Part III examines what changes when interpretation becomes computation. It argues that 
diagnosis is not reducible to pattern recognition, that probability does not resolve clinical 
uncertainty, and that context is easier to lose than to recover. It then turns to the infrastructural 
question: who controls the first layer of medical understanding when private systems become 
sources of public health knowledge? 

Part IV draws out the legal and moral consequences. It shows how risk shifts toward the user, 
how professional judgement can be weakened, and how the moral structure of care changes 
when duty of care is replaced by service delivery, compliance and platform-based trust. 

Part V identifies the structural risks that follow: dependence on AI interpretation, erosion of 
clinical discernment, automated triage as routine practice, lock-in, concentrated power, public 
vulnerability and fragmentation of shared health knowledge. 

Part VI turns to recovery. It asks under what conditions AI can be used in healthcare without 
weakening the normative structure of care. These conditions include public-law embedding, 
liability rules that fit the health context, transparency about model limits, independent review of 
epistemic quality, institutional learning capacity, relational integrity and the preservation of 
human judgement. 
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The appendix extends the analysis to the European Health Data Space. Its purpose is limited but 
important. The original essay focuses mainly on platform influence outside the treatment 
relationship. The appendix places that argument within Europe’s emerging public architecture 
for health data access, exchange and reuse. It asks whether data governance is sufficient when 
AI-mediated systems increasingly shape interpretation, meaning and practical judgement. In 
doing so, it moves the discussion from platform power alone toward the wider governance of 
health knowledge. 

This argument does not assume that digital tools are useless. Some forms of online care are 
lawful and helpful. KNMG guidance on social media even notes that digital channels can 
improve access and communication, provided confidentiality, professional boundaries and 
caution are maintained. Digital health platforms also respond to a real problem in healthcare: 
delay, uncertainty and limited accessibility outside formal care. Some forms of digital first-line 
guidance may therefore be useful and legitimate. 

The problem lies elsewhere. Health-related interpretation can acquire practical authority before 
it acquires a fitting legal and professional form. The real question is under what conditions such 
systems may guide patients without creating a misleading transfer of responsibility. 

Method and scope 

The method is doctrinal, normative and institutional. It is doctrinal because the essay relies on 
the WGBO, the Civil Code provisions on the treatment agreement, and KNMG guidance. It is 
normative because these sources express judgements about dependency, responsibility, 
explanation and trust. It is institutional because healthcare depends on rules, oversight, 
professional discipline and public expectations, not on goodwill alone. 

The scope is limited. This essay does not offer a full theory of AI governance or a complete 
survey of European regulation. It focuses on the Dutch healthcare order as the relevant point of 
comparison. That is a deliberate choice. Before asking how AI changes care, one first has to 
state what care legally and professionally is. 

The appendix then adds a second layer. It asks how the argument changes once care is placed 
within Europe’s developing health data order. The essay therefore remains grounded in Dutch 
healthcare law, while recognising that the future of AI-mediated care will also be shaped by 
European data infrastructures, cross-border exchange and secondary use. 
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Part I Care as a legal and professional order 

1. The treatment relationship in Dutch healthcare 

Dutch healthcare does not begin from ordinary service delivery. It begins from a treatment 
relationship. That legal form matters because it creates a structured relation between patient 
and professional. Rights and duties are built into care from the start. 

The KNMG guideline on entering and ending the treatment agreement describes this in practical 
terms. A treatment agreement usually arises when a patient presents a concrete request for 
medical help and a professional engages with it. The relationship may start before the first 
physical consultation, for example during intake or after referral documents have been sent 
ahead. In doubtful cases, the guideline advises physicians to assume that the agreement exists. 
This reflects a protective approach. Once dependence begins, responsibility should not arrive 
late. 

1.1 The WGBO as the legal starting point 

The legal basis lies in Book 7 of the Dutch Civil Code. The treatment agreement covers acts in 
the field of medicine performed by a care provider for the benefit of a patient. This includes more 
than intervention in a narrow sense. It also covers examination and advice linked to an individual 
health situation. 

The WGBO serves two functions. It protects the patient and it shapes the professional role. It 
regulates information, consent, records and confidentiality. At the same time it binds the 
provider to the standard of a good care provider. The 1994 legislative history states the aim 
plainly. The law was introduced to clarify the legal position of patients while preserving the 
professional responsibility of the caregiver. 

The WGBO is therefore more than a procedural framework. It gives legal form to care in a setting 
marked by vulnerability, unequal knowledge and the need for justified trust. 

1.2 Consent, explanation and the patient’s position 

Consent in Dutch healthcare is not passive agreement. The Civil Code requires consent for 
medical interventions and links valid consent to prior information. Patients must be informed, in 
a way they can understand, about the proposed examination or treatment, the risks, the 
alternatives and the expected state of health. 

This requirement goes beyond disclosure. Information has to be usable. That may require 
repetition, reformulation or more time. It may also require checking whether the patient has 
understood what was said. The law assumes an active patient, but one who still acts from a 
position of relative dependence. 

The 2025 WGBO preadvice sharpens this point in the digital context. It accepts that parts of 
informed consent can be organised digitally. It does not accept a fully tool based model as the 
general rule. Meaningful personal contact remains important, especially where decisions have 
serious consequences. Patient autonomy depends not only on information, but also on the 
quality of the relationship in which that information is given. 
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1.3 Good care as a professional standard 

The standard of good care is deliberately open. It does not work as a closed checklist. It asks the 
professional to act as a good care provider in the circumstances of the case. That openness is 
necessary. Medical practice is too varied for rigid formulas. 

The 2025 preadvice confirms that this standard remains central, even under technological 
change. At the same time it shows where pressure is building: meaningful personal contact, the 
use of AI in diagnosis and decision making, and the possible duty to recontact patients when 
new information becomes relevant. These areas require further development in law and 
professional guidance. 

This makes good care a living standard. It is shaped by practice, guidelines, disciplinary 
decisions and the facts of individual cases. A physician who follows a protocol without 
judgement may still fall short. A physician who departs from a standard for good reason may still 
act well. The standard leaves room for judgement because medicine requires it. 

1.4 Responsibility over time 

The treatment relationship extends over time. It binds the professional not only at the moment of 
intervention, but across a sequence of decisions, records, follow up and transfer. The Civil Code 
states that a provider may not end the treatment agreement except for important reasons. 
Hospitals may share liability for shortcomings in performance, and liability cannot simply be 
excluded by contract. 

This temporal dimension is important. Patients rarely experience care as a single event. A 
consultation leads to tests. Tests lead to interpretation. Treatment leads to monitoring. Records 
matter because memory is limited and care is often shared across institutions. Responsibility 
therefore continues over time and across organisational boundaries. It does not end once an 
answer has been given. 

2. How medical knowledge takes shape in practice 

Law alone does not explain care. Medical knowledge is formed in practice: in encounters, 
through observation, and under conditions of responsibility. 

2.1 Diagnosis as judgement 

Diagnosis is not simple pattern matching. A physician must decide which symptoms matter, 
weigh medical history, and deal with uncertainty without pretending it has disappeared. The 
same complaint may mean very different things depending on age, prior illness, medication, 
social setting or the way symptoms developed. 

For that reason, medical “advice” is rarely just information. Once a clinician answers a concrete 
health question, assessment has already begun. The KNMG guideline treats a response to a 
specific request for medical help as a medical act for precisely that reason. 

2.2 Observation, experience and context 

Clinical observation includes more than measurable data. Physicians notice posture, breathing, 
hesitation, skin colour, and the gap between what is said and what appears to be the case. 
Some of this can be recorded. Much of it depends on direct encounter. 
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The 2025 WGBO preadvice makes the same point in a careful way. It does not reject digital care, 
but it does insist that personal contact can remain important for good care, not only in consent 
but also in diagnosis and treatment. Context matters, and not all relevant context appears in a 
structured input. 

A simple example shows why. “Dizziness” in a text field may refer to vertigo, anxiety, dehydration, 
arrhythmia, medication effects, or a broader problem the patient cannot yet describe clearly. 
Direct contact often narrows those possibilities in ways a prompt cannot. 

2.3 Responsibility in clinical decision making 

Clinical judgement is tied to accountability. A physician must decide under uncertainty and 
remain answerable for the result. That includes deciding when to wait, when to investigate 
further, when to seek help, and when the evidence is not yet sufficient. 

This is one reason the treatment relationship has legal weight. The authority to interpret 
symptoms and recommend interventions is linked to duties, review and possible sanction. 
Remove that framework, and the advice may still influence action, but it no longer stands in the 
same relation to the patient. 

2.4 The patient’s contribution to medical understanding 

Patients do not simply receive conclusions. They help shape them. They describe pain, fears, 
priorities, daily limits and earlier experiences. A treatment that looks sensible on paper may be 
unworkable in practice. A symptom that sounds minor in abstract terms may carry a history that 
changes its meaning. 

That is why explanation and consent are not formal hurdles. They belong to the process through 
which medical understanding is formed. The patient is part of that process, not an obstacle to it. 

 

3. Trust, supervision and public accountability 

Trust in healthcare is not left to goodwill alone. It is organised through liability, discipline, 
supervision and confidentiality. Patients trust the system because it contains ways to challenge 
failure and because it sets conditions for responsible practice. 

3.1 Liability and disciplinary review 

Dutch law ties medical authority to accountability. The Civil Code provides for liability within the 
treatment relationship and does not allow the provider or hospital simply to exclude that liability 
by contract. The patient is therefore not left with a generic disclaimer in place of protection. 

Alongside civil liability there is disciplinary review. Professional conduct can be tested against 
standards of proper care. This does more than punish mistakes. It clarifies norms, reinforces 
responsibility and shows that medicine is not a closed profession answerable only to itself. 

3.2 The role of the inspectorate 

Public supervision adds another layer. The IGJ supervises the quality and safety of healthcare 
and youth care in the Netherlands. It works on the basis of laws, regulations and professional 
standards, examines risks and incidents, and intervenes where necessary. 
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That public role matters. Healthcare is not governed only by contract or market choice. The 
interests at stake are too serious for that. 

3.3 Healthcare as a public framework 

The treatment relationship exists within a wider public order. Care is financed, regulated and 
supervised through public institutions. Professional standards are developed in consultation 
with associations, providers and regulators. 

The clinical encounter is therefore not just a private exchange. Patients do not enter it as 
ordinary consumers negotiating with a vendor. They enter a system that already assigns 
responsibilities, protections and standards. 

3.4 Confidentiality and trust 

Confidentiality is one of the clearest expressions of that order. The Civil Code requires care to be 
given out of the sight and hearing of others unless the patient consents or their presence is 
professionally necessary. The KNMG guidance on access to medical records by bereaved 
relatives shows how seriously this duty is taken. Professional secrecy continues after death, and 
access to records is permitted only in limited and legally defined circumstances. 

That structure may appear strict, but its purpose is practical as well as moral. It makes candour 
possible. Patients disclose intimate facts because they have reason to trust that those facts will 
remain protected. Confidentiality is therefore not a secondary courtesy. It is one of the 
conditions that make diagnosis possible, sustain trust, and support the legitimacy of care itself. 

Taken together, these elements show healthcare as a legal and professional order in which 
authority, judgment and accountability remain linked. They also show that care is not merely a 
service structure, but a knowledge institution. It is one of the social settings in which uncertainty 
is interpreted, judgment is disciplined, truth claims are tested against lived reality, and 
vulnerable persons are given reasons they may rely on. 

That institutional role matters because trust in care depends not only on compassion or 
competence, but on the public credibility of the processes through which medically significant 
knowledge is formed, corrected and made answerable. Set against that background, the 
contrast with external digital systems becomes sharper. Once those processes are increasingly 
mediated by AI systems operating outside the same legal and professional framework, the issue 
is not merely one of efficiency or innovation. It is also a question of whether a public knowledge 
practice is being partially displaced by infrastructures not governed by the same standards of 
justification, contestability and responsibility. 

 

Part II Digital health tools and the platform setting 

4. Health information outside the treatment relationship 

Health information can now be provided without any treatment relationship arising. A person no 
longer needs to call a general practitioner, visit a hospital website or speak to a triage nurse in 
order to receive a plausible interpretation of symptoms. A language model can provide such an 
interpretation instantly, in ordinary language, and often in a form that feels more personal than a 
standard information page. 
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This changes where first interpretation happens. It may now take place before any professional 
has seen the patient, and in a commercial digital setting rather than inside healthcare. 

Dutch law does not treat every exchange about health as medical treatment. The KNMG 
guidance distinguishes between general information and an answer to a concrete medical 
request from an individual. A public website or general social media statement will usually 
remain outside the treatment relationship. An individualised response to a specific health 
question may fall within it. AI systems sit uneasily in that space. Their replies feel personal, but 
providers still present them as general information rather than care. 

4.1 AI output and the status of medical advice 

AI output is difficult to classify. It is often more than neutral information, because it can shape 
behaviour. It may suggest urgency, list possible causes, recommend rest, or advise immediate 
help. At the same time, the provider denies that the answer is professional advice in the ordinary 
sense. OpenAI states that output may be inaccurate, should not be relied on as a sole source of 
truth, and does not replace professional advice. Users must assess it themselves before acting 
on it. 

That disclaimer matters legally, but it does not remove the practical force of the answer. A 
sentence such as “this does not sound urgent” may calm a user. “You should seek immediate 
care” may do the opposite. The wording itself helps shape judgement. In formal terms the output 
is presented as information. In practice it may function as advice. 

4.2 When no treatment agreement exists 

In many cases no treatment agreement exists. A person may ask a chatbot about a rash, a side 
effect or abnormal blood values without ever contacting a doctor. In that setting there is no 
physician who has accepted responsibility for the person’s care, no ordinary medical record, no 
duty to monitor developments and no continuity obligation. 

That absence matters. The user remains outside the legal framework that normally governs 
examination, explanation, consent, records and follow up. The relationship is not primarily 
structured by healthcare law, but by contract and platform rules. A person may feel guided, yet 
remain legally outside the care relationship. 

The difference is not minor. In ordinary care, an answer sits within an ongoing relation. A digital 
system may answer in seconds, but once the answer has been given, the relation is over unless 
the user starts again. Nothing requires the provider to remember, to follow up, or to check 
whether the advice was understood correctly. 

4.3 Information without a duty of care 

This produces a form of information without a duty of care. The provider offers output, but does 
not assume the role of caregiver. OpenAI says so directly: output may be incomplete or 
incorrect, the user must evaluate it, and the service is not a substitute for professional advice. 

In healthcare, by contrast, information is tied to obligation. A physician who explains treatment 
options must do so clearly, responsibly and in light of the patient’s situation. Explanation forms 
part of informed consent and good care. In the platform setting that connection is weaker. 
Information is given without the same duty to ensure that it functions as responsible guidance in 
a particular life. 
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A physician who gives misleading information may face complaint, liability or disciplinary 
review. A platform provider states in advance that the output may be wrong and that the user 
bears responsibility for what follows. The system can therefore shape interpretation while 
remaining at legal distance from the consequences. 

4.4 The shift of risk to the user 

That transfer of risk is one of the clearest features of the model. The provider keeps influence 
while limiting exposure. The user receives the answer and must decide whether it is safe, reliable 
and appropriate. OpenAI’s terms make that explicit: output must be checked and must not be 
relied on as the sole basis for important decisions, including medical ones. 

On paper that may sound reasonable. In practice the issue is harder. People often use such 
systems precisely because they are uncertain, lack knowledge, or need quick orientation under 
pressure. Someone asking about a child’s fever at night is not in the same position as a 
professional reviewing a draft. 

The result is a new distribution of vulnerability. The system enters the interpretive process early, 
but the practical and legal burden of error falls elsewhere. In ordinary healthcare, risk is more 
closely tied to the actor who interprets and advises. Here that link is weakened. 

 

5. The contractual structure behind AI services 

AI services are not organised as professional relationships. They are organised as standard 
contracts applied at scale. The provider does not negotiate terms with each user or enter a 
treatment agreement shaped by an individual health situation. It drafts a general framework and 
applies it across millions of interactions. 

That model suits the platform. It supports scale, standardisation and controlled risk. It also 
means that the legal relationship is generic from the outset. The same basic terms may govern 
writing help, coding support and health-related questions. In healthcare, that matters. It shows 
that the service is not built around the specific legal and moral demands of care. 

5.1 Terms of use and limitation of liability 

The terms of use do two things at once: they permit access and limit responsibility. OpenAI’s 
terms set out permitted use, content rules, grounds for suspension and limits on liability. The 
service is provided “as is”, accuracy is not guaranteed, and damages are restricted, subject to 
applicable law. 

In healthcare, liability does more than compensate harm. It also helps structure careful practice 
by linking authority to accountability. A physician who advises or treats a patient accepts 
professional and civil exposure. A platform works differently. It may influence conduct while 
keeping liability narrow. 

That difference matters because legal form shapes incentives. Where liability is restricted in 
advance, the provider is disciplined mainly by product quality, reputation, regulation and 
competition rather than by patient-specific duties. Those pressures are real, but they are not the 
same. 
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5.2 Generic conditions in a health context 

This generic structure becomes especially visible in health-related use. The contract does not 
begin from the special character of medical judgment, but from a broad service model. OpenAI’s 
terms contain health warnings: the services are not intended for diagnosis or treatment, and 
outputs should not replace professional advice. Even so, those warnings remain part of a 
general contract and do not in themselves create a healthcare-specific duty of care. 

Those warnings are legally relevant, but not decisive. Under Dutch healthcare law, the 
qualification of an interaction depends not only on how a provider describes it, but also on what 
the interaction substantively does. The WGBO defines medical treatment by reference to acts in 
the field of the healing arts directed at an individual person, including assessment and advice 
concerning that person’s health situation. KNMG guidance likewise indicates that an answer to a 
concrete medical request from an individual may amount to a medical act, including in an 
online setting. A platform therefore cannot settle the legal question simply by stating in advance 
that its service is not intended for diagnosis or treatment. 

If, in practice, a system repeatedly receives individual health data, interprets symptoms or test 
results, and structures a user’s next medical steps in a personalised way, there is at least a 
serious argument that legal assessment must be guided by substantive function rather than 
contractual label. The general terms may frame the provider’s position, but they cannot by 
themselves neutralise healthcare norms where the practice begins to resemble individual 
medical guidance. 

Who decides that question in practice cannot be reduced to a single actor. It may emerge 
incrementally through judicial interpretation, supervisory assessment, professional guidance 
and, where necessary, legislative clarification. Courts may look beyond contractual language to 
substantive function in concrete disputes; supervisory bodies may judge whether a particular 
deployment fits existing healthcare norms; and lawmakers may ultimately need to decide 
whether current categories remain adequate once health-related AI systems begin to occupy 
quasi-clinical roles. The simpler point for present purposes is that the provider’s own 
description cannot be the final word where the practical function of the system begins to 
resemble care. 

The practical consequence is clear. A user receives health-oriented output in a setting not 
designed around the legal rules that govern ordinary care. There is no equivalent of informed 
consent, no patient file linked to continuity of care, no obligation to revisit earlier advice, and no 
personalised duty to clarify likely misunderstanding. The system may still be persuasive, but it 
does not carry the responsibilities that normally surround medical guidance. 

The 2025 WGBO preadvice points in the opposite direction. It suggests that digitalisation does 
not make healthcare-specific norms less important, but more so, precisely because personal 
contact, informed consent and the responsible use of AI cannot simply be left to drift. 

5.3 Private dispute rules and restricted accountability 

A further difference appears when something goes wrong. In healthcare, disputes are connected 
to public law, disciplinary review, civil liability and sector-specific complaint routes. Platform 
disputes are more often organised through the provider’s own contractual framework. For non-
European users, OpenAI’s terms include arbitration and waiver provisions. The European terms 
differ, but the wider point remains: the contract comes first. 
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This affects accountability in at least two ways. Access to a remedy may become less 
transparent, and the public development of norms may be weaker. A disciplinary ruling against a 
physician can clarify the standard for the profession. A platform may settle complaints or adjust 
internal policy without producing the same public articulation of responsibility. 

This does not mean that platforms are beyond accountability. They still face consumer law, 
regulation and reputational pressure. But the form is different, and in healthcare that difference 
matters. Public trust depends in part on procedures that are visible and tied to substantive 
standards of care. 

5.4 Data concentration and platform influence 

Contract is only one part of the platform model. The other is infrastructure. Large AI services 
operate through the concentration of data, computing power, interface control and user traffic. 
Even without access to full medical records, they can accumulate large volumes of health-
related prompts and behavioural signals. Over time, that accumulation can shape design 
choices, moderation practices and the practical authority of the service itself. 

The issue is therefore not only privacy. It is also institutional influence. Once large numbers of 
users begin to seek health-related guidance in the same place, that place starts to function as a 
gatekeeper of preliminary medical understanding. It helps shape how uncertainty is framed, 
which warnings are emphasised, and what kinds of questions trigger caution, reassurance or 
refusal. 

That is where platform influence becomes visible. The provider does not merely host health-
related queries. It structures the conditions under which those queries are interpreted and 
answered. In healthcare, that has public significance even where the infrastructure remains 
privately owned. 

The patient is therefore not only positioned as a user of the system, but also as a source of data 
for it. In a health context, that matters greatly. Symptoms, fears, medication histories, test 
results and intimate uncertainties may be entered into the system outside the medical record 
and outside the legal protections that structure ordinary care. This creates an asymmetry that is 
not only contractual, but epistemic. The patient contributes to the informational environment 
from which the system generates its response, while lacking comparable insight into how that 
material is processed, retained, weighted or used to shape future outputs. 

In the traditional treatment relationship, disclosure serves care within a protected and 
accountable framework. Here, disclosure may simultaneously serve interpretation, product 
refinement and platform advantage. The patient thus becomes not only a seeker of guidance, 
but also a contributor to the very infrastructure that classifies, formats and evaluates that 
guidance. 

 

6. From consultation to interface 

The older model of care begins with a consultation. A person seeks help from another person 
who is trained, accountable and situated within an institution. The newer model often begins 
with an interface: a prompt, a text box, a generated answer. Because both settings use language, 
the shift is easy to miss. But the relation is different. 
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An interface strips away features that normally stabilise medical judgement. There may be no 
embodied observation, no clinical record in the usual sense, no agreed follow up, and no 
professional who remains answerable once the answer has been given. The user still receives 
something that looks like guidance, but the legal and social setting has changed. 

6.1 Separate interactions instead of ongoing care 

One important difference is temporal. In healthcare, even a single consultation usually forms 
part of a longer sequence: records, referrals, test results, follow up and organisational 
continuity. A platform interaction is different. The user asks, the system answers, and the 
exchange ends unless the user begins again. 

That has consequences for judgement. Ongoing care allows revision. A first impression can be 
corrected. Symptoms can be compared over time. A physician may notice that the story has 
changed or that earlier reassurance no longer fits. A system built from isolated exchanges lacks 
that continuity. It may be useful in the moment while remaining detached from the longer 
pattern. 

This is one reason platform output can feel helpful and still remain thin. It gives an answer, but 
not always a setting in which that answer can be tested, revised or taken responsibility for over 
time. 

6.2 Speed as a design choice 

Speed is often treated as an obvious good. In many cases it is. People do not want to wait for a 
simple explanation of a lab value or a side effect. But speed is also a design choice, and it 
changes expectations. 

In healthcare, delay is not always failure. Sometimes it reflects caution. A physician may need 
more time because the case is unclear, because another opinion is needed, or because a quick 
answer would be false reassurance. A platform is built to reduce friction. Once immediate 
response becomes normal, users may start to read speed itself as a sign of competence. In 
medicine that can mislead. 

The problem is not quick access as such. It is the tendency for fast, fluent output to look more 
reliable than it really is. 

6.3 Why automated advice becomes normal so quickly 

Automated advice spreads quickly because it fits habits people already have. They search 
symptoms online, use portals and apps, and look for explanations outside the consultation 
room. A chatbot simply makes that process more direct and more responsive. 

It also lowers thresholds. Some people ask a machine questions they would postpone with a 
doctor. Others use it to prepare for a consultation or to translate medical language into ordinary 
terms. That usefulness is real, and it helps explain adoption better than abstract claims about 
technological inevitability. 

As the practice becomes familiar, expectations change. The physician may enter later in the 
sequence, after the system has already framed the issue. In that sense the centre of first 
interpretation begins to shift. 
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6.4 What happens to responsibility 

Responsibility becomes harder to locate. In ordinary care, the clinician who interprets and 
advises is also the person or institution that can later be questioned. In the platform setting the 
chain is looser. The provider supplies output and limits liability. The user interprets the answer 
and acts on it. If harm follows, responsibility is spread across contract terms, user choice, 
system design and the difficulty of showing causation. 

That diffusion is not accidental. It follows from the structure itself. There is no treatment 
agreement, no direct duty of care, no built in continuity and no public professional framework 
within the interaction. The system may still influence behaviour in a serious way. The legal and 
moral burden of that influence is simply distributed differently. 

For that reason, the platform setting should not be seen only as a new tool. It is also a new 
arrangement of responsibility. The system stands close to the user, while the institution behind it 
remains at a distance. In healthcare, that gap is not marginal. It is one of the central issues. 

 

Part III What changes when interpretation becomes computation 

7. Clinical judgement under pressure 

The main change is not that machines now “know” medicine. It is that interpretation increasingly 
appears in computational form. What once emerged through a clinical encounter can now arrive 
as generated output: fast, plausible and detached from the setting in which medical judgement 
is usually formed. That does not make such output useless. It does change its character. 

This puts clinical judgement under pressure because the system begins to occupy part of the 
space once held by the first professional assessment. A patient reads an answer before seeing a 
doctor. A clinician receives a patient whose concerns have already been framed by a chatbot. A 
care organisation adopts automated triage or decision support. In each case, computation 
enters before or during the interpretive act itself. 

The 2025 preadvice on a future proof WGBO treats this as a real legal and professional issue. It 
notes that AI is likely to play a larger role in decisions about individual patient care and that this 
raises questions about both provider responsibility and patient rights. The point is not merely 
that technology is present. It is that technology begins to mediate judgement. 

7.1 Pattern recognition and diagnosis are not the same 

Diagnosis involves pattern recognition, but it is not reducible to it. Physicians do recognise 
recurring combinations of symptoms, test results and risk factors. Experience sharpens that 
skill. Still, diagnosis requires more. It asks what a pattern means in the life and body of one 
patient. 

That judgement depends on context: what has been excluded, what the medical history 
suggests, how symptoms developed, what the body shows, and whether the case fits the usual 
course of a condition. A language model may recognise a familiar cluster in a prompt. It cannot, 
from that alone, perform the full work of diagnosis. 

The KNMG guideline on the treatment agreement reflects this point indirectly. An answer to a 
concrete medical request is treated as a medical act because it is not just general information. It 
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is a judgement about a health situation. Pattern recognition can imitate part of medical 
reasoning. It does not automatically have the same status as clinical interpretation. 

AI often looks strongest here, and that is precisely where it can be overstated. It can organise 
typical cases well. It is less reliable where the decisive issue lies in what has not been said, what 
does not fit the pattern, or what only becomes visible in a proper consultation. 

7.2 Probability does not resolve uncertainty 

AI systems often present answers in the language of likelihood. Even without explicit 
percentages, the structure is probabilistic. OpenAI itself states that output may be inaccurate 
because of the probabilistic nature of machine learning and should not be used as a sole source 
of truth or as a substitute for professional advice. 

That matters because probability and uncertainty are not the same. Probability is a formal tool. 
Uncertainty is a practical condition. A doctor may know that a serious diagnosis is statistically 
unlikely and still refuse reassurance because the cost of being wrong is too high. That is not 
irrational caution. It is part of responsible care. 

Computational systems tend to turn uncertainty into ranked options. That can be helpful, but it 
can also create a false sense that the issue has already been brought under control. In 
medicine, uncertainty often remains after the possibilities have been listed. The question is still 
whether the patient is safe, whether more testing is needed, and whether the likely answer is 
also the clinically acceptable one. 

That is one reason the law of care ties information to judgement rather than treating it as the 
transfer of settled facts. The 2025 WGBO preadvice makes the same point when it insists that 
digital consent requires safeguards and cannot simply replace meaningful personal contact in 
all settings. Probability can organise uncertainty. It does not eliminate it. 

7.3 Calculation narrows interpretation 

Calculation is powerful because it reduces complexity. It sorts, ranks and predicts. In healthcare 
that can be useful, but it can also narrow attention. What fits the available variables becomes 
visible. What lies outside them becomes harder to see. 

Clinical interpretation is broader than calculation, even when it uses data. It includes language, 
inconsistency, biography and the practical meaning of a complaint in a person’s life. “I am tired” 
may point to disease, grief, overwork, fear or a social problem registering in bodily form. A 
system works with what has been entered and with what its design can process as relevant. It 
may produce a coherent answer while excluding possibilities that would have emerged through 
exploration rather than processing. 

That narrowing is not always obvious. Generated answers often feel fuller than short 
professional replies because they are smooth and expansive. But the underlying act is different. 
The system has calculated a plausible response. It has not gone through the interpretive work by 
which medicine distinguishes between what is likely and what is justified in the case at hand. 

7.4 Context is easier to lose than to recover 

Context is lost quickly in digital systems, not because it matters less, but because it is hard to 
formalise in advance. Some of it can be entered in a prompt. Much of it cannot: tone, bodily 
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appearance, contradiction between words and appearance, the significance of silence, or the 
sense that someone is more unwell than the questionnaire suggests. 

The 2025 WGBO preadvice returns repeatedly to the importance of meaningful personal 
contact, not from nostalgia but because some elements of judgement depend on direct 
interaction. Once context is lost at the first stage of interpretation, it is difficult to restore later. 
The user may already have been reassured, alarmed or framed in a particular way. If a 
consultation follows, it starts from that earlier selection. 

Computational interpretation therefore does not merely omit context. It may shape in advance 
what later counts as relevant context. 

 

8. Control over knowledge and infrastructure 

The issue is not only epistemic. It is also infrastructural. Knowledge in healthcare is produced, 
stored and distributed through institutions. Once AI systems become common points of access 
to health related understanding, control over infrastructure becomes part of the question. 

Who organises the first layer of interpretation matters. So do the interface, the moderation rules, 
the training process, the data flows and the conditions of access. In public healthcare these 
matters are usually filtered through law, professional standards and public oversight. In platform 
systems they are shaped mainly through private governance, contract and scale. 

8.1 Scale and dependency 

Scale gives digital platforms a major advantage. A large provider can improve models, refine 
interfaces and shape user habits because it works across huge numbers of interactions. In 
healthcare that matters even when the system is not formally part of care. Once enough people 
begin to rely on a platform for first orientation, it becomes part of the path into care. 

That can create dependency. At first the use may seem minor: a hospital summarises notes, a 
patient checks symptoms, a provider pilots triage support. Over time such uses can settle into 
routine. Once that happens, habits, workflows and expectations begin to align around the same 
infrastructure. 

This is not the same as monopoly, but it has a similar effect. It reduces room for independent 
judgement about how the first interpretation of illness should be organised. 

8.2 Data extraction and institutional reliance 

Large AI services rely on data and interaction at scale. OpenAI’s terms state that content may be 
used to provide, maintain, develop and improve services, subject to different settings and 
contractual arrangements. That is common in platform environments. 

In healthcare, however, the issue is wider than privacy alone. It is also whether institutions 
become reliant on infrastructures whose design they do not control. The 2025 preadvice notes 
that care is increasingly offered or mediated by companies that combine products and care 
related functions, and that the WGBO may not yet fully fit that development. The concern is 
therefore not only lawful data processing. It is also a structural shift in who provides the means 
by which patients receive orientation and support. 
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If the most capable tools are privately developed and constantly improved, public and 
professional actors may begin to build around them rather than apart from them. At that point 
the provider of the infrastructure gains influence over the practical conditions of care without 
taking on the legal role of caregiver. 

The emergence of products such as ChatGPT Health sharpens the essay’s central concern. 
Once a system is intentionally designed to ingest personal health data, interpret test results, 
prepare patients for clinical encounters and structure health-related next steps, the legal 
question becomes whether its practical function is drifting toward that of a medical AI system 
even where the provider continues to present it as a general informational tool. If so, the 
resulting gap is not only one between influence and responsibility, but also between formal 
product classification and substantive medical function. That gap may create first-mover 
advantages for private platforms precisely by allowing them to occupy a quasi-clinical position 
before equivalent duties of accountability, review and public supervision are attached. 

A comparison with emerging hybrid and platform models makes the point sharper. Services 
such as Gezond.nl show how the first layer of care can be reorganised digitally within the formal 
structure of general practice: the patient’s question begins in an app, much of the initial advice 
is handled remotely by physicians, and online and local care are linked through a shared record 
and common professional standards. By contrast, products such as ChatGPT Health suggest a 
different route, in which a private AI platform begins to occupy a comparable interpretive space 
by ingesting personal health data, helping users understand test results, and preparing them for 
clinical encounters, while still presenting itself as informational support rather than diagnosis or 
treatment. The contrast matters because it reveals that the issue is not digitalisation as such, 
but who comes to occupy the first interpretive layer of care, under what legal form, and with 
what corresponding duties of accountability, review and public supervision. 

8.3 Private systems as sources of public knowledge 

A further shift occurs when private systems begin to function as sources of public knowledge. In 
the earlier order, health information reached the public mainly through professionals, public 
institutions, scientific bodies and recognised patient-information channels. That order was 
imperfect, but it remained visibly connected to public and professional forms of review. 

A generative platform operates differently. It does not merely direct users to knowledge that 
already exists. It produces a response in real time and presents it in a form that makes 
knowledge appear immediately available within the interface itself. For the user, the difference 
between established guidance, provisional synthesis and speculation may therefore be difficult 
to discern. In that way, a private system begins to mediate what counts as a reasonable first 
understanding of illness. 

This has public significance even where the provider is not a healthcare institution. Once large 
numbers of people use the same platform to interpret symptoms, test results or treatment 
options, it begins to function as a practical public knowledge node. Yet the standards that shape 
its output are not formed in the same way as medical guidelines, patient-rights frameworks or 
publicly accountable professional norms. 

Recent Dutch evidence reinforces the point. The 2025 Digital Healthcare Monitor shows that 
digital care continues to expand, including video consultations, AI use by physicians, and a 
growing role for digital applications in communication, information and support. At the same 
time, the monitor suggests that the institutional gains often invoked to justify this shift remain 
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limited or uncertain. Care providers are generally positive about improved accessibility and the 
greater scope for patients to manage parts of care more independently, but they are much less 
convinced that digitalisation reduces work pressure, addresses staff shortages or substantially 
lowers costs. Seen in that light, the present development is not simply one of efficiency. It is a 
reorganisation of the first interpretive and organisational layers of care, without clear evidence 
that the corresponding structures of responsibility, learning and public reliability have been 
strengthened to the same degree. 

8.4 Pressure on democratic oversight 

This shift puts pressure on democratic oversight. Public healthcare systems are not only 
systems of delivery. They are also systems of legitimacy. Standards are set through legislation, 
professional regulation, public supervision and judicial review. In the Netherlands, bodies such 
as the IGJ operate within that framework. 

Platform infrastructures relocate part of that ordering into companies. Decisions about model 
design, moderation, risk thresholds and interface architecture are made internally. Some of 
those decisions may be careful and sensible. The issue is not that they are necessarily wrong. 
The issue is that they are not made through the same democratic and sector specific channels 
that normally govern healthcare. 

Recent regulation shows that this problem is now recognised. The EU AI Act treats certain 
medical AI systems as high risk and subjects them to requirements concerning risk 
management, data governance, transparency, human oversight and monitoring. The OECD AI 
Principles likewise emphasise transparency, robustness and accountability. These 
developments do not solve the whole problem. They do show that the issue is no longer seen as 
one of convenience alone, but also of governance and legitimacy. 

 

9. The public knowledge base of healthcare under strain 

Healthcare depends on a public knowledge base. This includes more than scientific facts. It also 
includes guidelines, professional training, supervision, disciplinary standards, patient rights and 
the institutions through which medical knowledge is tested, revised and taught. AI puts pressure 
on that structure because some of its functions can now be imitated without being 
institutionally reproduced. 

A system may provide health information without reproducing the conditions that make such 
information publicly accountable. That difference is easy to miss because both systems speak 
in authoritative language. 

9.1 Healthcare as a public good, AI as a commercial service 

Dutch healthcare is a publicly regulated and publicly financed domain. Accessibility, quality and 
affordability are treated as collective concerns. AI services, by contrast, are commercial 
products. They are developed, updated and priced through corporate decisions, and access is 
organised through terms of service and product strategy. 

That difference matters because the public character of healthcare is not only about funding. It 
is also about orientation and accountability. Healthcare is expected to serve public values. A 
commercial AI service may be useful within that system, but it does not take on those values 
simply by operating in a health context. 
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The 2025 WGBO preadvice captures this tension in legal form. It suggests that the growing role 
of companies and entrepreneurs in care related provision may require stronger legal anchoring, 
because the current framework does not always fit these hybrid arrangements. 

9.2 Professional secrecy and privacy policy 

One of the sharpest contrasts is the difference between professional secrecy and privacy policy. 
In healthcare, confidentiality is a professional duty backed by law and disciplinary 
consequences. KNMG guidance stresses that doctors must protect confidentiality and 
anonymity, and that breaches may lead to complaints, claims, fines and loss of public trust. 

Platform environments use another model. They rely on privacy policies, consent mechanisms 
and contractual statements about data use. These can be important, but they are not the same 
as professional secrecy. One belongs to a profession’s public ethic. The other belongs to a 
platform’s management of data and risk. 

This matters because users do not always experience the difference clearly. A fluent and 
intimate interface can create a sense of confidentiality that exceeds the legal reality of the 
relationship. 

9.3 Fragmented forms of knowledge 

Public healthcare knowledge is not perfectly unified, but it is organised through collective 
processes. Evidence is weighed, guidelines are debated and norms are revised. AI systems work 
differently. They generate responses one interaction at a time, depending on the wording of the 
prompt, the interaction history and the internal operation of the model. 

That produces a different form of knowledge distribution. Two users may receive similar but not 
identical framings of the same issue. One may be reassured, another may be referred on more 
urgently. The system may still be useful, but what disappears is the visible link between an 
answer and a shared public framework of justification. 

Fragmentation is therefore not only a matter of inconsistency. It is also a matter of isolation. The 
answer belongs to a single interaction rather than to a common process of professional 
deliberation. 

9.4 Shifting authority in everyday practice 

Authority shifts through habit as much as through law. When patients consult a system before 
they call a clinician, the first interpretation no longer automatically comes from a professional. 
When doctors increasingly respond to frames already set by AI output, that shift becomes more 
visible. 

This does not mean that professional authority disappears. It does mean that it becomes more 
layered and more contested. Sometimes the clinician corrects the system. Sometimes the 
system acts as a preparatory tool. Either way, the order of knowledge changes. The first voice is 
no longer always a professional one. 

That change can easily be mistaken for empowerment. Patients may indeed be better informed. 
But information is not the same as reliable judgement, and routine reliance on automated 
interpretation can alter what both patients and professionals come to regard as normal. 
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9.5 International rules and regulatory developments 

This strain on the public knowledge base has already prompted an international regulatory 
response. The EU AI Act reflects the view that AI used in health-related settings cannot always 
be treated as an ordinary consumer tool, especially where safety or decision-making is 
materially affected. The OECD AI Principles point in the same direction by emphasising 
transparency, robustness and accountability in socially significant uses of AI. 

Within that broader framework, however, a more specific classificatory question arises under 
the EU AI Act. If a system such as ChatGPT Health is presented merely as an informational or 
preparatory service, a provider may argue that it performs only a narrow or supportive task and 
therefore falls outside the high-risk regime. That position becomes harder to sustain where the 
system does more than organise information and begins instead to shape how symptoms, test 
results and next steps are interpreted in practice. At that point, the issue is no longer only 
whether the system is useful, but whether its practical function materially influences health-
related decision-making in a way that should trigger the stricter logic of high-risk regulation. 

The classificatory struggle is therefore not external to the argument of this essay. It is one of the 
places where the gap between formal description and substantive medical function becomes 
legally visible. If such systems remain outside the high-risk regime, that may itself reveal a 
regulatory gap. If they fall within it, the consequences for conformity assessment, oversight and 
accountability become far more concrete. 

Even so, these developments do not remove the need for national and sector-specific judgment. 
In healthcare, the decisive question is not only whether a system is regulated somewhere, but 
whether its use fits the normative structure of care. Regulation may mitigate certain risks, but it 
does not by itself restore the link between interpretation, responsibility and trust that the 
treatment relationship was designed to carry. 

For that reason, the present strain should not be treated as a temporary side effect of 
innovation. It concerns the conditions under which medical knowledge is produced, authorised 
and used. Once interpretation becomes computation, the question is no longer only what the 
system can generate, but who remains answerable for what that generation begins to do. 

 

Part IV Legal and moral consequences 

10. A different distribution of risk 

AI does not remove risk. It redistributes it. In ordinary healthcare, legal and professional risk is 
attached to the person or institution that examines, interprets and advises. In the platform 
setting, that link becomes looser. The system may shape decisions, but much of the burden of 
error is shifted to the user. 

This follows from the structure of the relationship. A healthcare provider enters a treatment 
relationship and takes on duties because the patient is vulnerable and medical judgement has 
real consequences. A platform provider offers a service under general terms, warns that output 
may be inaccurate, and tells the user to assess it before acting. The result can function as advice 
while being denied that status in legal terms. 

Once that structure is in place, influence and responsibility no longer align in the same way. A 
person may first consult the system when symptoms appear, or use it to frame a later 
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consultation. Yet if the answer is misleading, the provider has already narrowed its responsibility 
in advance. That makes risk distribution a central issue.  

10.1 Professional liability and platform disclaimers 

In healthcare, liability is part of the structure of care itself. The Civil Code does not allow the 
provider or hospital simply to exclude liability for shortcomings in the treatment relationship. The 
legal order assumes that those who undertake medical care may be held to account for its 
quality. 

Platform disclaimers work differently. OpenAI’s terms state that the services are provided “as is”, 
that output may not always be accurate, that users should not rely on it as a sole source of truth 
or as a substitute for professional advice, and that liability is limited. In a health context, that 
creates distance between the practical force of the output and the legal exposure of the 
provider. 

The contrast is therefore one of legal design. Professional liability links medical authority to 
answerability. Platform disclaimers are designed to contain exposure in a scalable service. The 
provider does not deny influence. It denies that influence should give rise to healthcare style 
responsibility. 

10.2 Legal protection in healthcare and in consumer contracts 

Users of AI systems are not without protection. Consumer law, data protection law and rules on 
unfair terms still apply. The problem is that these protections do different work from healthcare 
law. They are not built around the practical and moral structure of illness. 

Healthcare law starts from dependency. It recognises that the patient is not an equal contracting 
party. That is why it imposes duties of explanation, informed consent, confidentiality and careful 
conduct. Consumer contracts assume a more abstract user. They regulate fairness and 
transparency, but they do not recreate the treatment relationship. 

OpenAI’s European terms illustrate this well. They contain relevant consumer protections, but 
they still belong to the architecture of a general digital service. The user must assess output 
independently and receives no healthcare specific guarantee of correctness, continuity or 
clinical fitness. The legal relation is therefore protective in a consumer sense, but thin in a 
clinical one. 

10.3 Unequal positions of user and provider 

The platform relation is formally open to all, but materially unequal. The provider controls the 
model, the interface, the moderation choices, the data environment and the terms of use. The 
user sees only the front end. In health related use this asymmetry is sharper because the user 
often arrives uncertain or anxious. 

The user cannot negotiate the terms or inspect the internal operation of the system. OpenAI 
states candidly that AI is probabilistic and may produce inaccurate output, but that still leaves 
the ordinary user with little basis for judging when the system is likely to fail. 

This inequality differs from the asymmetry between doctor and patient. In healthcare, unequal 
knowledge is at least partly addressed through professional duties to explain, justify and clarify. 
The platform provider does not stand in that same reciprocal relation. The user is expected to 
remain critical while lacking the means to evaluate the system in a serious way. 
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That is why the language of user autonomy can mislead. A person may be free to ask a system a 
question. That does not remove structural dependence. 

10.4 The limits of digital self-reliance 

AI tools are often described as empowering because they make health information easier to 
access. That is partly true. They may help users prepare for a consultation, understand medical 
language, or feel less lost when a health concern first arises. The difficulty begins when 
empowerment is mistaken for self-sufficiency. 

This problem also has an equality dimension. Digital health systems do not enter a socially level 
field. Their apparent accessibility may in practice favour those who are already relatively well 
informed, digitally skilled, and able to formulate their concerns in the language such systems 
reward. Others may be less able to assess the quality of the output, less likely to recognise error, 
or more easily channelled into a thinner substitute for the forms of care that remain available to 
better-equipped users. Recent Dutch evidence points in that direction: older people and people 
with lower levels of education make less use of digital care, and those differences remain 
persistent over time. What appears as wider access may therefore, for some groups, become a 
more fragile and less contestable form of care. 

The limits of digital self-reliance are especially clear in medicine. A person may know more after 
reading a generated answer and still be less safe. The output may create false reassurance, 
disproportionate alarm, or the misleading sense that the problem has already been understood. 
In many health situations, the difficulty is not simply a lack of information, but judging what 
matters, what can wait, and what still requires professional attention. The risk, then, is not only 
that vulnerable patients become more dependent on AI-mediated guidance, but that digital 
healthcare quietly reproduces epistemic and practical disadvantage along existing social lines. 

The 2025 WGBO preadvice points in the same direction. It does not reject digitalisation, but 
insists that meaningful personal contact and proper safeguards remain necessary around 
consent and decision-making. Digital support may assist the patient, but not every burden can 
be shifted onto the user in the name of autonomy. 

 

11. Professional judgement and inner governance 

The legal shift is only part of the story. There is also a change in the way professional judgement 
is formed and sustained. Medicine depends not only on external rules, but also on habits of 
attention, professional restraint and the willingness to remain personally answerable for difficult 
decisions. These capacities are shaped by practice. They can also be weakened by the way work 
is organised. 

AI does not eliminate professional judgement. More often it reframes it. The clinician no longer 
starts from a blank page, but from a suggestion, a ranking or an already stabilised interpretation. 
That may help in some settings. It may also shift the role of the professional from judging to 
checking. 

11.1 Control systems and attention to the person 

Healthcare needs systems of control: protocols, records, dashboards and triage categories. The 
problem begins when those systems displace attention to the person rather than support it. 
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Digital tools tend to reward what can be standardised. Patients rarely arrive in such a neat form. 
Their complaints are messy, their language imprecise, and the meaning of symptoms often 
depends on context not easily captured in structured input. In such cases the task is not only to 
process information, but to attend. 

The 2025 WGBO preadvice supports this point when it insists that meaningful personal contact 
remains important even in more digital forms of care. Some things become visible only when a 
clinician is attending to a person rather than to a processed representation of that person. 

11.2 Automation and the weakening of judgement 

Automation can improve efficiency and consistency. It can also weaken judgement if it changes 
the professional role too far. A clinician who repeatedly works from pre structured outputs may 
gradually lose the habit of asking whether the framing itself was right. 

That is a subtle risk. Automation often arrives as support rather than replacement. Yet over time 
it can still shift the centre of gravity. The clinician becomes the final reviewer of a process 
initiated elsewhere rather than the primary site of interpretation. 

11.3 Deskilling in patients and professionals 

Deskilling usually comes through convenience. When a tool reliably supplies a first answer, 
users stop developing the same skill to the same extent. Patients may lose confidence in judging 
when to wait, when to call, or how to describe a problem without first consulting a system. 
Professionals may lose some of the patience, tolerance for ambiguity and diagnostic discipline 
required to build an assessment from the ground up. 

That matters because medicine is not only the application of knowledge. It is also the cultivation 
of judgement. If routine interpretive work is steadily outsourced, the profession may keep formal 
responsibility while losing some of the practical habits that once gave that responsibility 
substance. 

11.4 Governance at a distance 

A similar shift occurs at institutional level. Governance increasingly relies on indicators, 
dashboards and remote monitoring. That is understandable. Large systems require forms of 
overview. But governance at a distance has blind spots. 

A dashboard may show waiting times, flagged risks and throughput, but not whether clinicians 
still have room for proper judgment, whether patients are becoming dependent on automated 
pathways, or whether reassurance is being given too quickly because a certain interpretive 
frame has become normalised. Once institutions begin to govern through technical abstraction, 
they may lose sight of what is happening in practice. 

Digital transformation can therefore alter not only clinical work, but also the style of 
administration. Decisions are increasingly based on processed signals rather than observed 
realities. The result may be a system that is formally well governed, yet substantively less well 
understood. 

This institutional shift also appears in the clinical encounter itself. A clinician may receive a 
patient whose complaint has already been framed by an AI-generated interpretation — perhaps 
reassuring, perhaps alarmist, but in either case prior to professional judgment. That places the 
clinician in a difficult position. The interpretive frame was set elsewhere, under different 
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conditions and without equivalent duties, yet the clinician becomes the point at which 
responsibility resumes. The gap between influence and accountability that appears at system 
level thus re-emerges in the consultation itself: the clinician inherits part of the practical 
consequences of an earlier interpretive process they did not shape and cannot fully audit. 
Existing professional guidance, including the KNMG guideline on the treatment agreement, does 
not yet address how that inheritance of responsibility should be distributed. 

 

12. A change in the moral structure of care 

Law can describe duties and allocate risks, but it cannot fully capture the moral change that 
occurs when care is reorganised through platforms and computational systems. The deeper 
question is what sort of relation remains when guidance is given outside the institutional forms 
that normally carry responsibility. Healthcare has never been only a matter of efficient service 
delivery. It is a practice built around dependency, judgement and justified trust. Digital systems 
therefore change more than procedure. They may also change what care is understood to be. 

12.1 From duty of care to service delivery 

A duty of care is demanding. It requires the professional to act in the patient’s interest, to 
explain, to judge and to remain answerable. Service delivery is a thinner model. Something is 
offered under stated conditions, and responsibility is limited by contract. 

These models are not interchangeable. A system may provide useful health information as a 
service, but that does not place it within the moral world of care. OpenAI’s terms are clear that 
the service is not a substitute for professional advice and that users must assess output 
themselves. That is consistent with service delivery. It is not the language of duty of care. 

The shift occurs when people seek help from systems that resemble guidance in practice while 
remaining outside the responsibilities normally attached to guidance. The appearance of 
support is present; the burden of care is not. 

12.2 Community, institution and infrastructure 

Care has traditionally been carried by a professional community within institutions. Doctors, 
nurses, supervisors, disciplinary bodies and training programmes together shape what counts 
as proper care. That structure is imperfect, but it gives norms a place to be argued about, 
corrected and transmitted. 

Infrastructure works differently. It connects users through systems, protocols and interfaces. It 
may be more efficient and more scalable, but it is less dialogical. A platform can guide millions 
without becoming a professional community or participating in the moral practices through 
which professions govern themselves. 

The 2025 WGBO preadvice points to this problem of fit. The issue is not only that companies and 
hybrid actors now enter care related settings. It is that they do so in a field previously held 
together by institutional and professional responsibility. When infrastructure starts to replace 
community as the main carrier of medical orientation, the governing values can shift quietly. 
Efficiency and access are not wrong, but they should not become the only measures of success. 
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12.3 Responsibility rewritten as compliance 

A further shift appears in the language of responsibility. In professional care, responsibility is 
personal and substantive. The physician must answer for a judgement and for whether it was 
careful and appropriate in the circumstances. In platform settings, responsibility is more often 
rewritten as compliance. The provider complies with terms, policies, safety rules and technical 
standards. 

Compliance is necessary, but it is not the same as care. A system may satisfy internal policy and 
still leave the user alone with a burden that would have been shared in ordinary healthcare. It 
may meet a technical standard while failing to provide the moral relation patients often assume 
when they ask for help. 

That is why debates about AI in healthcare can feel incomplete when they remain at the level of 
safety controls and terms of use. Those matter, but they do not answer the more basic question: 
who is actually taking responsibility for the person in front of the system? 

12.4 Trust becomes more fragile 

Trust in healthcare is not blind. It rests on institutions, professional standards and the 
expectation that someone can be called to account if care goes wrong. That kind of trust can 
survive uncertainty because it is grounded in a structure of responsibility rather than in 
perfection. 

Platform-based trust is different. It depends more on usability, brand confidence, visible safety 
measures and the smoothness of the interaction. Those features can reassure, but they are less 
durable when error occurs. If a user discovers that an apparently careful answer was shallow, or 
that no one truly stands behind it, trust can collapse quickly. 

The contrast with medical confidentiality is revealing. In healthcare, confidentiality is a strong 
professional norm, enforced even after death and relaxed only in specific cases. That helps 
sustain durable trust because it tells the patient that care is not merely an exchange of useful 
information, but a protected relationship. 

Where health guidance moves into digital services governed by general terms, privacy policies 
and limited liability, trust has a different basis. It may still arise, but it is easier to unsettle and 
harder to justify. The moral issue is therefore not exhausted by efficiency or access. The deeper 
question is whether systems that guide without a duty of care can sustain the kind of trust on 
which healthcare depends. 

 

Part V Structural risks 

13. Delegating judgement to technical systems 

AI in healthcare does not simply add another tool. It changes where judgement begins. In the 
older model, the first serious interpretation of a complaint arose in a professional setting: with a 
GP, a specialist, a triage nurse or another clinician working within a framework of responsibility. 
That is no longer always the case. A technical system may now produce the first interpretation, 
which is only later reviewed, corrected or ignored by a human professional. 

That matters because judgement is not just a conclusion. It is a practice: noticing what is 
missing, resisting premature closure, keeping uncertainty open, and deciding when reassurance 
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is unsafe. Those acts are difficult to delegate cleanly. A system may process patterns and 
generate plausible answers, but once it begins to occupy the practical role of first assessor, the 
issue becomes structural rather than incidental. 

The 2025 WGBO preadvice identifies AI in care as one of the developments that put pressure on 
the existing patient rights framework. The point is not that AI is automatically unlawful. It is that 
once judgement is routinely delegated, the legal and professional structure around care has to 
be reconsidered. 

13.1 Dependence on AI interpretation 

Dependence usually develops through convenience. A patient asks a chatbot what symptoms 
might mean. A doctor reads an AI summary before seeing the patient. A service adopts 
automated support because it saves time. At first the system is only an aid. Over time it 
becomes a reference point. 

This dependence is not only technical. It is cognitive. Users begin to rely on the system for 
orientation: what is urgent, what is normal, what matters next. That can happen even when they 
know, in theory, that the output may be wrong. Warnings do not remove the fact that the system 
may become the first frame through which a problem is understood. 

Dependence is most likely where access to professionals is delayed or difficult. In that setting 
the system occupies a space between neutral information and formal care. Once enough people 
use it in that way, dependence becomes part of the structure of help seeking itself. 

13.2 Erosion of clinical discernment 

Clinical discernment is more than technical competence. It includes the ability to distinguish 
between the likely and the safe, between what fits the pattern and what deserves attention 
precisely because it does not. It grows through repeated encounters, reflection on mistakes, 
bodily presence and discussion with colleagues. 

That capacity can weaken if too much of the first interpretive step is outsourced. The danger is 
not sudden incompetence. It is gradual narrowing. If clinicians repeatedly work from automated 
suggestions or ranked options, the independent labour of diagnosis may lose quality. Attention 
shifts from forming a judgement to reviewing a proposal. 

Technology does not automatically destroy expertise. But expertise depends on use. If one part 
of practice becomes less frequent, the corresponding skill may lose its sharpness. That is a 
structural risk because it affects the conditions of future judgement. 

13.3 Automated triage as routine practice 

Triage is one of the clearest areas in which delegated judgement can become normal. It already 
involves categorisation, urgency assessment and threshold decisions, so it lends itself to 
technical support. AI extends that logic by promising more flexible language processing, faster 
sorting and wider reach. 

The attraction is obvious, especially in overstretched systems. But triage is not merely 
administrative sorting. It is a clinical and moral act. It decides who waits, who is reassured, who 
is escalated and who is seen now. Once automated triage becomes routine, part of that 
judgement is relocated into system design. 
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This does not mean all automated triage is irresponsible. It does mean that a support tool can 
harden into an infrastructure of first judgement. The more ordinary it becomes, the less visible 
its assumptions become. What looks efficient at scale may conceal a loss of flexibility in 
individual cases. 

13.4 Lock-in and loss of room to move 

A further risk is lock-in. This is not only technical, but also organisational, legal and epistemic. 
When a healthcare institution builds workflows around a particular AI system, it does not merely 
adopt software. It aligns routines, data practices, patient expectations and procurement choices 
with that system. 

That matters because healthcare must retain room to revise judgment, change tools and correct 
course. Lock-in narrows that room. Once a system becomes embedded in triage, 
documentation, patient communication or diagnostic support, switching becomes harder even 
when doubts arise. 

The danger is not only dependence on one vendor, but also dependence on one mode of 
interpretation. If the same infrastructure repeatedly frames symptoms, urgency and relevance in 
a particular way, that framing can become the practical default. 

Dependency also has a temporal dimension. Platform systems do not remain fixed once 
adopted. They are updated, recalibrated and reconfigured over time, often outside the 
professional channels through which healthcare normally revises standards, protocols and 
guidelines. As a result, a system on which institutions have come to rely may gradually change 
its behaviour, thresholds or interpretive style without a corresponding process of public or 
professional reconsideration. Lock-in is therefore not only a matter of switching costs. It is also a 
question of how ongoing change is governed once the infrastructure has become embedded in 
practice. 

 

14. Concentrated power and public vulnerability 

AI in health related settings does not distribute power evenly. It tends to concentrate it. A small 
number of providers control the most advanced models, the most developed interfaces and 
increasingly the terms of access. That concentration matters more in healthcare than in many 
other domains because health is not an ordinary market. It concerns dependency, basic security 
and public trust. 

Public vulnerability rises when the infrastructures through which people interpret symptoms and 
seek orientation are owned and governed elsewhere. The issue is not whether private actors may 
ever play a role. They already do. The issue is what happens when that role becomes central 
enough to shape access to medical understanding without being fully answerable to healthcare 
norms. 

14.1 Platformization of health knowledge 

Platformization means that knowledge is increasingly encountered through a central interface 
rather than through dispersed institutions, professionals and texts. In health, that matters 
because a user no longer moves between a guideline, a professional website, a patient leaflet 
and a consultation. The platform presents one reply that appears to gather everything into a 
single answer. 
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That convenience has a cost. It makes the sources, procedures and institutional traditions 
behind the knowledge less visible. The answer is experienced as the platform’s answer, even 
when it draws on wider public and professional knowledge. The platform thus begins to absorb 
authority it did not itself create. 

At scale, health knowledge is not merely digitised but platformized. The interface becomes part 
of the ordering of medical understanding. 

14.2 Institutional dependency 

Concentrated power at platform level tends to generate dependency at institutional level. 
Hospitals and practices may begin with relatively narrow uses such as drafting, triage support or 
record summaries. Over time, however, those tools can move into more central functions 
because they offer speed, savings and capabilities that public institutions may struggle to 
develop or maintain on their own. 

The 2025 WGBO preadvice points to a related development: care is increasingly offered or 
mediated by companies and hybrid actors that do not fit neatly within the existing legal 
framework. This signals more than a legal mismatch. It points to a deeper institutional shift, in 
which a publicly regulated healthcare system begins to rely on infrastructures whose design and 
evolution are privately controlled. 

Recent reporting from the United Kingdom makes the risk more concrete. It suggests that the 
attraction of healthcare for major technology firms lies not only in supplying discrete tools, but 
in securing a position in the data and infrastructure layers on which care increasingly depends. 
In the Blair–Ellison–Oracle case, NHS population data are presented as a uniquely valuable 
strategic asset, while fragmented public data systems are framed as a problem to be solved 
through unified infrastructure. That combination reveals a familiar pattern: entry through the 
language of efficiency, modernisation and integration; growing influence over data architecture 
and policy design; and, with it, an increasing dependence of public institutions on private 
infrastructures for progressively more central functions. 

The concern is therefore not limited to procurement costs or technical lock-in. Once core health 
data flows and the systems built around them are organised through preferred private suppliers, 
public healthcare may remain formally responsible while losing meaningful room to govern the 
conditions under which care itself operates. 

14.3 Legal asymmetry 

This concentration of power is reinforced by legal asymmetry. The platform provider drafts the 
terms, defines the conditions of access, sets the liability framework and determines much of the 
dispute structure. Users and institutions usually accept those conditions as the price of access. 

In healthcare, by contrast, the treatment relationship and many of its duties are not left to 
unilateral drafting. The law itself defines much of the relation. In the platform setting, influence 
may be substantial while formal exposure remains narrow. That imbalance is more serious in 
healthcare because the user is rarely in a position to bear the burden alone. 

14.4 Private standard setting in a public domain 

Platforms do not only provide services. They also set standards. They decide how the system 
responds to risk, how moderation works, what language is permitted, which warnings are shown 
and when the model should refuse or redirect. These choices may be sensible. The concern is 
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not simply their quality. It is that they amount to private standard setting in a domain governed 
by public values. 

Healthcare standards have traditionally been shaped through legislation, professional bodies, 
supervision, case law and public debate. Platform standards are shaped through product 
governance and corporate decision making. Even where providers respond to regulation, much 
of the practical detail remains internal. 

That matters because standard setting is not neutral. Choices about refusal, escalation and 
phrasing shape access to interpretation and influence user conduct. Once such standards are 
widely relied upon, private governance begins to structure a public function. 

 

15. When shared knowledge starts to fragment 

Healthcare depends on shared knowledge more than many other fields do. Not because 
everyone agrees, but because there are institutions and practices through which disagreement 
is organised, evidence weighed, norms revised and lessons passed on. Medical knowledge is 
not only held. It is shared, tested and sustained. 

AI changes that pattern. It generates answers one interaction at a time. The user receives a 
private reply shaped by a prompt, an interface and a computational process that stands outside 
the ordinary professional community. The reply may still be useful. What becomes less stable is 
the shared basis on which interpretation rests. 

15.1 Care as a common practice, AI as individual interaction 

Care has a communal structure. Professionals discuss cases, revise guidelines and work within 
institutions where knowledge is linked to supervision, training and records. Even when a patient 
sees only one clinician, that clinician belongs to a wider practice that can review and correct 
itself. 

AI interaction is different. It is usually individual and isolated. A user asks a question and 
receives a private answer. That answer does not automatically enter a case discussion, a review 
process or an institutional learning cycle. It may shape the user’s decisions while remaining 
invisible to the structures that normally support medical knowledge. 

That’s relevant because common practice is part of what makes care resilient. If more first 
interpretations arise outside that practice, the link between individual experience and collective 
correction weakens. 

15.2 Meaning becomes less stable 

In healthcare, meaning is usually stabilised through conversation, records, follow up and shared 
professional categories. A symptom is discussed, clarified and interpreted in relation to a history 
and a likely course of action. That process produces a relatively stable understanding, even 
where uncertainty remains. 

AI systems can weaken that stability. Because answers are generated case by case, small 
changes in wording may produce different emphases, different levels of alarm or different 
recommendations. The user may then carry forward a meaning that feels authoritative but has 
not been tested in clinical practice. Another user with a similar complaint may receive a different 
framing. 
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This does not always produce open contradiction. More often it produces drift. The same health 
issue begins to appear in slightly different forms across many isolated interactions. That makes 
the public coherence of medical understanding weaker. 

15.3 Weaker collective learning 

Healthcare improves through collective learning. Complaints, incidents, near misses and 
unusual cases feed back into training, protocols and institutional memory. That process is 
imperfect, but it is one reason the system can correct itself over time. 

AI mediated interactions do not necessarily enter that loop. A user may receive poor or 
confusing advice and never report it. A clinician may later correct the misunderstanding without 
the original interaction becoming part of a visible learning process. A platform may learn from 
aggregate use, but that is not the same as public professional learning. It happens inside a 
private technical system, often without the same transparency or the same link to shared 
norms. 

The result is weaker collective learning across the field. Health related interpretation moves into 
spaces where mistakes may still shape future outputs, but not in ways that are equally visible to 
clinicians, patients or regulators. 

15.4 Trust as a vulnerable resource 

Trust should be treated as a vulnerable resource rather than as an automatic byproduct of 
access. Earlier sections, especially 12.4, showed why healthcare trust differs from the thinner 
confidence often generated by interface quality, convenience or brand reputation. The point here 
is structural. Once health-related orientation becomes dispersed across private systems, 
shared grounds of justification begin to weaken. Trust then no longer depends only on whether a 
particular tool seems useful, but on whether the wider environment still offers continuity, 
accountability and common standards by which guidance can be assessed. As those common 
reference points erode, trust becomes harder to sustain collectively, even where individual 
interactions remain smooth and persuasive. 

 

Part VI Conditions for recovery 

The central problem is not simply that AI may be wrong. All care can fail. The deeper problem is 
that influence is moving into systems that do not bear the responsibilities of the professionals 
and institutions whose place they partly take. If that diagnosis is correct, the answer cannot be 
either blanket rejection or easy acceptance. What is needed is recovery in a stricter sense: a 
renewed fit between digital capability, legal responsibility, professional judgement and public 
trust. 

That will not follow from one measure alone. It requires legal embedding, institutional design, 
professional standards and a stronger sense of proportion. Technology can remain part of 
healthcare without becoming its organising model, but only if that outcome is secured 
deliberately. 

16. Conditions for the use of AI in healthcare 

AI can be used in healthcare, but only under conditions. That is more realistic than either 
prohibition or unqualified acceptance. The question is not whether digital systems can help. 
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They can. The question is what must be true before they are allowed to shape judgement in a 
field organised around vulnerability, trust and accountability. 

The 2025 preadvice on a future proof WGBO starts from the right place. It does not reject 
digitalisation. It argues that patient rights law must be able to respond to technological change, 
including AI and the changing place of meaningful personal contact in care. The starting point 
should therefore be the existing normative structure of healthcare, not the product logic of 
digital services. 

16.1 Embedding digital systems in public law 

The first condition is public law embedding. If digital systems materially affect diagnosis, triage, 
treatment decisions or patient understanding, they should not remain governed only by private 
terms and general consumer law. They should fall within the legal framework that already 
governs care. 

This does not mean that every software tool becomes a healthcare provider. It means that 
systems with real influence over medical judgement should be subject to public norms of safety, 
explainability, accountability and supervision. European law already moves in that direction. The 
EU AI Act treats certain medical AI systems as high risk and subjects them to duties of risk 
management, documentation, human oversight and monitoring. 

In the Dutch setting, however, public law embedding must mean more than general AI 
compliance. The decisive question is whether a system can be used without hollowing out the 
legal structure of care itself: comprehensible information, consent, good care, continuity, 
confidentiality and public accountability. Those are not optional values added afterwards. They 
define the legal form under which medically significant judgement becomes legitimate. 

Healthcare is not an ordinary consumer environment. Patients do not enter it as equal market 
actors. They may be frightened, dependent or physically unwell. That is why healthcare law 
imposes duties that go beyond ordinary contract. If digital systems shape decisions in that 
setting, the legal form should reflect that reality. 

16.2 Liability rules that fit the health context 

A second condition is liability. At present there is often a mismatch between the practical 
influence of AI systems and the legal exposure of their providers. OpenAI’s terms state that 
output may be inaccurate, that users must assess it for themselves, and that the service is no 
substitute for professional advice, while liability is limited. That may be understandable for a 
general service. It is poorly suited to health related use, where outputs may shape urgent 
decisions. 

In healthcare, liability does more than compensate harm after the event. It also disciplines 
practice by tying authority to answerability. If AI systems materially influence care, responsibility 
should reflect that influence. 

This does not require one rigid model. A documentation tool is not the same as an autonomous 
triage system. But the principle should be clear: the more a system shapes health related 
judgement, the less acceptable it is that responsibility is shifted entirely to the user or dissolved 
into vague institutional language. Providers, deployers and healthcare institutions should each 
bear responsibility in proportion to their role. 
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16.3 Transparency about model limits and performance 

A third condition is transparency, but not in the form of broad claims about safety or innovation. 
What matters in healthcare is operational transparency: what a system does well, where it 
performs poorly, what inputs it was evaluated on, how it handles uncertainty, and where it 
should not be used. 

OpenAI’s terms acknowledge that outputs may be incomplete or inaccurate because of the 
probabilistic nature of machine learning. That is an honest starting point, but too general for 
healthcare. Clinicians and institutions need more than a warning. They need to know whether a 
system is suitable for triage support, patient explanation, record summarisation or diagnostic 
assistance, and under what limits. 

The same idea appears in international AI governance. The OECD principles stress transparency, 
explainability, robustness and accountability. In medicine, however, those values need to be 
translated into use specific disclosures that professionals can actually rely on. 

16.4 Independent review of epistemic quality 

A final condition is independent review, not only of technical safety but also of epistemic quality. 
Healthcare does not merely need systems that function. It needs systems whose way of 
producing and presenting knowledge can itself be examined. 

That requires more than ordinary technical validation. Before deployment, and at appropriate 
intervals afterwards, healthcare organisations should ask not only whether a system is accurate 
or safe in a narrow sense, but how it shapes interpretation, uncertainty, attention and patient 
understanding in practice. A system may be technically impressive and still epistemically weak if 
it gives fluent but shallow answers, suppresses uncertainty too quickly, or performs poorly in 
atypical but clinically significant cases. 

Independent review should therefore examine how a system handles ambiguity, context, rare 
but serious scenarios, and the boundary between useful support and misleading reassurance. It 
should ask whether the system narrows clinical attention prematurely, creates misplaced 
confidence, weakens contestability, or alters patterns of referral and explanation in ways that 
performance metrics alone may not capture. Where systems are likely to affect public trust or 
the practical conditions under which patients form health-related judgments, their wider 
epistemic and institutional impact should also be assessed. 

The point is not bureaucratic expansion for its own sake. It is to ensure that systems which 
increasingly mediate medically significant knowledge are reviewed in light of the knowledge 
practices they may reshape. As the 2025 WGBO preadvice makes clear, technological change 
raises questions not only of efficiency, but also of the patient-rights structure surrounding care 
decisions. Independent review should therefore ask not only whether a system meets technical 
benchmarks, but whether it fits the normative conditions of care. 

These conditions are related, but not equal in sequence. The first and decisive step is public-law 
embedding. Without it, liability remains uncertain, transparency largely voluntary, and 
independent review institutionally underdetermined. If digital systems that materially shape 
health-related judgment are not first brought within the legal and supervisory order of care, the 
remaining safeguards risk becoming corrective additions to an infrastructure whose normative 
status has been left unresolved. 
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17. Resilience in a digital healthcare system 

Recovery is not only a matter of limiting AI. It also requires resilient healthcare institutions. A 
resilient system can use digital tools without becoming dependent on them in ways that weaken 
judgement, learning capacity or public legitimacy. It can absorb innovation without giving up its 
structure. 

Resilience does not follow automatically from adoption. A system may become more efficient by 
moving interpretive work into opaque external tools while becoming more fragile at the same 
time. The aim should be a digital healthcare system that remains capable of correction, revision 
and human accountability. 

17.1 A governance code for medical AI 

One practical step would be a healthcare specific governance code for medical AI. Such a code 
would not replace legislation. It would translate general duties into operational standards for 
development, procurement, deployment and review. It could cover documentation, human 
oversight, escalation routes, incident reporting, user information and the review of model 
updates. 

Its value would be practical rather than symbolic. At present there is too much slippage between 
consumer technology language, generic compliance language and clinical responsibility. A 
governance code could clarify which uses are genuinely supportive, which require strict 
supervision and which should not be used in patient care. 

To be useful, such a code should distinguish levels of medical influence rather than treating all 
healthcare AI as one category. Administrative support, informational assistance, interpretive 
support and decision shaping guidance raise different risks and should carry different standards 
of review and accountability. 

The EU AI Act provides a baseline for high risk uses, but healthcare still needs sector specific 
translation if those rules are to make sense in practice. The Act regulates systems as products 
and uses. It does not reconstruct the treatment relationship, consent, continuity, professional 
secrecy or disciplinary accountability. Those remain matters of healthcare law and professional 
norms. 

17.2 Public control over knowledge infrastructure 

A second condition is public control over knowledge infrastructure. This does not mean every 
useful digital system must be state owned. It means that public institutions must retain 
meaningful control over the infrastructures through which medical knowledge is organised, 
distributed and acted upon. 

Otherwise, structural dependency follows. If the first layer of symptom interpretation, patient 
explanation or documentation runs increasingly through private systems, public healthcare may 
remain formally in charge while relying on tools it cannot really shape. The 2025 WGBO 
preadvice hints at this concern when it notes the growing role of companies and hybrid actors in 
care related functions. 

Public control may require procurement standards, interoperability, access to audit information, 
public or non profit alternatives for critical functions, and limits on lock in. The point is not self-
sufficiency, but preserving room for independent judgement about infrastructures that 
increasingly shape care itself. 
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17.3 Learning capacity in institutions 

A resilient system must also be able to learn. This sounds obvious, yet digital deployments are 
often weak at precisely this point. A tool is introduced, workflows are adjusted, staff adapt, and 
the system is then treated as a settled improvement. In healthcare, every major shift in 
interpretation should generate feedback: where users relied too heavily on the system, where 
clinicians stopped questioning a frame too quickly, and where patients were misled or confused. 

Institutional learning requires more than internal provider analytics. It requires visible processes 
within healthcare organisations: reporting, discussion, revision of protocols and willingness to 
scale back uses that initially seemed attractive. It also requires enough professional freedom for 
clinicians to depart from automated framing without being treated as inefficient. 

If digital systems increasingly shape what patients ask, what clinicians notice and what counts 
as a plausible next step, institutions need spaces in which that framing can be made visible and 
challenged. 

17.4 Relational integrity as a practical standard 

A final element of resilience is relational integrity. By this I mean a practical standard according 
to which technology may not be introduced in ways that hollow out the treatment relationship 
itself. Digital systems should support the patient professional relationship, not quietly replace 
its central functions while preserving only the appearance of guidance. 

This standard is useful because it returns the discussion to the point of care. The question is not 
simply whether a tool works, but whether it leaves intact the relation in which explanation, 
consent, judgement and accountability are supposed to occur. The 2025 WGBO preadvice 
supports that approach when it stresses that meaningful personal contact retains an important 
place in good care, even in a more digital environment. 

Before deployment, the relevant question should therefore be simple: does this use strengthen 
the possibility of responsible care, or does it substitute a thinner interaction where a thicker 
relationship is still needed? 

 

18. Restoring proportion 

Questions of legal form, institutional structure and professional standards ultimately rest on a 
prior view of the human person. In healthcare, that view cannot be reduced to the image of a 
user as informational input, behavioural pattern or manageable case. It begins instead from the 
person as embodied, vulnerable, relational and interpretive. That anthropological background 
shapes what care is, what judgement requires, and why responsibility cannot simply be 
displaced into systems that process health-related information efficiently. 

Not every problem calls for the most advanced available technology, and not every technical 
possibility belongs in healthcare simply because it exists. In digital policy, possibility is often 
mistaken for fit. Once a system appears powerful, restraint is treated as something that must be 
justified. In healthcare, the presumption should often run the other way. Because this is a 
domain of vulnerability, the first question should be whether a technology is proportionate to the 
task. 
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Restoring proportion means recovering a sense of scale and fit. It means asking where digital 
systems genuinely support care and where they begin to displace forms of judgement that 
should remain human, institutional and publicly answerable. 

18.1 Human presence as a condition for sound judgement 

The simplest point is also one of the most important. In many parts of care, sound judgement 
still depends on human presence. Not in every case, and not for romantic reasons, but because 
bodily appearance, timing, hesitation, contradiction and context often matter. Much clinical 
interpretation depends on direct attention to another person. 

The 2025 WGBO preadvice makes this point in legal terms. Where there is no real possibility of 
personal contact in consent, diagnosis or treatment, strong justification is required. Meaningful 
contact is not an optional extra. It can be part of what good care demands. 

That insight extends beyond formal consent alone. It also applies to systems that shape 
understanding before consultation or in place of it. A healthcare order that forgets the epistemic 
value of human presence will tend to overestimate what smooth computational output can 
actually know. 

18.2 Care as a professional community 

Restoring proportion also means remembering that care is not delivered by isolated individuals 
assisted by tools. It is carried by a professional community. Clinicians learn from one another, 
challenge one another, inherit standards and revise them. Trust in healthcare rests not only on 
one doctor’s competence, but on the wider institutional and professional order in which that 
competence is embedded. 

That communal structure can weaken if digital systems become the main carriers of first 
interpretation, explanation and organisation. The answer is not to reject all technical support. It 
is to ensure that the professional community remains the place where difficult judgement is 
formed and corrected. That includes preserving time for reflection, peer discussion and case 
review rather than allowing all pressure for speed and standardisation to be absorbed into 
clinical work. 

18.3 Technology in a supporting role 

Technology should remain supportive rather than directive. That sounds obvious, but it has real 
force if taken seriously. A system should be judged by whether it helps a practice whose ends are 
already defined, not by whether it is impressive in itself. Supportive technology can reduce 
burdens, clarify information, improve access or ease administration without quietly relocating 
responsibility. 

The more dangerous model is one in which technology begins to define the workflow, the 
timeline and the first interpretation, while human professionals remain present mainly to absorb 
risk or reassure the user. That is not support. It is partial substitution under another name. 

The distinction is often practical. A tool that helps draft a discharge summary is not the same as 
a tool that becomes the first interpreter of urgent symptoms. A system that helps explain a 
diagnosis already given by a physician is not the same as a system that starts to assess what 
that diagnosis might be. Proportion requires keeping those differences clear. 
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18.4 Restraint, proportion and fit 

Recovery therefore requires restraint. This is not an argument against innovation, but against 
technological inevitability. In healthcare, restraint is often a sign of maturity rather than 
backwardness. A system may be technically possible and commercially attractive while still 
being poorly fitted to the moral and legal structure of care. 

Proportion is not caution for its own sake. It is a way of keeping means and ends aligned. Where 
AI helps without hollowing out responsibility, it should be used. Where it relocates judgement, 
weakens accountability or displaces meaningful human contact, caution should be the starting 
point. 

That is how space for recovery is preserved: not by denying digital change, but by refusing to let 
technical capability alone decide what healthcare becomes. 

 

Conclusion 

Two ways of producing and authorising knowledge 

This essay has traced a contrast between two different ways of producing and authorising 
knowledge. The first is the healthcare order, built around the treatment relationship, professional 
judgement, public supervision, confidentiality and legal accountability. In that order, knowledge 
is not only produced. It is justified through a relation of responsibility. The second is the platform 
model, in which information is generated through computation, distributed through interfaces 
and governed mainly through terms of use, product design and scalable risk management. 

Both orders can produce something that looks like guidance. They do not do so on the same 
basis. In medicine that difference matters acutely, because the person receiving the information 
is often dependent on it in conditions of uncertainty. 

 

The gap between influence and responsibility 

The central problem is the widening gap between influence and responsibility. AI systems can 
shape interpretation, urgency, reassurance and next steps while remaining outside the duties 
that govern care when comparable influence is exercised by a clinician. OpenAI’s own terms 
reflect this structure: the service may influence users, but users must assess output for 
themselves and may not treat it as a substitute for professional advice. 

That gap is not merely technical or contractual. It is normative. It changes the relation between 
judgement and answerability. A system may become central to how symptoms are understood 
without ever entering a treatment relationship or accepting a duty of care. That is the imbalance 
that requires correction. 

Legitimacy, oversight and public trust 

In the end, the issue is one of legitimacy. Healthcare has never rested on skill or efficiency alone. 
It depends on expertise being embedded in institutions of review, discipline, supervision and 
trust. In the Netherlands that includes the WGBO, professional standards and public oversight 
by bodies such as the IGJ. It also includes the thicker moral architecture of confidentiality, 
continuity and professional responsibility. 
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If health related interpretation increasingly takes place in systems governed elsewhere, 
legitimacy can no longer be assumed. It has to be rebuilt through law, institutional design and 
practical standards that tie public trust to real accountability rather than to interface 
smoothness alone. 

The future shape of healthcare 

Healthcare will not return to an undigital past. AI will remain part of the landscape. The real 
question is whether it will be absorbed into the healthcare order on healthcare’s terms, or 
whether healthcare will gradually be reorganised on the terms of the platform. 

The argument of this essay has been that the first path remains possible, but only under clear 
conditions: systems with real clinical influence must be embedded in public law, responsibility 
must reflect actual influence, transparency must be operational rather than decorative, review 
must extend to epistemic quality, and institutions must preserve human judgement, learning 
capacity and relational integrity. 

The final question is therefore not whether machines will become more intelligent. It is whether 
healthcare can remain recognisably itself while using them, for all the patients who depend on 
it, not only for those already well equipped to navigate it. A system of care can survive digital 
transformation. It cannot survive indefinitely if responsibility, judgement and trust are allowed to 
drift apart, or if legal protection for the vulnerable is quietly thinned out in the name of 
convenience.  
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Appendix - EHDS 

Further reflections on the European Health Data Space, interpretative responsibility, and 
public health data governance 

1. Purpose of this appendix 

This appendix supplements the original essay. It does not replace it. The central claim remains 
the same: health related interpretation is increasingly shaped by digital systems operating 
outside the classical treatment relationship, while responsibility is still assigned through older 
legal and professional categories. That gap remains the central concern. 

What has changed is the institutional setting. Since the essay was written, it has become useful 
to place that argument within the wider European health data framework. The issue no longer 
concerns only the influence of external platforms on clinical relationships. Europe is now 
building a formal public framework for the circulation, access and reuse of health data. That 
framework will shape who mediates between patient, professional, researcher, administrator 
and system. It will also shape the conditions under which that mediation is treated as legitimate. 

The original essay focused mainly on platform influence outside the treatment relation. That 
focus still holds. The emerging European framework changes the setting in which that influence 
must be understood. The European Health Data Space does not simply regulate separate tools. 
It begins to organise a public environment for health data exchange, access and reuse across 
jurisdictions and institutions. Part of the discussion therefore shifts. Platform power remains 
relevant, but so does the public architecture now being built around it. 

The purpose of this appendix is limited. It adds a number of reflections that follow from the 
EHDS materials and related governance developments. Three themes run through it. First, the 
EHDS should be understood as an emerging public data architecture, not just as a legal 
instrument. Second, that architecture addresses access, interoperability and controlled reuse, 
while leaving much of interpretative responsibility unresolved. Third, trust in healthcare depends 
on more than secure exchange and lawful processing. It also depends on who gives meaning to 
data, who carries judgment and which institutions still hold these processes together. 

This appendix does not attempt a full redrafting of the original essay. That would be a different 
task. The aim here is narrower: to clarify how the original argument changes once it is placed 
within Europe’s developing health data order. 

2. The EHDS as an emerging public data architecture 

The EHDS is more than a regulatory addition to current debates on AI. It marks a wider shift in 
European governance. The European Union is not only setting rules for specific technologies. It 
is building an organised framework for health data access and reuse across member states. That 
changes the institutional setting in which digital health systems operate. 

A further implication deserves emphasis. The EHDS is not only a framework for lawful access 
and reuse within national systems. It also forms part of a broader European effort to 
institutionalise cross border health data circulation at Union level. It does not merely regulate 
data that are already in motion. It helps create the conditions under which health data may 
move across jurisdictions, between care settings and into authorised infrastructures for wider 
European use. 
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Earlier discussions often treated health data governance through separate legal instruments, 
fragmented national systems or sector specific interoperability efforts. The EHDS changes that 
arrangement. It begins to assemble a more coherent structure linking patient access, cross 
border exchange, secondary use for research and innovation, and the bodies that authorise, 
supervise and facilitate those activities. The issue no longer stops at whether one platform or 
one application exerts too much influence. Europe is building a public order for health data 
mediation. 

The distinction between primary and secondary use sits at the centre of this architecture. 
Primary use concerns the provision of healthcare. It includes access to personal electronic 
health data for patients and health professionals, continuity of care, portability and cross border 
exchange in clinical settings. It also strengthens patient rights by extending practical access to 
personal health data across national and institutional boundaries. 

Secondary use concerns a different field. It covers research, innovation, policy making, 
regulatory oversight and other authorised uses beyond direct care. These domains are separated 
for good reason. They involve different purposes, different expectations and different risks. Still, 
they remain connected within one broader infrastructure. 

This matters for the argument of the essay in a fairly direct way. Once primary and secondary use 
are formally organised, mediation becomes layered. Clinical interaction no longer stands alone. 
Research and policy do not remain downstream activities that simply receive data later. They 
become part of an institutional order in which data move, permissions are granted, 
environments are secured and responsibilities are distributed. What emerges is not one 
treatment relation disturbed by a few digital actors, but a more differentiated structure of 
mediation. 

Within that framework, institutions such as MyHealth@EU and HealthData@EU play a 
constitutive role. MyHealth@EU is meant to support cross border exchange for primary use. It 
concerns the practical circulation of electronic prescriptions, patient summaries and related 
data in healthcare provision. HealthData@EU serves a different purpose. It supports secondary 
use by creating conditions for access to data for research, innovation, policy and regulatory work 
under controlled conditions. These are not peripheral instruments. They function as 
infrastructural nodes in a new European order of health data circulation. 

The same applies to digital health authorities and health data access bodies. These institutions 
do more than process requests. They become part of the machinery through which health data 
gain movement, legal form and institutional direction. A health data access body, for example, 
does not simply approve or reject an application. It helps determine the conditions under which 
data may circulate, which uses are accepted and how access is organised in technical and 
organisational terms. That is governance in a strong sense. 

Secure processing environments deepen this shift. They show how responsibility is increasingly 
built into infrastructure. Access, traceability, auditability, controlled outputs and technical 
containment are no longer peripheral safeguards. They are becoming part of the design of the 
European health data order. Accountability does not disappear, but it is increasingly mediated 
by systems, environments, permissions and technical controls rather than resting mainly on 
bilateral professional relationships or classical legal categories. 

This has a direct consequence for the original essay. The problem can no longer be described 
only as the rise of external platforms operating beyond the clinical relation. Another process is 
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underway. Public institutions in Europe are constructing a formal architecture that will itself 
mediate health data, authorise flows and define legitimate routes of access and reuse. The 
question therefore sharpens: does this architecture reduce the epistemic and institutional risks 
identified in the original essay, or does it relocate them within a more formal and publicly 
sanctioned structure? 

That question requires care. The EHDS is clearly an attempt to counter fragmentation and to 
prevent health data governance from being left entirely to commercial actors and isolated 
national systems. That is a substantial improvement. At the same time, a public architecture 
does not by itself resolve the issue of interpretative authority. It organises circulation, structures 
access and defines conditions for reuse. The deeper problem remains only partly addressed: 
how meaning is assigned, by whom and under which institutional responsibility. 

3. Trust beyond access and interoperability 

The EHDS frames trust largely through institutional and technical measures. Security, 
interoperability and lawful reuse are all important. Controlled environments matter as well. That 
focus is understandable. Health data are sensitive. Their circulation requires legal safeguards, 
technical reliability and clear rules for access and reuse. Without those conditions, confidence 
in cross border exchange and secondary use would remain weak. 

Still, trust in healthcare does not arise from secure exchange alone. Patients do not rely on a 
system simply because data are stored safely or transmitted lawfully. Trust also depends on 
interpretation. Someone has to determine what a signal means, what risk it suggests, whether 
reassurance is justified and how uncertainty should be handled. These acts cannot be reduced 
to data handling. They involve judgment, responsibility and institutional credibility. 

That point remains important because the EHDS mainly addresses the conditions under which 
health data may move and be reused. It creates a framework for controlled circulation. That is 
necessary. A health system does not become trustworthy simply because access is regulated 
and infrastructure is interoperable. Trust also depends on who interprets outputs, who frames 
advice, who carries professional accountability and which institutions remain visible as the 
bearers of those judgments. 

A simple example makes the problem concrete. A patient may gain secure access to a record, or 
a researcher may lawfully obtain data through an authorised access body. From a compliance 
perspective, both arrangements may be robust. The more difficult question comes later. If the 
patient has already encountered a generative interface that has organised symptoms into a 
plausible narrative, or if a clinical workflow increasingly relies on AI assisted ranking and 
summarisation, interpretation becomes decisive. The question is who remains responsible for 
the meaning that guides action. A secure channel does not answer it. 

The same applies at institutional level. Trust in a health data architecture depends on whether 
institutions remain able to explain how conclusions are reached, how uncertainty is handled 
and how contestation remains possible. Technical protections support that work. They do not 
replace it. A system may be fully compliant and still weaken confidence if users cannot tell who 
stands behind the interpretation shaping care, research priorities or administrative decisions. 

A purely procedural account of trust reaches its limit here. Lawful access, secure environments 
and interoperable standards are necessary. They are not sufficient. Healthcare is not only a field 
of data transfer. It is also a field of dependence, uncertainty and judgment under conditions of 
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vulnerability. In that setting, trust remains tied to institutions and persons who can be 
addressed, questioned and held responsible for the meanings that guide action. 

This leads to a higher understanding of trust. It includes security and lawful reuse, certainly. It 
also includes interpretative responsibility, institutional transparency and a visible chain of 
judgment. Without those elements, trust erodes. It may hold at the level of infrastructure while 
weakening at the level of care and public legitimacy. 

None of this diminishes the importance of the EHDS. It clarifies where its current strength lies 
and where further work is needed. The framework addresses access, control and technical 
reliability with increasing precision. Responsibility for interpretation remains more diffuse. That 
is where the broader challenge begins. Health data governance concerns both movement and 
meaning. The first is being institutionalised with considerable care. The second still depends on 
professional judgment, institutional stewardship and forms of accountability that 
interoperability standards alone cannot provide. 

4. The intermediary zone of AI-mediated health interpretation 

A growing share of health-related interpretation now takes place in a space that does not fit 
neatly within the distinction between primary and secondary use. That space deserves separate 
attention. The EHDS rests on a clear division: primary use concerns direct care, while secondary 
use concerns research, innovation, regulation and policy. The distinction is sound. Yet 
generative health interfaces, symptom checkers, conversational triage tools and AI-assisted 
health systems do not sit comfortably in either category. 

They are not part of a formal treatment relationship in the classical sense. But neither are they 
merely downstream research tools or policy instruments. They increasingly shape how people 
understand symptoms, urgency, risk and bodily experience before any professional encounter 
begins. That gives them a more formative role. They intervene at a point where uncertainty is high 
and institutional responsibility often remains unclear. 

This intermediary space matters in part because digital systems now perform functions once 
tied more clearly to professional roles. Triage is one example. A patient may use a digital 
interface to judge whether a complaint is serious, whether care is needed, or whether waiting is 
acceptable. Reassurance is another. A system may frame a symptom pattern as low risk, 
suggest that concern is unnecessary, or lower the sense of urgency. The same applies to pre-
consultation interpretation. By the time a patient reaches a clinician, an initial narrative may 
already have been shaped elsewhere. 

These systems do more than pass on information. They help organise meaning. They shape how 
symptoms are framed, which possibilities seem plausible and what forms of action appear 
warranted. They do so through language, ranking, summarisation and often through a 
conversational style that gives coherence to uncertainty. That is a form of epistemic work. It is 
not identical with diagnosis, but it may strongly shape the path toward diagnosis. It does not 
replace professional judgment outright, yet it increasingly conditions the setting in which that 
judgment is exercised. 

The result is a field of mediation that does not map well onto existing legal and institutional 
categories. If such systems are treated as outside the care relationship, responsibility becomes 
thin precisely where influence is strong. If they are treated as fully part of direct care, their role 
and institutional position are often overstated. That is why this intermediary zone needs to be 
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named as such. Interpretative influence is expanding faster than the structures of responsibility 
around it. 

The issue becomes sharper once the EHDS is taken into account. The emerging European 
architecture creates formal routes for the circulation and reuse of health data. Yet generative 
health interfaces often operate before those routes become formally relevant. They may rely on 
general models, public information, proprietary systems, or mixed health-related inputs that do 
not align neatly with the institutional categories of primary care exchange or secondary access 
for research and policy. Their influence is real, but their place within the formal architecture 
remains uncertain. 

This exposes, in a more visible form, the gap identified in the original essay. Influence over 
interpretation is moving outward and upward into interfaces, platforms and digital systems, 
while responsibility remains tied to older professional and legal structures. In this intermediary 
zone, that mismatch becomes especially clear. A patient may act on digitally mediated advice. A 
clinician may inherit an expectation, concern or false reassurance that was shaped elsewhere. A 
health system may absorb the consequences without clearly recognising where the earlier 
interpretation took place. 

The question that follows is simple enough: who carries responsibility in this zone? It cannot rest 
entirely with the patient, as if interaction with a generative system were no more than private 
information seeking. Nor can it be assigned automatically to a clinician who encounters the 
patient only after a prior layer of interpretation has already shaped the consultation. The 
problem lies in a distributed chain of mediation in which systems influence meaning without 
entering the field of responsibility in proportion to their practical effect. 

That does not make such systems inherently illegitimate. It does show a structural weakness in 
the current ordering of responsibility. The EHDS clarifies important parts of the European health 
data environment. It does not yet fully clarify how this intermediary zone should be governed 
once interpretation itself begins to migrate into conversational, generative and pre-clinical 
digital systems. That question remains open, and it will matter for the future legitimacy of AI-
mediated health environments. 

5. From data governance to knowledge governance 

The EHDS is a major development in data governance. It addresses access, reuse, 
interoperability, control rights and the institutional channels through which health data may 
circulate. Those are substantial achievements. They create order where fragmentation would 
otherwise persist. Yet lawful access to data does not settle the question of interpretative 
authority. That marks a limit that is easy to miss when governance is understood mainly in terms 
of flows, permissions and technical safeguards. 

Data governance concerns the conditions under which data are collected, shared, reused, 
protected and made accessible. It deals with rights, permissions, roles, environments and 
technical compliance. Knowledge governance concerns something further: the conditions 
under which meaning is assigned, conclusions are drawn, judgments are formed and claims 
become credible or actionable within an institutional setting. 

The distinction is important because health systems do not operate on data alone. They operate 
on interpreted data. Symptoms become signals within a field of possible meaning. Records 
become evidence within professional judgment. Models become guides to action only through 
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processes of translation, weighting and contextual understanding. Those processes are not 
exhausted by access rules or technical safeguards. They belong to the governance of meaning. 

This does not diminish the importance of data governance. It clarifies its limits. A system may 
comply with access rules and still raise serious questions about how health-related meaning is 
produced. A data environment may be secure and interoperable while the interpretation built on 
it remains opaque, difficult to contest or only weakly anchored in institutional responsibility. In 
such cases, governance is present, but narrower than the practical reality it seeks to organise. 

The point becomes more pressing in AI-mediated health environments. As digital systems move 
beyond storage and retrieval into summarisation, ranking, triage support and conversational 
response, they increasingly participate in the formation of knowledge rather than merely 
handling data. They help determine what counts as relevant, which possibilities are 
foregrounded, how uncertainty is presented and what appears actionable. Once that happens, 
the governance problem changes. It is no longer only about whether data may be used. It is also 
about who is authorised, equipped and accountable for the meanings that emerge from that 
use. 

That is where interpretative authority enters. Lawful access tells us who may reach the data. It 
does not tell us who may legitimately frame their significance in ways that shape care, policy, 
research or patient understanding. The same holds for interoperability. Systems may 
communicate perfectly well while still producing interpretations that diffuse responsibility, 
flatten uncertainty or weaken the link between judgment and accountability. 

This points to a broader issue. Health governance increasingly depends on the management of 
data, but health legitimacy depends on more than that. It depends on visible and institutionally 
carried structures of judgment. That includes the ability to explain how an interpretation was 
formed, how it may be challenged, what uncertainties remain and who bears responsibility 
when action follows from it. These are not optional ethical additions. They belong to the 
conditions under which health knowledge remains publicly and professionally credible. 

The unresolved question, then, is who safeguards interpretative integrity in AI-mediated health 
environments. Interpretative integrity concerns more than narrow correctness. It concerns 
whether the process by which meaning is generated remains accountable, contestable and 
institutionally anchored. It concerns whether professional judgment is supported rather than 
dissolved, and whether patients encounter interpretations linked to recognisable chains of 
responsibility. 

The EHDS does not yet fully answer that question. It addresses access, rights, environments and 
governance bodies with increasing precision. The governance of meaning remains less settled. 
That is not a defect in any simple sense. It reflects the fact that Europe is still constructing a data 
order while the implications for knowledge order are only beginning to emerge. The difficulty lies 
in the transition itself. Once AI systems begin to mediate health-related meaning, data 
governance alone no longer provides an adequate vocabulary for what is at stake. 

A fuller account would therefore need to move from data governance toward knowledge 
governance. Not as a replacement, but as an extension. Lawful reuse, secure exchange and 
institutional permissions form only part of the conditions under which health systems remain 
trustworthy. The other part concerns how meaning is governed, by whom and under which forms 
of institutional stewardship. That wider problem remains largely open, and it is likely to become 
more central in the years ahead. 
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6. Secure processing environments and the infrastructure of responsibility 

The rise of secure processing environments shows how responsibility is increasingly being built 
into technical and organisational infrastructure. This is one of the more important developments 
in the European health data order. Responsibility is no longer conceived only as something 
assigned afterwards through legal attribution or professional liability. It is increasingly organised 
in advance through environments that determine who may enter, what may be done, what may 
be exported and how actions remain visible for later review. 

That shift reflects the growing complexity of health data governance. Sensitive information now 
moves across institutional boundaries, national jurisdictions and the domains of care, research, 
administration and regulation. In that setting, infrastructure takes on a normative role. It does 
not merely support governance. It becomes one of the means through which governance is 
exercised. 

Access control offers a basic example. It determines who may enter a data environment, under 
which permissions and for what purpose. Logging and auditing add another layer by creating a 
trace of actions, queries, transformations and outputs. Monitoring extends this by making 
behaviour within the environment visible over time. Traceability ties these elements together. It 
allows institutions to reconstruct how a process unfolded, where an intervention occurred and 
under what conditions a decision or output emerged. 

These mechanisms are often described in technical terms. That is accurate, but incomplete. 
They are also infrastructures of responsibility. They shape the conditions under which an action 
can be linked back to an actor, a process, an authorised purpose or a technical pathway. This 
becomes increasingly important in AI-mediated settings, where responsibility cannot always be 
reconstructed through direct human authorship alone. As more steps are automated, 
summarised, ranked or semantically transformed, accountability depends more heavily on 
whether the underlying infrastructure preserves visibility and control. 

This has direct relevance for the original argument of the essay. The problem of responsibility in 
digital health is not only that legal categories lag behind technological influence. It is also that 
responsibility becomes harder to carry when infrastructure does not make interpretation and 
intervention traceable. A system may influence triage, support a recommendation or shape a 
line of interpretation. If the surrounding infrastructure does not preserve a meaningful record of 
how that happened, later review becomes more difficult. Legal liability may still be debated, but 
the practical basis for understanding what occurred is weakened. 

That helps explain why secure processing environments matter beyond privacy and 
containment. They form part of the answer to a deeper problem. Accountability requires an 
infrastructure that makes intervention corrigible. Corrigibility means more than the formal 
possibility of complaint. It means that interpretations, actions and outputs can be revisited, 
challenged and revised because the process that produced them remains sufficiently visible 
and institutionally intelligible. 

That condition is easy to name and harder to realise. Access logs do not by themselves 
guarantee meaningful correction. Audit trails do not automatically preserve interpretative 
context. Monitoring may show that a process occurred without showing how meaning was 
formed within it. For that reason, technical infrastructure needs organisational counterparts. 
Governance bodies, professional review, institutional oversight, escalation procedures and clear 
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role definitions remain necessary. Responsibility cannot be shifted onto infrastructure alone. 
But without infrastructure, responsibility becomes much harder to stabilise. 

That is also why the governance of secure environments should not be treated as a merely 
administrative issue. It concerns the possibility of public and institutional accountability in a 
data-intensive and increasingly AI-mediated health system. If such environments are designed 
only to contain risk and satisfy procedural requirements, they may remain formally robust while 
leaving interpretative responsibility underdeveloped. If they are designed with accountability in 
view, they can help preserve the conditions under which professional judgment, institutional 
review and public legitimacy remain possible. 

The broader implication is clear enough. Responsibility in contemporary health governance is 
becoming infrastructural. It depends on technical design, organisational arrangements and 
institutional oversight working together. That does not displace law or profession, but it does 
change the terrain on which they operate. Accountability now depends not only on rules about 
what should happen, but also on infrastructures that make visible what did happen, who shaped 
it and how correction remains possible. 

In that sense, secure processing environments are more than a practical governance tool. They 
are part of the emerging architecture within which health knowledge, judgment and 
responsibility will be organised. Their design therefore reaches deeper than is sometimes 
acknowledged. They do not merely protect data. They help determine whether the interpretation 
and use of health data remain answerable to institutions capable of review, correction and 
justified intervention. 

7. Public and private power in the emerging European health data order 

The EHDS presents itself as a public governance framework, and rightly so. It creates formal 
structures for access, reuse, authorisation and institutional supervision across the European 
health data space. It does so through public law, public bodies and publicly defined rights. In 
that sense, it is a clear attempt to prevent health data governance from being left to fragmented 
markets or to the unilateral ordering power of large digital actors. 

At the same time, this emerging order is not purely public. It rests on technical infrastructures, 
software environments, cloud dependencies, vendor integrations and, increasingly, AI 
capabilities that are not public in ownership, design or strategic direction. Public governance 
does not begin on empty ground. That matters because public control over access does not by 
itself secure control over the deeper layers of mediation. 

A public framework may define who can access data, under what conditions and for which 
purposes. That still leaves open who shapes the infrastructures through which data are stored, 
processed, translated, ranked and rendered meaningful. A health data access body may 
authorise lawful use. A digital health authority may supervise interoperability and rights. Yet the 
practical pathways through which data become interfaces, summaries, risk signals or machine-
readable inputs may depend on software and infrastructure governed elsewhere. 

Cloud infrastructure is an obvious example. It is often treated as technical background, but it 
shapes dependency, concentration of capacity, resilience and strategic autonomy. The same is 
true of software providers whose systems organise hospital workflows, medical records, 
interoperability functions and the integration points for AI-supported services. Foundation 
model actors add another layer. Their systems do not merely store or transmit information. They 
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increasingly shape how language, classification, summarisation and health-related 
interpretation become available at scale. 

None of this means that every private layer is illegitimate, or that public infrastructures should 
replace all market provision. The point is narrower. Public governance of access is not the same 
as public control over knowledge mediation. A system may be publicly regulated at the level of 
rights and permissions while remaining heavily shaped by private actors at the level of technical 
dependency, semantic framing and operational capability. 

That distinction grows sharper as digital health environments become more complex. Public 
institutions may assume they govern the health data order because they regulate reuse, 
authorise access and define procedural safeguards. Yet decisive influence may remain 
upstream: in database architecture, integration protocols, interaction models, workflow 
software and the cloud environments that set practical limits on autonomy and resilience. 

The question therefore goes beyond ownership. It concerns the distribution of epistemic and 
organisational influence. If public bodies regulate access while private infrastructures shape 
what can be done, how quickly it can be done and under which semantic and technical 
assumptions, governance remains asymmetrical. The public order secures one layer of control, 
but not necessarily the layer where interpretation and dependency are most strongly formed. 

That leads to a harder question. Is public ordering of access enough to secure public control 
over knowledge mediation? The answer is uncertain. Access governance is necessary. It gives 
legal form, institutional visibility and procedural safeguards. But it may still fall short if the 
environments in which data become operationally meaningful remain concentrated in private 
technical ecosystems. 

The result is a more complicated European health data order than the formal architecture alone 
suggests. It is public in aspiration, legal form and institutional design. In operation, it remains 
mixed. That does not weaken the importance of the EHDS. It clarifies the next governance task. 
The issue is no longer only whether data may circulate lawfully, but whether the institutions 
organising that circulation retain enough influence over the infrastructures through which health 
knowledge becomes usable, interpretable and actionable. 

8. Local deployment and institutional responsibility 

Formal compliance has an essential place in healthcare. Systems must meet legal 
requirements. They must satisfy standards of safety, security and traceability. They must operate 
within authorised forms of access, reuse and professional oversight. None of that is optional. Yet 
compliance does not exhaust responsibility, especially once digital systems begin to shape 
decisions, perceptions and workflows at the point of care. 

Healthcare never takes place in the abstract. Systems are deployed in hospitals, clinics, care 
networks, administrative routines and professional settings that differ widely in resources, 
habits, expectations and institutional culture. A system that appears robust in formal terms may 
function quite differently once it enters local practice. The issue is not only technical 
performance. It is also how systems interact with judgment, division of labour, professional trust 
and practical attention. 

Local context therefore matters in a strong sense. An AI-assisted triage tool, a summarisation 
system or a patient-facing interface will not have the same practical effect everywhere. One 
organisation may use it cautiously and transparently. Another may rely on it more heavily 
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because staffing is difficult to organise, time is limited or workflow pressure is high. The same 
technical tool can therefore produce very different consequences across institutions. 
Responsibility cannot be understood without that variation. 

Workflow integration is part of the problem. A digital system does not simply add another source 
of information. It rearranges attention. It changes who sees what first, how urgency is framed, 
which signals are elevated and where discretion is exercised. Such shifts often remain invisible 
in formal approval processes. They become visible only in use. That is why institutional 
responsibility cannot stop at procurement, contractual due diligence or formal conformity 
assessment. The crucial question is what the system does to practice once it becomes routine. 

That is also why post-deployment monitoring matters. If responsibility is treated as complete 
once a system has been approved, contracted or lawfully integrated, the most consequential 
phase is missed. Systems evolve in use. Their outputs are interpreted in local settings. Their 
influence may grow gradually. Feedback loops may emerge. Reliance may deepen without any 
clear moment of decision. These are not remote possibilities. They are ordinary features of 
digital implementation. 

Institutions therefore need more than incident management. They need ways of observing how 
systems alter professional judgment, patient pathways, timing of intervention and the handling 
of uncertainty. They need to know whether a tool clarifies judgment or narrows it, supports 
responsibility or displaces it, strengthens trust or weakens it. Such questions do not disappear 
because a system complies with general rules. They begin when those rules enter practice. 

Here institutional responsibility becomes concrete. The institution is where systems actually 
shape care and judgment. It is the point at which formal governance meets the realities of 
deployment. Professional responsibility remains central, but it unfolds within workflows 
increasingly structured by digital systems. Legal compliance remains necessary, but it cannot by 
itself account for how systems reorganise interpretation and action in care settings. 

The consequence is straightforward. Responsibility in healthcare must be understood as local 
as well as legal, practical as well as formal, and ongoing rather than completed at the moment 
of approval. That does not weaken the case for European governance. It sharpens it. Broad 
frameworks set the conditions of entry and use. Institutions still carry the burden of ensuring 
that systems remain answerable to the practical realities of care. 

If that burden is ignored, responsibility becomes abstract precisely where patients and 
professionals encounter its effects. If it is taken seriously, local governance becomes part of the 
wider architecture of trust. Institutions do not merely implement digital health governance. They 
test whether it can remain legitimate under the conditions of actual use. 

9. The doctor-patient relationship as a site of interpretative legitimacy 

The doctor-patient relationship remains a central site of legitimacy in healthcare. That remains 
true even as digital systems grow more influential. In some respects it becomes more important, 
because mediation is expanding. As patients, professionals and institutions rely increasingly on 
digital systems for access, interpretation and support, the clinical encounter remains one of the 
few places where uncertainty, meaning and action still have to be brought together within a 
recognisable relationship of responsibility. 

That point has become more important because AI systems now shape the encounter before it 
begins. Patients arrive with symptom narratives already formed through digital interaction. A 
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system may have reassured them, alarmed them, ranked possible causes or supplied a 
language through which their condition is understood. By the time they speak to a clinician, a 
prior layer of interpretation may already be in place. That changes the starting point of the 
encounter. 

The shift is subtle, but significant. The clinician no longer meets only the symptom, the body or 
the question. Increasingly, the clinician meets a patient whose uncertainty has already been 
structured elsewhere. The patient may arrive with confidence, fear, resistance or a ready-made 
explanatory frame derived from a digital system rather than from prior professional contact. In 
that sense, AI does not simply inform patients. It conditions the interpretative situation in which 
professional judgment must operate. 

That affects trust directly. Trust in healthcare depends partly on expertise, partly on institutional 
confidence and partly on the quality of the encounter itself. Once a prior digital layer enters the 
relationship, trust becomes more complex. A patient may trust the system, distrust it or 
compare its framing with the clinician’s judgment. The clinician, in turn, must respond not only 
to the complaint but also to an already mediated interpretation. In some cases that may enrich 
the encounter. In others it may burden it with misplaced certainty, false reassurance or 
premature narrowing of possibilities. 

Uncertainty is altered in the same way. Classical clinical encounters often begin with 
uncertainty that is shared, explored and gradually clarified. Digital systems may disrupt that 
sequence. They may reduce uncertainty too quickly by offering plausible narratives that feel 
settled before professional evaluation has occurred. They may also amplify uncertainty by 
multiplying possibilities without clear weighting. In both cases, the relationship changes. The 
clinical encounter becomes a place where prior interpretations are received, negotiated or 
corrected. 

Professional judgment therefore remains essential. A clinician is not merely a provider of 
information. The role includes weighing ambiguity, recognising context, explaining uncertainty 
and assuming responsibility for action. These functions remain difficult to replace because they 
depend on more than pattern recognition. They depend on institutional role, professional 
accountability and the capacity to carry consequences within a relationship that is socially and 
morally recognisable. 

Patient understanding is part of that legitimacy. Healthcare does not operate only through 
correct outcomes. It also depends on intelligible pathways of explanation and responsibility. 
Patients need to understand not only what is likely the case, but why a recommendation is 
made, how uncertainty is judged and who stands behind the advice they receive. That is where 
the doctor-patient relationship retains a distinct legitimacy. It links interpretation to 
answerability. 

That link remains important even in digitally mediated environments. A health system may 
incorporate decision support, data spaces, interoperable records and patient-facing interfaces. 
None of that removes the need for a place where meaning becomes actionable under visible 
responsibility. The clinical relationship still performs that role. It remains one of the few settings 
in which interpretation, explanation and accountability can be brought together in a form that is 
institutionally and publicly recognisable. 

For that reason, the doctor-patient relationship should not be treated as a residual human 
element lingering at the edges of digital transformation. It remains a key site of legitimacy. Digital 
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systems may increasingly organise access, prepare interpretation and structure workflows. The 
clinical relationship remains the place where health-related meaning must still be justified in a 
form that can be questioned, understood and acted upon. Its role may be changing. It has not 
become marginal. 

10. Toward a broader framework of institutional stewardship 

The developments described above point to the need for a broader framework of institutional 
stewardship. Existing forms of regulation and compliance remain necessary. They provide 
boundaries, rights and safeguards. But they do not by themselves carry the full burden of 
responsibility in an increasingly AI-mediated health environment. A further layer is needed: the 
institutional capacity to sustain interpretative responsibility over time. 

Institutional stewardship addresses that need. It refers to the ability of institutions to remain 
answerable for the knowledge processes they host, rely on and gradually embed. That concerns 
more than technical reliability or lawful use. It concerns whether institutions can observe how 
meaning is formed, how judgment is supported or displaced, and how professional and public 
accountability can still be maintained under changing conditions. 

That need arises because digital health systems do not remain static once introduced. They 
become part of routines, expectations and infrastructures. Their role may deepen quietly. 
Dependencies may grow before institutions have fully articulated what is being delegated, which 
assumptions are built in and where correction remains possible. Stewardship is needed 
because responsibility in such settings is cumulative. It must be carried across time, not merely 
assigned at a single point of entry. 

Public oversight belongs within that wider framework. Public institutions cannot limit 
themselves to authorising access and supervising compliance if the practical organisation of 
meaning is shifting into digital systems and layered infrastructures. Oversight must remain 
attentive to what happens after lawful deployment. That includes the way institutions rely on 
technical systems, the extent to which interpretation remains contestable and whether 
accountability is preserved in practice rather than only in formal design. 

Epistemic reflexivity is equally important. Institutions need the capacity to examine how their 
own processes of knowing are changing. That includes the questions they ask, the outputs they 
trust, the forms of evidence they privilege and the dependencies they build into professional 
work. Reflexivity is sometimes treated as a luxury. In AI-mediated health environments it 
becomes part of responsible governance. Without it, institutions may comply with external 
requirements while gradually losing sight of how judgment itself is being reorganised. 

Accountable mediation should be treated as a central task within this framework. Digital 
systems now mediate between data and interpretation, between patient concern and 
institutional response, and between professional workflow and organisational decision. 
Stewardship requires that this mediation remain visible, revisable and linked to identifiable 
chains of responsibility. Efficiency is not enough. Institutions must still be able to explain how 
system performance fits within their public and professional obligations. 

That points toward a wider understanding of resilience in digital health. Resilience does involve 
systems and data. It involves continuity, security, interoperability and robust infrastructure. But 
that is only part of the picture. Health systems also need resilient institutions, resilient forms of 
judgment and resilient practices of professional and public accountability. A technically secure 
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system may still weaken institutional responsibility if it narrows judgment or obscures who 
carries meaning. A resilient health data order therefore depends on more than technical 
stability. 

The argument is not that institutions must regain direct control over every layer of mediation. 
That would be unrealistic. The point is that they must remain capable of carrying the 
responsibilities that mediation redistributes. They must preserve the ability to interpret, contest, 
explain and correct. Without that capacity, governance becomes procedural while judgment is 
quietly displaced into systems whose authority is not fully institutionally borne. 

A broader framework of stewardship is therefore needed. It would not replace regulation, 
technical design or professional ethics. It would connect them. Its purpose would be to ensure 
that data governance, interpretative practice and institutional legitimacy are not treated as 
separate domains when, in practice, they increasingly depend on one another. That is where the 
future debate on digital health governance is likely to deepen. The issue is no longer whether AI 
enters health systems. It already has. The deeper question is whether institutions can still carry 
responsibility for the forms of knowledge and judgment that emerge in its presence. 

11. Concluding reflection 

The European Health Data Space marks a major step in European health data governance. It 
introduces structure where fragmentation has long limited coherence. It creates a formal 
architecture for access, reuse, rights, supervision and controlled environments in a field marked 
by sensitivity, institutional complexity and cross-border interdependence. That deserves to be 
recognised clearly. The EHDS is not a minor administrative adjustment. It is a serious attempt to 
organise a European public order for health data. 

At the same time, it does not settle the full range of questions that arise in digitally mediated 
healthcare. It addresses movement, access, conditions of reuse and parts of institutional 
oversight with increasing precision. A larger question remains open: who carries meaning, 
judgment and legitimacy within this architecture once AI systems increasingly shape the 
interpretation of health-related information before, during and beyond the formal clinical 
setting? 

That question cannot be reduced to liability alone. Nor can it be answered by interoperability, 
secure environments or lawful reuse on their own. The issue is who remains able to justify 
interpretation, who can be addressed when uncertainty has been framed in a certain way, and 
which institutions continue to bear responsibility for the knowledge processes that influence 
care, research and policy. At bottom, the challenge concerns the relation between data 
governance and the governance of meaning. 

That is why the debate now moves beyond compliance. Compliance remains indispensable. 
Without it, trust, rights and controlled circulation would weaken. But compliance alone cannot 
secure interpretative integrity or institutional legitimacy. Those depend on institutions that can 
carry judgment across time, preserve corrigibility and sustain public accountability under 
conditions of growing technological mediation. 

This appendix has therefore argued for a wider view. The EHDS should be understood as an 
emerging public data architecture. It creates a new order of access and reuse. It also brings into 
view unresolved questions about interpretation, authority and institutional responsibility. Those 
questions become especially visible in the intermediary zone of AI-mediated health interaction, 
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in the mixed ecology of public governance and private infrastructure, in local deployment 
settings, and in the continuing centrality of the doctor-patient relationship as a site of legitimacy. 

The broader implication is clear. Europe is building a health data space. It is also shaping, 
whether explicitly or not, the conditions under which health knowledge will be mediated, trusted 
and acted upon. The discussion can no longer be confined to lawful data sharing and technical 
governance alone. It now concerns the long-term stewardship of AI-mediated health knowledge. 
That task remains only partly articulated, and it is likely to become one of the defining 
governance questions of European digital health in the years ahead. 
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